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kafka-python


 [https://kafka-python.readthedocs.org/compatibility.html]
 [https://pypi.python.org/pypi/kafka-python][image: https://coveralls.io/repos/dpkp/kafka-python/badge.svg?branch=master&service=github]
 [https://coveralls.io/github/dpkp/kafka-python?branch=master][image: https://travis-ci.org/dpkp/kafka-python.svg?branch=master]
 [https://travis-ci.org/dpkp/kafka-python]
 [https://github.com/dpkp/kafka-python/blob/master/LICENSE]Python client for the Apache Kafka distributed stream processing system.
kafka-python is designed to function much like the official java client, with a
sprinkling of pythonic interfaces (e.g., consumer iterators).

kafka-python is best used with newer brokers (0.10 or 0.9), but is backwards-compatible with
older versions (to 0.8.0). Some features will only be enabled on newer brokers,
however; for example, fully coordinated consumer groups – i.e., dynamic
partition assignment to multiple consumers in the same group – requires use of
0.9 kafka brokers. Supporting this feature for earlier broker releases would
require writing and maintaining custom leadership election and membership /
health check code (perhaps using zookeeper or consul). For older brokers, you
can achieve something similar by manually assigning different partitions to
each consumer instance with config management tools like chef, ansible, etc.
This approach will work fine, though it does not support rebalancing on
failures.  See Compatibility for more details.

Please note that the master branch may contain unreleased features. For release
documentation, please see readthedocs and/or python’s inline help.

>>> pip install kafka-python






KafkaConsumer

KafkaConsumer is a high-level message consumer, intended to
operate as similarly as possible to the official java client. Full support
for coordinated consumer groups requires use of kafka brokers that support the
Group APIs: kafka v0.9+.

See KafkaConsumer for API and configuration details.

The consumer iterator returns ConsumerRecords, which are simple namedtuples
that expose basic message attributes: topic, partition, offset, key, and value:

>>> from kafka import KafkaConsumer
>>> consumer = KafkaConsumer('my_favorite_topic')
>>> for msg in consumer:
...     print (msg)





>>> # manually assign the partition list for the consumer
>>> from kafka import TopicPartition
>>> consumer = KafkaConsumer(bootstrap_servers='localhost:1234')
>>> consumer.assign([TopicPartition('foobar', 2)])
>>> msg = next(consumer)





>>> # Deserialize msgpack-encoded values
>>> consumer = KafkaConsumer(value_deserializer=msgpack.loads)
>>> consumer.subscribe(['msgpackfoo'])
>>> for msg in consumer:
...     assert isinstance(msg.value, dict)








KafkaProducer

KafkaProducer is a high-level, asynchronous message producer.
The class is intended to operate as similarly as possible to the official java
client. See KafkaProducer for more details.

>>> from kafka import KafkaProducer
>>> producer = KafkaProducer(bootstrap_servers='localhost:1234')
>>> for _ in range(100):
...     producer.send('foobar', b'some_message_bytes')





>>> # Block until all pending messages are sent
>>> producer.flush()





>>> # Block until a single message is sent (or timeout)
>>> producer.send('foobar', b'another_message').get(timeout=60)





>>> # Use a key for hashed-partitioning
>>> producer.send('foobar', key=b'foo', value=b'bar')





>>> # Serialize json messages
>>> import json
>>> producer = KafkaProducer(value_serializer=lambda v: json.dumps(v).encode('utf-8'))
>>> producer.send('fizzbuzz', {'foo': 'bar'})





>>> # Serialize string keys
>>> producer = KafkaProducer(key_serializer=str.encode)
>>> producer.send('flipflap', key='ping', value=b'1234')





>>> # Compress messages
>>> producer = KafkaProducer(compression_type='gzip')
>>> for i in range(1000):
...     producer.send('foobar', b'msg %d' % i)








Compression

kafka-python supports gzip compression/decompression natively. To produce or
consume lz4 compressed messages, you must install lz4tools and xxhash (modules
may not work on python2.6). To enable snappy, install python-snappy (also
requires snappy library).
See Installation for more information.




Protocol

A secondary goal of kafka-python is to provide an easy-to-use protocol layer
for interacting with kafka brokers via the python repl. This is useful for
testing, probing, and general experimentation. The protocol support is
leveraged to enable a check_version()
method that probes a kafka broker and
attempts to identify which version it is running (0.8.0 to 0.10).




Low-level

Legacy support is maintained for low-level consumer and producer classes,
SimpleConsumer and SimpleProducer.
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Usage


KafkaConsumer

from kafka import KafkaConsumer

# To consume latest messages and auto-commit offsets
consumer = KafkaConsumer('my-topic',
                         group_id='my-group',
                         bootstrap_servers=['localhost:9092'])
for message in consumer:
    # message value and key are raw bytes -- decode if necessary!
    # e.g., for unicode: `message.value.decode('utf-8')`
    print ("%s:%d:%d: key=%s value=%s" % (message.topic, message.partition,
                                          message.offset, message.key,
                                          message.value))

# consume earliest available messages, don't commit offsets
KafkaConsumer(auto_offset_reset='earliest', enable_auto_commit=False)

# consume json messages
KafkaConsumer(value_deserializer=lambda m: json.loads(m.decode('ascii')))

# consume msgpack
KafkaConsumer(value_deserializer=msgpack.unpackb)

# StopIteration if no message after 1sec
KafkaConsumer(consumer_timeout_ms=1000)

# Subscribe to a regex topic pattern
consumer = KafkaConsumer()
consumer.subscribe(pattern='^awesome.*')

# Use multiple consumers in parallel w/ 0.9 kafka brokers
# typically you would run each on a different server / process / CPU
consumer1 = KafkaConsumer('my-topic',
                          group_id='my-group',
                          bootstrap_servers='my.server.com')
consumer2 = KafkaConsumer('my-topic',
                          group_id='my-group',
                          bootstrap_servers='my.server.com')





There are many configuration options for the consumer class. See
KafkaConsumer API documentation for more details.




KafkaProducer

from kafka import KafkaProducer
from kafka.errors import KafkaError

producer = KafkaProducer(bootstrap_servers=['broker1:1234'])

# Asynchronous by default
future = producer.send('my-topic', b'raw_bytes')

# Block for 'synchronous' sends
try:
    record_metadata = future.get(timeout=10)
except KafkaError:
    # Decide what to do if produce request failed...
    log.exception()
    pass

# Successful result returns assigned partition and offset
print (record_metadata.topic)
print (record_metadata.partition)
print (record_metadata.offset)

# produce keyed messages to enable hashed partitioning
producer.send('my-topic', key=b'foo', value=b'bar')

# encode objects via msgpack
producer = KafkaProducer(value_serializer=msgpack.dumps)
producer.send('msgpack-topic', {'key': 'value'})

# produce json messages
producer = KafkaProducer(value_serializer=lambda m: json.dumps(m).encode('ascii'))
producer.send('json-topic', {'key': 'value'})

# produce asynchronously
for _ in range(100):
    producer.send('my-topic', b'msg')

# block until all async messages are sent
producer.flush()

# configure multiple retries
producer = KafkaProducer(retries=5)
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kafka-python API



	KafkaConsumer

	KafkaProducer

	KafkaClient

	BrokerConnection
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KafkaConsumer


	
class kafka.KafkaConsumer(*topics, **configs)[source]

	Consume records from a Kafka cluster.

The consumer will transparently handle the failure of servers in the Kafka
cluster, and adapt as topic-partitions are created or migrate between
brokers. It also interacts with the assigned kafka Group Coordinator node
to allow multiple consumers to load balance consumption of topics (requires
kafka >= 0.9.0.0).





	Parameters:	*topics (str) – optional list of topics to subscribe to. If not set,
call subscribe() or assign() before consuming records.




	Keyword Arguments:

		
	bootstrap_servers –
‘host[:port]’ string (or list of ‘host[:port]’
strings) that the consumer should contact to bootstrap initial
cluster metadata. This does not have to be the full node list.
It just needs to have at least one broker that will respond to a
Metadata API Request. Default port is 9092. If no servers are
specified, will default to localhost:9092.



	client_id (str) –
a name for this client. This string is passed in
each request to servers and can be used to identify specific
server-side log entries that correspond to this client. Also
submitted to GroupCoordinator for logging with respect to
consumer group administration. Default: ‘kafka-python-{version}’



	group_id (str or None) –
name of the consumer group to join for dynamic
partition assignment (if enabled), and to use for fetching and
committing offsets. If None, auto-partition assignment (via
group coordinator) and offset commits are disabled.
Default: ‘kafka-python-default-group’



	key_deserializer (callable) –
Any callable that takes a
raw message key and returns a deserialized key.



	value_deserializer (callable) –
Any callable that takes a
raw message value and returns a deserialized value.



	fetch_min_bytes (int) –
Minimum amount of data the server should
return for a fetch request, otherwise wait up to
fetch_max_wait_ms for more data to accumulate. Default: 1.



	fetch_max_wait_ms (int) –
The maximum amount of time in milliseconds
the server will block before answering the fetch request if
there isn’t sufficient data to immediately satisfy the
requirement given by fetch_min_bytes. Default: 500.



	max_partition_fetch_bytes (int) –
The maximum amount of data
per-partition the server will return. The maximum total memory
used for a request = #partitions * max_partition_fetch_bytes.
This size must be at least as large as the maximum message size
the server allows or else it is possible for the producer to
send messages larger than the consumer can fetch. If that
happens, the consumer can get stuck trying to fetch a large
message on a certain partition. Default: 1048576.



	request_timeout_ms (int) –
Client request timeout in milliseconds.
Default: 40000.



	retry_backoff_ms (int) –
Milliseconds to backoff when retrying on
errors. Default: 100.



	reconnect_backoff_ms (int) –
The amount of time in milliseconds to
wait before attempting to reconnect to a given host.
Default: 50.



	max_in_flight_requests_per_connection (int) –
Requests are pipelined
to kafka brokers up to this number of maximum requests per
broker connection. Default: 5.



	auto_offset_reset (str) –
A policy for resetting offsets on
OffsetOutOfRange errors: ‘earliest’ will move to the oldest
available message, ‘latest’ will move to the most recent. Any
other value will raise the exception. Default: ‘latest’.



	enable_auto_commit (bool) –
If true the consumer’s offset will be
periodically committed in the background. Default: True.



	auto_commit_interval_ms (int) –
milliseconds between automatic
offset commits, if enable_auto_commit is True. Default: 5000.



	default_offset_commit_callback (callable) –
called as
callback(offsets, response) response will be either an Exception
or a OffsetCommitResponse struct. This callback can be used to
trigger custom actions when a commit request completes.



	check_crcs (bool) –
Automatically check the CRC32 of the records
consumed. This ensures no on-the-wire or on-disk corruption to
the messages occurred. This check adds some overhead, so it may
be disabled in cases seeking extreme performance. Default: True



	metadata_max_age_ms (int) –
The period of time in milliseconds after
which we force a refresh of metadata even if we haven’t seen any
partition leadership changes to proactively discover any new
brokers or partitions. Default: 300000



	partition_assignment_strategy (list) –
List of objects to use to
distribute partition ownership amongst consumer instances when
group management is used.
Default: [RangePartitionAssignor, RoundRobinPartitionAssignor]



	heartbeat_interval_ms (int) –
The expected time in milliseconds
between heartbeats to the consumer coordinator when using
Kafka’s group management feature. Heartbeats are used to ensure
that the consumer’s session stays active and to facilitate
rebalancing when new consumers join or leave the group. The
value must be set lower than session_timeout_ms, but typically
should be set no higher than 1/3 of that value. It can be
adjusted even lower to control the expected time for normal
rebalances. Default: 3000



	session_timeout_ms (int) –
The timeout used to detect failures when
using Kafka’s group managementment facilities. Default: 30000



	max_poll_records (int) –
The maximum number of records returned in a
single call to poll().



	receive_buffer_bytes (int) –
The size of the TCP receive buffer
(SO_RCVBUF) to use when reading data. Default: None (relies on
system defaults). The java client defaults to 32768.



	send_buffer_bytes (int) –
The size of the TCP send buffer
(SO_SNDBUF) to use when sending data. Default: None (relies on
system defaults). The java client defaults to 131072.



	socket_options (list) –
List of tuple-arguments to socket.setsockopt
to apply to broker connection sockets. Default:
[(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]



	consumer_timeout_ms (int) –
number of milliseconds to block during
message iteration before raising StopIteration (i.e., ending the
iterator). Default block forever [float(‘inf’)].



	skip_double_compressed_messages (bool) –
A bug in KafkaProducer <= 1.2.4
caused some messages to be corrupted via double-compression.
By default, the fetcher will return these messages as a compressed
blob of bytes with a single offset, i.e. how the message was
actually published to the cluster. If you prefer to have the
fetcher automatically detect corrupt messages and skip them,
set this option to True. Default: False.



	security_protocol (str) –
Protocol used to communicate with brokers.
Valid values are: PLAINTEXT, SSL. Default: PLAINTEXT.



	ssl_context (ssl.SSLContext) –
pre-configured SSLContext for wrapping
socket connections. If provided, all other ssl_* configurations
will be ignored. Default: None.



	ssl_check_hostname (bool) –
flag to configure whether ssl handshake
should verify that the certificate matches the brokers hostname.
default: true.



	ssl_cafile (str) –
optional filename of ca file to use in certificate
verification. default: none.



	ssl_certfile (str) –
optional filename of file in pem format containing
the client certificate, as well as any ca certificates needed to
establish the certificate’s authenticity. default: none.



	ssl_keyfile (str) –
optional filename containing the client private key.
default: none.



	ssl_password (str) –
optional password to be used when loading the
certificate chain. default: None.



	ssl_crlfile (str) –
optional filename containing the CRL to check for
certificate expiration. By default, no CRL check is done. When
providing a file, only the leaf certificate will be checked against
this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
default: none.



	api_version (tuple) –
specify which kafka API version to use.
If set to None, the client will attempt to infer the broker version
by probing various APIs. Default: None
.. rubric:: Examples


	(0, 9) enables full group coordination features with automatic

	partition assignment and rebalancing,



	(0, 8, 2) enables kafka-storage offset commits with manual

	partition assignment only,



	(0, 8, 1) enables zookeeper-storage offset commits with manual

	partition assignment only,



	(0, 8, 0) enables basic functionality but requires manual

	partition assignment and offset management.





For a full list of supported versions, see KafkaClient.API_VERSIONS



	api_version_auto_timeout_ms (int) –
number of milliseconds to throw a
timeout exception from the constructor when checking the broker
api version. Only applies if api_version set to ‘auto’



	metric_reporters (list) –
A list of classes to use as metrics reporters.
Implementing the AbstractMetricsReporter interface allows plugging
in classes that will be notified of new metric creation. Default: []



	metrics_num_samples (int) –
The number of samples maintained to compute
metrics. Default: 2



	metrics_sample_window_ms (int) –
The maximum age in milliseconds of
samples used to compute metrics. Default: 30000



	selector (selectors.BaseSelector) –
Provide a specific selector
implementation to use for I/O multiplexing.
Default: selectors.DefaultSelector



	exclude_internal_topics (bool) –
Whether records from internal topics
(such as offsets) should be exposed to the consumer. If set to True
the only way to receive records from an internal topic is
subscribing to it. Requires 0.10+ Default: True



	sasl_mechanism (str) –
string picking sasl mechanism when security_protocol
is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
Default: None



	sasl_plain_username (str) –
username for sasl PLAIN authentication.
Default: None



	sasl_plain_password (str) –
password for sasl PLAIN authentication.
Default: None












Note

Configuration parameters are described in more detail at
https://kafka.apache.org/0100/configuration.html#newconsumerconfigs




	
assign(partitions)[source]

	Manually assign a list of TopicPartitions to this consumer.





	Parameters:	partitions (list of TopicPartition) – assignment for this instance.


	Raises:	IllegalStateError –
if consumer has already called subscribe()






Warning

It is not possible to use both manual partition assignment with
assign() and group assignment with subscribe().




Note

This interface does not support incremental assignment and will
replace the previous assignment (if there was one).




Note

Manual topic assignment through this method does not use the
consumer’s group management functionality. As such, there will be
no rebalance operation triggered when group membership or cluster
and topic metadata change.








	
assignment()[source]

	Get the TopicPartitions currently assigned to this consumer.

If partitions were directly assigned using assign(), then this will
simply return the same partitions that were previously assigned.
If topics were subscribed using subscribe(), then this will give the
set of topic partitions currently assigned to the consumer (which may
be none if the assignment hasn’t happened yet, or if the partitions are
in the process of being reassigned).





	Returns:	{TopicPartition, ...}


	Return type:	set










	
close()[source]

	Close the consumer, waiting indefinitely for any needed cleanup.






	
commit(offsets=None)[source]

	Commit offsets to kafka, blocking until success or error

This commits offsets only to Kafka. The offsets committed using this API
will be used on the first fetch after every rebalance and also on
startup. As such, if you need to store offsets in anything other than
Kafka, this API should not be used. To avoid re-processing the last
message read if a consumer is restarted, the committed offset should be
the next message your application should consume, i.e.: last_offset + 1.

Blocks until either the commit succeeds or an unrecoverable error is
encountered (in which case it is thrown to the caller).

Currently only supports kafka-topic offset storage (not zookeeper)





	Parameters:	offsets (dict, optional) – {TopicPartition: OffsetAndMetadata} dict
to commit with the configured group_id. Defaults to current
consumed offsets for all subscribed partitions.










	
commit_async(offsets=None, callback=None)[source]

	Commit offsets to kafka asynchronously, optionally firing callback

This commits offsets only to Kafka. The offsets committed using this API
will be used on the first fetch after every rebalance and also on
startup. As such, if you need to store offsets in anything other than
Kafka, this API should not be used. To avoid re-processing the last
message read if a consumer is restarted, the committed offset should be
the next message your application should consume, i.e.: last_offset + 1.

This is an asynchronous call and will not block. Any errors encountered
are either passed to the callback (if provided) or discarded.





	Parameters:	
	offsets (dict, optional) – {TopicPartition: OffsetAndMetadata} dict
to commit with the configured group_id. Defaults to current
consumed offsets for all subscribed partitions.

	callback (callable, optional) – called as callback(offsets, response)
with response as either an Exception or a OffsetCommitResponse
struct. This callback can be used to trigger custom actions when
a commit request completes.






	Returns:	kafka.future.Future












	
committed(partition)[source]

	Get the last committed offset for the given partition

This offset will be used as the position for the consumer
in the event of a failure.

This call may block to do a remote call if the partition in question
isn’t assigned to this consumer or if the consumer hasn’t yet
initialized its cache of committed offsets.





	Parameters:	partition (TopicPartition) – the partition to check


	Returns:	The last committed offset, or None if there was no prior commit.










	
highwater(partition)[source]

	Last known highwater offset for a partition

A highwater offset is the offset that will be assigned to the next
message that is produced. It may be useful for calculating lag, by
comparing with the reported position. Note that both position and
highwater refer to the next offset – i.e., highwater offset is
one greater than the newest available message.

Highwater offsets are returned in FetchResponse messages, so will
not be available if no FetchRequests have been sent for this partition
yet.





	Parameters:	partition (TopicPartition) – partition to check


	Returns:	offset if available


	Return type:	int or None










	
metrics(raw=False)[source]

	Warning: this is an unstable interface.
It may change in future releases without warning






	
partitions_for_topic(topic)[source]

	Get metadata about the partitions for a given topic.





	Parameters:	topic (str) – topic to check


	Returns:	partition ids


	Return type:	set










	
pause(*partitions)[source]

	Suspend fetching from the requested partitions.

Future calls to poll() will not return any records from these partitions
until they have been resumed using resume(). Note that this method does
not affect partition subscription. In particular, it does not cause a
group rebalance when automatic assignment is used.





	Parameters:	*partitions (TopicPartition) – partitions to pause










	
paused()[source]

	Get the partitions that were previously paused by a call to pause().





	Returns:	{partition (TopicPartition), ...}


	Return type:	set










	
poll(timeout_ms=0, max_records=None)[source]

	Fetch data from assigned topics / partitions.

Records are fetched and returned in batches by topic-partition.
On each poll, consumer will try to use the last consumed offset as the
starting offset and fetch sequentially. The last consumed offset can be
manually set through seek(partition, offset) or automatically set as
the last committed offset for the subscribed list of partitions.

Incompatible with iterator interface – use one or the other, not both.





	Parameters:	
	timeout_ms (int, optional) – milliseconds spent waiting in poll if
data is not available in the buffer. If 0, returns immediately
with any records that are available currently in the buffer,
else returns empty. Must not be negative. Default: 0

	max_records (int, optional) – The maximum number of records returned
in a single call to poll(). Default: Inherit value from
max_poll_records.






	Returns:	topic to list of records since the last fetch for the
subscribed list of topics and partitions




	Return type:	dict












	
position(partition)[source]

	Get the offset of the next record that will be fetched





	Parameters:	partition (TopicPartition) – partition to check


	Returns:	offset


	Return type:	int










	
resume(*partitions)[source]

	Resume fetching from the specified (paused) partitions.





	Parameters:	*partitions (TopicPartition) – partitions to resume










	
seek(partition, offset)[source]

	Manually specify the fetch offset for a TopicPartition.

Overrides the fetch offsets that the consumer will use on the next
poll(). If this API is invoked for the same partition more than once,
the latest offset will be used on the next poll(). Note that you may
lose data if this API is arbitrarily used in the middle of consumption,
to reset the fetch offsets.





	Parameters:	
	partition (TopicPartition) – partition for seek operation

	offset (int) – message offset in partition






	Raises:	AssertionError –
if offset is not an int >= 0; or if partition is not
currently assigned.












	
seek_to_beginning(*partitions)[source]

	Seek to the oldest available offset for partitions.





	Parameters:	*partitions – optionally provide specific TopicPartitions, otherwise
default to all assigned partitions


	Raises:	AssertionError –
if any partition is not currently assigned, or if
no partitions are assigned










	
seek_to_end(*partitions)[source]

	Seek to the most recent available offset for partitions.





	Parameters:	*partitions – optionally provide specific TopicPartitions, otherwise
default to all assigned partitions


	Raises:	AssertionError –
if any partition is not currently assigned, or if
no partitions are assigned










	
subscribe(topics=(), pattern=None, listener=None)[source]

	Subscribe to a list of topics, or a topic regex pattern

Partitions will be dynamically assigned via a group coordinator.
Topic subscriptions are not incremental: this list will replace the
current assignment (if there is one).

This method is incompatible with assign()





	Parameters:	
	topics (list) – List of topics for subscription.

	pattern (str) – Pattern to match available topics. You must provide
either topics or pattern, but not both.

	listener (ConsumerRebalanceListener) – Optionally include listener
callback, which will be called before and after each rebalance
operation.

As part of group management, the consumer will keep track of the
list of consumers that belong to a particular group and will
trigger a rebalance operation if one of the following events
trigger:


	Number of partitions change for any of the subscribed topics

	Topic is created or deleted

	An existing member of the consumer group dies

	A new member is added to the consumer group



When any of these events are triggered, the provided listener
will be invoked first to indicate that the consumer’s assignment
has been revoked, and then again when the new assignment has
been received. Note that this listener will immediately override
any listener set in a previous call to subscribe. It is
guaranteed, however, that the partitions revoked/assigned
through this interface are from topics subscribed in this call.








	Raises:	
	IllegalStateError –
if called after previously calling assign()

	AssertionError –
if neither topics or pattern is provided

	TypeError –
if listener is not a ConsumerRebalanceListener














	
subscription()[source]

	Get the current topic subscription.





	Returns:	{topic, ...}


	Return type:	set










	
topics()[source]

	Get all topics the user is authorized to view.





	Returns:	topics


	Return type:	set










	
unsubscribe()[source]

	Unsubscribe from all topics and clear all assigned partitions.
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KafkaProducer


	
class kafka.KafkaProducer(**configs)[source]

	A Kafka client that publishes records to the Kafka cluster.

The producer is thread safe and sharing a single producer instance across
threads will generally be faster than having multiple instances.

The producer consists of a pool of buffer space that holds records that
haven’t yet been transmitted to the server as well as a background I/O
thread that is responsible for turning these records into requests and
transmitting them to the cluster.

The send() method is asynchronous. When called it adds the record to a
buffer of pending record sends and immediately returns. This allows the
producer to batch together individual records for efficiency.

The ‘acks’ config controls the criteria under which requests are considered
complete. The “all” setting will result in blocking on the full commit of
the record, the slowest but most durable setting.

If the request fails, the producer can automatically retry, unless
‘retries’ is configured to 0. Enabling retries also opens up the
possibility of duplicates (see the documentation on message
delivery semantics for details:
http://kafka.apache.org/documentation.html#semantics
).

The producer maintains buffers of unsent records for each partition. These
buffers are of a size specified by the ‘batch_size’ config. Making this
larger can result in more batching, but requires more memory (since we will
generally have one of these buffers for each active partition).

By default a buffer is available to send immediately even if there is
additional unused space in the buffer. However if you want to reduce the
number of requests you can set ‘linger_ms’ to something greater than 0.
This will instruct the producer to wait up to that number of milliseconds
before sending a request in hope that more records will arrive to fill up
the same batch. This is analogous to Nagle’s algorithm in TCP. Note that
records that arrive close together in time will generally batch together
even with linger_ms=0 so under heavy load batching will occur regardless of
the linger configuration; however setting this to something larger than 0
can lead to fewer, more efficient requests when not under maximal load at
the cost of a small amount of latency.

The buffer_memory controls the total amount of memory available to the
producer for buffering. If records are sent faster than they can be
transmitted to the server then this buffer space will be exhausted. When
the buffer space is exhausted additional send calls will block.

The key_serializer and value_serializer instruct how to turn the key and
value objects the user provides into bytes.





	Keyword Arguments:

		
	bootstrap_servers –
‘host[:port]’ string (or list of ‘host[:port]’
strings) that the producer should contact to bootstrap initial
cluster metadata. This does not have to be the full node list.
It just needs to have at least one broker that will respond to a
Metadata API Request. Default port is 9092. If no servers are
specified, will default to localhost:9092.



	client_id (str) –
a name for this client. This string is passed in
each request to servers and can be used to identify specific
server-side log entries that correspond to this client.
Default: ‘kafka-python-producer-#’ (appended with a unique number
per instance)



	key_serializer (callable) –
used to convert user-supplied keys to bytes
If not None, called as f(key), should return bytes. Default: None.



	value_serializer (callable) –
used to convert user-supplied message
values to bytes. If not None, called as f(value), should return
bytes. Default: None.



	acks (0, 1, ‘all’) –
The number of acknowledgments the producer requires
the leader to have received before considering a request complete.
This controls the durability of records that are sent. The
following settings are common:


	0: Producer will not wait for any acknowledgment from the server.

	The message will immediately be added to the socket
buffer and considered sent. No guarantee can be made that the
server has received the record in this case, and the retries
configuration will not take effect (as the client won’t
generally know of any failures). The offset given back for each
record will always be set to -1.



	1: Wait for leader to write the record to its local log only.

	Broker will respond without awaiting full acknowledgement from
all followers. In this case should the leader fail immediately
after acknowledging the record but before the followers have
replicated it then the record will be lost.



	all: Wait for the full set of in-sync replicas to write the record.

	This guarantees that the record will not be lost as long as at
least one in-sync replica remains alive. This is the strongest
available guarantee.





If unset, defaults to acks=1.



	compression_type (str) –
The compression type for all data generated by
the producer. Valid values are ‘gzip’, ‘snappy’, ‘lz4’, or None.
Compression is of full batches of data, so the efficacy of batching
will also impact the compression ratio (more batching means better
compression). Default: None.



	retries (int) –
Setting a value greater than zero will cause the client
to resend any record whose send fails with a potentially transient
error. Note that this retry is no different than if the client
resent the record upon receiving the error. Allowing retries
without setting max_in_flight_requests_per_connection to 1 will
potentially change the ordering of records because if two batches
are sent to a single partition, and the first fails and is retried
but the second succeeds, then the records in the second batch may
appear first.
Default: 0.



	batch_size (int) –
Requests sent to brokers will contain multiple
batches, one for each partition with data available to be sent.
A small batch size will make batching less common and may reduce
throughput (a batch size of zero will disable batching entirely).
Default: 16384



	linger_ms (int) –
The producer groups together any records that arrive
in between request transmissions into a single batched request.
Normally this occurs only under load when records arrive faster
than they can be sent out. However in some circumstances the client
may want to reduce the number of requests even under moderate load.
This setting accomplishes this by adding a small amount of
artificial delay; that is, rather than immediately sending out a
record the producer will wait for up to the given delay to allow
other records to be sent so that the sends can be batched together.
This can be thought of as analogous to Nagle’s algorithm in TCP.
This setting gives the upper bound on the delay for batching: once
we get batch_size worth of records for a partition it will be sent
immediately regardless of this setting, however if we have fewer
than this many bytes accumulated for this partition we will
‘linger’ for the specified time waiting for more records to show
up. This setting defaults to 0 (i.e. no delay). Setting linger_ms=5
would have the effect of reducing the number of requests sent but
would add up to 5ms of latency to records sent in the absense of
load. Default: 0.



	partitioner (callable) –
Callable used to determine which partition
each message is assigned to. Called (after key serialization):
partitioner(key_bytes, all_partitions, available_partitions).
The default partitioner implementation hashes each non-None key
using the same murmur2 algorithm as the java client so that
messages with the same key are assigned to the same partition.
When a key is None, the message is delivered to a random partition
(filtered to partitions with available leaders only, if possible).



	buffer_memory (int) –
The total bytes of memory the producer should use
to buffer records waiting to be sent to the server. If records are
sent faster than they can be delivered to the server the producer
will block up to max_block_ms, raising an exception on timeout.
In the current implementation, this setting is an approximation.
Default: 33554432 (32MB)



	max_block_ms (int) –
Number of milliseconds to block during send() and
partitions_for(). These methods can be blocked either because the
buffer is full or metadata unavailable. Blocking in the
user-supplied serializers or partitioner will not be counted against
this timeout. Default: 60000.



	max_request_size (int) –
The maximum size of a request. This is also
effectively a cap on the maximum record size. Note that the server
has its own cap on record size which may be different from this.
This setting will limit the number of record batches the producer
will send in a single request to avoid sending huge requests.
Default: 1048576.



	metadata_max_age_ms (int) –
The period of time in milliseconds after
which we force a refresh of metadata even if we haven’t seen any
partition leadership changes to proactively discover any new
brokers or partitions. Default: 300000



	retry_backoff_ms (int) –
Milliseconds to backoff when retrying on
errors. Default: 100.



	request_timeout_ms (int) –
Client request timeout in milliseconds.
Default: 30000.



	receive_buffer_bytes (int) –
The size of the TCP receive buffer
(SO_RCVBUF) to use when reading data. Default: None (relies on
system defaults). Java client defaults to 32768.



	send_buffer_bytes (int) –
The size of the TCP send buffer
(SO_SNDBUF) to use when sending data. Default: None (relies on
system defaults). Java client defaults to 131072.



	socket_options (list) –
List of tuple-arguments to socket.setsockopt
to apply to broker connection sockets. Default:
[(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]



	reconnect_backoff_ms (int) –
The amount of time in milliseconds to
wait before attempting to reconnect to a given host.
Default: 50.



	max_in_flight_requests_per_connection (int) –
Requests are pipelined
to kafka brokers up to this number of maximum requests per
broker connection. Default: 5.



	security_protocol (str) –
Protocol used to communicate with brokers.
Valid values are: PLAINTEXT, SSL, SASL_PLAINTEXT, SASL_SSL.
Default: PLAINTEXT.



	ssl_context (ssl.SSLContext) –
pre-configured SSLContext for wrapping
socket connections. If provided, all other ssl_* configurations
will be ignored. Default: None.



	ssl_check_hostname (bool) –
flag to configure whether ssl handshake
should verify that the certificate matches the brokers hostname.
default: true.



	ssl_cafile (str) –
optional filename of ca file to use in certificate
veriication. default: none.



	ssl_certfile (str) –
optional filename of file in pem format containing
the client certificate, as well as any ca certificates needed to
establish the certificate’s authenticity. default: none.



	ssl_keyfile (str) –
optional filename containing the client private key.
default: none.



	ssl_password (str) –
optional password to be used when loading the
certificate chain. default: none.



	ssl_crlfile (str) –
optional filename containing the CRL to check for
certificate expiration. By default, no CRL check is done. When
providing a file, only the leaf certificate will be checked against
this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
default: none.



	api_version (tuple) –
specify which kafka API version to use.
For a full list of supported versions, see KafkaClient.API_VERSIONS
If set to None, the client will attempt to infer the broker version
by probing various APIs. Default: None



	api_version_auto_timeout_ms (int) –
number of milliseconds to throw a
timeout exception from the constructor when checking the broker
api version. Only applies if api_version set to ‘auto’



	metric_reporters (list) –
A list of classes to use as metrics reporters.
Implementing the AbstractMetricsReporter interface allows plugging
in classes that will be notified of new metric creation. Default: []



	metrics_num_samples (int) –
The number of samples maintained to compute
metrics. Default: 2



	metrics_sample_window_ms (int) –
The maximum age in milliseconds of
samples used to compute metrics. Default: 30000



	selector (selectors.BaseSelector) –
Provide a specific selector
implementation to use for I/O multiplexing.
Default: selectors.DefaultSelector



	sasl_mechanism (str) –
string picking sasl mechanism when security_protocol
is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
Default: None



	sasl_plain_username (str) –
username for sasl PLAIN authentication.
Default: None



	sasl_plain_password (str) –
password for sasl PLAIN authentication.
Default: None












Note

Configuration parameters are described in more detail at
https://kafka.apache.org/0100/configuration.html#producerconfigs




	
close(timeout=None)[source]

	Close this producer.





	Parameters:	timeout (float, optional) – timeout in seconds to wait for completion.










	
flush(timeout=None)[source]

	Invoking this method makes all buffered records immediately available
to send (even if linger_ms is greater than 0) and blocks on the
completion of the requests associated with these records. The
post-condition of flush() is that any previously sent record will have
completed (e.g. Future.is_done() == True). A request is considered
completed when either it is successfully acknowledged according to the
‘acks’ configuration for the producer, or it results in an error.

Other threads can continue sending messages while one thread is blocked
waiting for a flush call to complete; however, no guarantee is made
about the completion of messages sent after the flush call begins.





	Parameters:	timeout (float, optional) – timeout in seconds to wait for completion.










	
metrics(raw=False)[source]

	Warning: this is an unstable interface.
It may change in future releases without warning






	
partitions_for(topic)[source]

	Returns set of all known partitions for the topic.






	
send(topic, value=None, key=None, partition=None, timestamp_ms=None)[source]

	Publish a message to a topic.





	Parameters:	
	topic (str) – topic where the message will be published

	value (optional) – message value. Must be type bytes, or be
serializable to bytes via configured value_serializer. If value
is None, key is required and message acts as a ‘delete’.
See kafka compaction documentation for more details:
http://kafka.apache.org/documentation.html#compaction
(compaction requires kafka >= 0.8.1)

	partition (int, optional) – optionally specify a partition. If not
set, the partition will be selected using the configured
‘partitioner’.

	key (optional) – a key to associate with the message. Can be used to
determine which partition to send the message to. If partition
is None (and producer’s partitioner config is left as default),
then messages with the same key will be delivered to the same
partition (but if key is None, partition is chosen randomly).
Must be type bytes, or be serializable to bytes via configured
key_serializer.

	timestamp_ms (int, optional) – epoch milliseconds (from Jan 1 1970 UTC)
to use as the message timestamp. Defaults to current time.






	Returns:	resolves to RecordMetadata




	Return type:	FutureRecordMetadata




	Raises:	KafkaTimeoutError –
if unable to fetch topic metadata, or unable
to obtain memory buffer prior to configured max_block_ms
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KafkaClient


	
class kafka.client.KafkaClient(**configs)[source]

	A network client for asynchronous request/response network i/o.
This is an internal class used to implement the
user-facing producer and consumer clients.

This class is not thread-safe!


	
add_topic(topic)[source]

	Add a topic to the list of topics tracked via metadata.





	Parameters:	topic (str) – topic to track


	Returns:	resolves after metadata request/response


	Return type:	Future










	
check_version(node_id=None, timeout=2, strict=False)[source]

	Attempt to guess a broker version


	Note: it is possible that this method blocks longer than the

	specified timeout. This can happen if the entire cluster
is down and the client enters a bootstrap backoff sleep.
This is only possible if node_id is None.



Returns: version tuple, i.e. (0, 10), (0, 9), (0, 8, 2), ...





	Raises:	
	NodeNotReadyError (if node_id is provided)

	NoBrokersAvailable (if node_id is None)

	UnrecognizedBrokerVersion –
please file bug if seen!

	AssertionError (if strict=True) –
please file bug if seen!














	
close(node_id=None)[source]

	Closes one or all broker connections.





	Parameters:	node_id (int, optional) – the id of the node to close










	
connected(node_id)[source]

	Return True iff the node_id is connected.






	
connection_delay(node_id)[source]

	Returns the number of milliseconds to wait, based on the connection
state, before attempting to send data. When disconnected, this respects
the reconnect backoff time. When connecting, returns 0 to allow
non-blocking connect to finish. When connected, returns a very large
number to handle slow/stalled connections.





	Parameters:	node_id (int) – The id of the node to check


	Returns:	The number of milliseconds to wait.


	Return type:	int










	
in_flight_request_count(node_id=None)[source]

	Get the number of in-flight requests for a node or all nodes.





	Parameters:	node_id (int, optional) – a specific node to check. If unspecified,
return the total for all nodes


	Returns:	pending in-flight requests for the node, or all nodes if None


	Return type:	int










	
is_disconnected(node_id)[source]

	Check whether the node connection has been disconnected or failed.

A disconnected node has either been closed or has failed. Connection
failures are usually transient and can be resumed in the next ready()
call, but there are cases where transient failures need to be caught
and re-acted upon.





	Parameters:	node_id (int) – the id of the node to check


	Returns:	True iff the node exists and is disconnected


	Return type:	bool










	
is_ready(node_id)[source]

	Check whether a node is ready to send more requests.

In addition to connection-level checks, this method also is used to
block additional requests from being sent during a metadata refresh.





	Parameters:	node_id (int) – id of the node to check


	Returns:	True if the node is ready and metadata is not refreshing


	Return type:	bool










	
least_loaded_node()[source]

	Choose the node with fewest outstanding requests, with fallbacks.

This method will prefer a node with an existing connection, but will
potentially choose a node for which we don’t yet have a connection if
all existing connections are in use. This method will never choose a
node that was disconnected within the reconnect backoff period.
If all else fails, the method will attempt to bootstrap again using the
bootstrap_servers list.





	Returns:	node_id or None if no suitable node was found










	
poll(timeout_ms=None, future=None, sleep=True, delayed_tasks=True)[source]

	Try to read and write to sockets.

This method will also attempt to complete node connections, refresh
stale metadata, and run previously-scheduled tasks.





	Parameters:	
	timeout_ms (int, optional) – maximum amount of time to wait (in ms)
for at least one response. Must be non-negative. The actual
timeout will be the minimum of timeout, request timeout and
metadata timeout. Default: request_timeout_ms

	future (Future, optional) – if provided, blocks until future.is_done

	sleep (bool) – if True and there is nothing to do (no connections
or requests in flight), will sleep for duration timeout before
returning empty results. Default: False.






	Returns:	responses received (can be empty)




	Return type:	list












	
ready(node_id)[source]

	Check whether a node is connected and ok to send more requests.





	Parameters:	node_id (int) – the id of the node to check


	Returns:	True if we are ready to send to the given node


	Return type:	bool










	
schedule(task, at)[source]

	Schedule a new task to be executed at the given time.

This is “best-effort” scheduling and should only be used for coarse
synchronization. A task cannot be scheduled for multiple times
simultaneously; any previously scheduled instance of the same task
will be cancelled.





	Parameters:	
	task (callable) – task to be scheduled

	at (float or int) – epoch seconds when task should run






	Returns:	resolves to result of task call, or exception if raised




	Return type:	Future












	
send(node_id, request)[source]

	Send a request to a specific node.





	Parameters:	
	node_id (int) – destination node

	request (Struct) – request object (not-encoded)






	Raises:	AssertionError –
if node_id is not in current cluster metadata




	Returns:	resolves to Response struct or Error




	Return type:	Future












	
set_topics(topics)[source]

	Set specific topics to track for metadata.





	Parameters:	topics (list of str) – topics to check for metadata


	Returns:	resolves after metadata request/response


	Return type:	Future










	
unschedule(task)[source]

	Unschedule a task.

This will remove all instances of the task from the task queue.
This is a no-op if the task is not scheduled.





	Parameters:	task (callable) – task to be unscheduled
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BrokerConnection


	
class kafka.BrokerConnection(host, port, afi, **configs)[source]

	
	
blacked_out()[source]

	Return true if we are disconnected from the given node and can’t
re-establish a connection yet






	
can_send_more()[source]

	Return True unless there are max_in_flight_requests_per_connection.






	
check_version(timeout=2, strict=False)[source]

	Attempt to guess the broker version.

Note: This is a blocking call.

Returns: version tuple, i.e. (0, 10), (0, 9), (0, 8, 2), ...






	
close(error=None)[source]

	Close socket and fail all in-flight-requests.





	Parameters:	error (Exception, optional) – pending in-flight-requests
will be failed with this exception.
Default: kafka.errors.ConnectionError.










	
connect()[source]

	Attempt to connect and return ConnectionState






	
connected()[source]

	Return True iff socket is connected.






	
connecting()[source]

	Returns True if still connecting (this may encompass several
different states, such as SSL handshake, authorization, etc).






	
disconnected()[source]

	Return True iff socket is closed






	
recv()[source]

	Non-blocking network receive.

Return response if available






	
send(request, expect_response=True)[source]

	send request, return Future()

Can block on network if request is larger than send_buffer_bytes
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Simple APIs (DEPRECATED)


SimpleConsumer (DEPRECATED)

from kafka import SimpleProducer, SimpleClient

# To consume messages
client = SimpleClient('localhost:9092')
consumer = SimpleConsumer(client, "my-group", "my-topic")
for message in consumer:
    # message is raw byte string -- decode if necessary!
    # e.g., for unicode: `message.decode('utf-8')`
    print(message)


# Use multiprocessing for parallel consumers
from kafka import MultiProcessConsumer

# This will split the number of partitions among two processes
consumer = MultiProcessConsumer(client, "my-group", "my-topic", num_procs=2)

# This will spawn processes such that each handles 2 partitions max
consumer = MultiProcessConsumer(client, "my-group", "my-topic",
                                partitions_per_proc=2)

for message in consumer:
    print(message)

for message in consumer.get_messages(count=5, block=True, timeout=4):
    print(message)

client.close()








SimpleProducer (DEPRECATED)


Asynchronous Mode

from kafka import SimpleProducer, SimpleClient

# To send messages asynchronously
client = SimpleClient('localhost:9092')
producer = SimpleProducer(client, async=True)
producer.send_messages('my-topic', b'async message')

# To send messages in batch. You can use any of the available
# producers for doing this. The following producer will collect
# messages in batch and send them to Kafka after 20 messages are
# collected or every 60 seconds
# Notes:
# * If the producer dies before the messages are sent, there will be losses
# * Call producer.stop() to send the messages and cleanup
producer = SimpleProducer(client,
                          async=True,
                          batch_send_every_n=20,
                          batch_send_every_t=60)








Synchronous Mode

from kafka import SimpleProducer, SimpleClient

# To send messages synchronously
client = SimpleClient('localhost:9092')
producer = SimpleProducer(client, async=False)

# Note that the application is responsible for encoding messages to type bytes
producer.send_messages('my-topic', b'some message')
producer.send_messages('my-topic', b'this method', b'is variadic')

# Send unicode message
producer.send_messages('my-topic', u'你怎么样?'.encode('utf-8'))

# To wait for acknowledgements
# ACK_AFTER_LOCAL_WRITE : server will wait till the data is written to
#                         a local log before sending response
# ACK_AFTER_CLUSTER_COMMIT : server will block until the message is committed
#                            by all in sync replicas before sending a response
producer = SimpleProducer(client,
                          async=False,
                          req_acks=SimpleProducer.ACK_AFTER_LOCAL_WRITE,
                          ack_timeout=2000,
                          sync_fail_on_error=False)

responses = producer.send_messages('my-topic', b'another message')
for r in responses:
    logging.info(r.offset)










KeyedProducer (DEPRECATED)

from kafka import (
    SimpleClient, KeyedProducer,
    Murmur2Partitioner, RoundRobinPartitioner)

kafka = SimpleClient('localhost:9092')

# HashedPartitioner is default (currently uses python hash())
producer = KeyedProducer(kafka)
producer.send_messages(b'my-topic', b'key1', b'some message')
producer.send_messages(b'my-topic', b'key2', b'this methode')

# Murmur2Partitioner attempts to mirror the java client hashing
producer = KeyedProducer(kafka, partitioner=Murmur2Partitioner)

# Or just produce round-robin (or just use SimpleProducer)
producer = KeyedProducer(kafka, partitioner=RoundRobinPartitioner)








SimpleClient (DEPRECATED)

import time
from kafka import SimpleClient
from kafka.errors import LeaderNotAvailableError, NotLeaderForPartitionError
from kafka.protocol import create_message
from kafka.structs import ProduceRequestPayload

kafka = SimpleClient('localhost:9092')
payload = ProduceRequestPayload(topic='my-topic', partition=0,
                                messages=[create_message("some message")])

retries = 5
resps = []
while retries and not resps:
    retries -= 1
    try:
        resps = kafka.send_produce_request(
            payloads=[payload], fail_on_error=True)
    except LeaderNotAvailableError, NotLeaderForPartitionError:
        kafka.load_metadata_for_topics()
        time.sleep(1)

    # Other exceptions you might consider handling:
    # UnknownTopicOrPartitionError, TopicAuthorizationFailedError,
    # RequestTimedOutError, MessageSizeTooLargeError, InvalidTopicError,
    # RecordListTooLargeError, InvalidRequiredAcksError,
    # NotEnoughReplicasError, NotEnoughReplicasAfterAppendError

kafka.close()

resps[0].topic      # 'my-topic'
resps[0].partition  # 0
resps[0].error      # 0
resps[0].offset     # offset of the first message sent in this request
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Install

Install with your favorite package manager


Latest Release

Pip:

pip install kafka-python





Releases are also listed at https://github.com/dpkp/kafka-python/releases




Bleeding-Edge

git clone https://github.com/dpkp/kafka-python
pip install ./kafka-python





Setuptools:

git clone https://github.com/dpkp/kafka-python
easy_install ./kafka-python





Using setup.py directly:

git clone https://github.com/dpkp/kafka-python
cd kafka-python
python setup.py install








Optional LZ4 install

To enable LZ4 compression/decompression, install lz4tools and xxhash:

>>> pip install lz4tools
>>> pip install xxhash





Note: these modules do not support python2.6




Optional Snappy install


Install Development Libraries

Download and build Snappy from http://code.google.com/p/snappy/downloads/list

Ubuntu:

apt-get install libsnappy-dev





OSX:

brew install snappy





From Source:

wget http://snappy.googlecode.com/files/snappy-1.0.5.tar.gz
tar xzvf snappy-1.0.5.tar.gz
cd snappy-1.0.5
./configure
make
sudo make install








Install Python Module

Install the python-snappy module

pip install python-snappy
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Tests

[image: https://coveralls.io/repos/dpkp/kafka-python/badge.svg?branch=master&service=github]
 [https://coveralls.io/github/dpkp/kafka-python?branch=master][image: https://travis-ci.org/dpkp/kafka-python.svg?branch=master]
 [https://travis-ci.org/dpkp/kafka-python]Test environments are managed via tox. The test suite is run via pytest.
Individual tests are written using unittest, pytest, and in some cases,
doctest.

Linting is run via pylint, but is generally skipped on python2.6 and pypy
due to pylint compatibility / performance issues.

For test coverage details, see https://coveralls.io/github/dpkp/kafka-python

The test suite includes unit tests that mock network interfaces, as well as
integration tests that setup and teardown kafka broker (and zookeeper)
fixtures for client / consumer / producer testing.


Unit tests

To run the tests locally, install tox – pip install tox
See http://tox.readthedocs.org/en/latest/install.html

Then simply run tox, optionally setting the python environment.
If unset, tox will loop through all environments.

tox -e py27
tox -e py35

# run protocol tests only
tox -- -v test.test_protocol

# re-run the last failing test, dropping into pdb
tox -e py27 -- --lf --pdb

# see available (pytest) options
tox -e py27 -- --help








Integration tests

KAFKA_VERSION=0.10.0.1 tox -e py27
KAFKA_VERSION=0.8.2.2 tox -e py35





Integration tests start Kafka and Zookeeper fixtures. This requires downloading
kafka server binaries:

./build_integration.sh





By default, this will install 0.8.1.1, 0.8.2.2, 0.9.0.1, and 0.10.0.1 brokers into the
servers/ directory. To install a specific version, set KAFKA_VERSION=0.9.0.0:

KAFKA_VERSION=0.8.0 ./build_integration.sh





Then run the tests against supported Kafka versions, simply set the KAFKA_VERSION
env variable to the server build you want to use for testing:

KAFKA_VERSION=0.9.0.1 tox -e py27





To test against the kafka source tree, set KAFKA_VERSION=trunk
[optionally set SCALA_VERSION (defaults to 2.10)]

SCALA_VERSION=2.11 KAFKA_VERSION=trunk ./build_integration.sh
KAFKA_VERSION=trunk tox -e py35
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Compatibility


 [https://kafka-python.readthedocs.org/compatibility.html]
 [https://pypi.python.org/pypi/kafka-python]kafka-python is compatible with (and tested against) broker versions 0.10
through 0.8.0 . kafka-python is not compatible with the 0.8.2-beta release.

kafka-python is tested on python 2.6, 2.7, 3.3, 3.4, 3.5, and pypy.

Builds and tests via Travis-CI.  See https://travis-ci.org/dpkp/kafka-python
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Support

For support, see github issues at https://github.com/dpkp/kafka-python

Limited IRC chat at #kafka-python on freenode (general chat is #apache-kafka).

For information about Apache Kafka generally, see https://kafka.apache.org/

For general discussion of kafka-client design and implementation (not python
specific), see https://groups.google.com/forum/m/#!forum/kafka-clients
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License


 [https://github.com/dpkp/kafka-python/blob/master/LICENSE]Apache License, v2.0. See LICENSE [https://github.com/dpkp/kafka-python/blob/master/LICENSE].

Copyright 2016, Dana Powers, David Arthur, and Contributors
(See AUTHORS [https://github.com/dpkp/kafka-python/blob/master/AUTHORS.md]).
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Changelog


1.3.2 (Dec 28, 2016)


Core


	Add kafka.serializer interfaces (dpkp 912)






Consumer


	KAFKA-3007: KafkaConsumer max_poll_records (dpkp 831)

	Raise exception if given a non-str topic (ssaamm 824)

	Immediately update metadata for pattern subscription (laz2 915)






Producer


	Update Partitioners for use with KafkaProducer (barrotsteindev 827)

	Sort partitions before calling partitioner (ms7s 905)






Client


	Always check for request timeouts (dpkp 887)

	When hostname lookup is necessary, do every connect (benauthor 812)






Bugfixes


	Fix errorcode check when socket.connect_ex raises an exception (guojh 907)

	Fix fetcher bug when processing offset out of range (sibiryakov 860)

	Fix possible request draining in ensure_active_group (dpkp 896)

	Fix metadata refresh handling with 0.10+ brokers when topic list is empty (sibiryakov 867)

	KafkaProducer should set timestamp in Message if provided (Drizzt1991 875)

	Fix murmur2 bug handling python2 bytes that do not ascii encode (dpkp 815)

	Monkeypatch max_in_flight_requests_per_connection when checking broker version (dpkp 834)

	Fix message timestamp_type (qix 828)

	Added ssl_password config option to KafkaProducer class (kierkegaard13 830)

	from kafka import ConsumerRebalanceListener, OffsetAndMetadata

	Use 0.10.0.1 for integration tests (dpkp 803)






Logging / Error Messages


	Always include an error for logging when the coordinator is marked dead (dpkp 890)

	Only string-ify BrokerResponseError args if provided (dpkp 889)

	Update warning re advertised.listeners / advertised.host.name (jeffwidman 878)

	Fix unrecognized sasl_mechanism error message (sharego 883)






Documentation


	Add docstring for max_records (jeffwidman 897)

	Fixup doc references to max_in_flight_requests_per_connection

	Fix typo: passowrd –> password (jeffwidman 901)

	Fix documentation typo ‘Defualt’ -> ‘Default’. (rolando 895)

	Added doc for max_poll_records option (Drizzt1991 881)

	Remove old design notes from Kafka 8 era (jeffwidman 876)

	Fix documentation typos (jeffwidman 874)

	Fix quota violation exception message (dpkp 809)

	Add comment for round robin partitioner with different subscriptions

	Improve KafkaProducer docstring for retries configuration








1.3.1 (Aug 8, 2016)


Bugfixes


	Fix AttributeError in BrokerConnectionMetrics after reconnecting








1.3.0 (Aug 4, 2016)


Incompatible Changes


	Delete KafkaConnection class (dpkp 769)

	Rename partition_assignment -> assignment in MemberMetadata for consistency

	Move selectors34 and socketpair to kafka.vendor (dpkp 785)

	Change api_version config to tuple; deprecate str with warning (dpkp 761)

	Rename _DEFAULT_CONFIG -> DEFAULT_CONFIG in KafkaProducer (dpkp 788)






Improvements


	Vendor six 1.10.0 to eliminate runtime dependency (dpkp 785)

	Add KafkaProducer and KafkaConsumer.metrics() with instrumentation similar to java client (dpkp 754 / 772 / 794)

	Support Sasl PLAIN authentication (larsjsol PR 779)

	Add checksum and size to RecordMetadata and ConsumerRecord (KAFKA-3196 / 770 / 594)

	Use MetadataRequest v1 for 0.10+ api_version (dpkp 762)

	Fix KafkaConsumer autocommit for 0.8 brokers (dpkp 756 / 706)

	Improve error logging (dpkp 760 / 759)

	Adapt benchmark scripts from https://github.com/mrafayaleem/kafka-jython (dpkp 754)

	Add api_version config to KafkaClient (dpkp 761)

	New Metadata method with_partitions() (dpkp 787)

	Use socket_options configuration to setsockopts(). Default TCP_NODELAY (dpkp 783)

	Expose selector type as config option (dpkp 764)

	Drain pending requests to the coordinator before initiating group rejoin (dpkp 798)

	Send combined size and payload bytes to socket to avoid potentially split packets with TCP_NODELAY (dpkp 797)






Bugfixes


	Ignore socket.error when checking for protocol out of sync prior to socket close (dpkp 792)

	Fix offset fetch when partitions are manually assigned (KAFKA-3960 / 786)

	Change pickle_method to use python3 special attributes (jpaulodit 777)

	Fix ProduceResponse v2 throttle_time_ms

	Always encode size with MessageSet (#771)

	Avoid buffer overread when compressing messageset in KafkaProducer

	Explicit format string argument indices for python 2.6 compatibility

	Simplify RecordMetadata; short circuit callbacks (#768)

	Fix autocommit when partitions assigned manually (KAFKA-3486 / #767 / #626)

	Handle metadata updates during consumer rebalance (KAFKA-3117 / #766 / #701)

	Add a consumer config option to exclude internal topics (KAFKA-2832 / #765)

	Protect writes to wakeup socket with threading lock (#763 / #709)

	Fetcher spending unnecessary time during metrics recording (KAFKA-3785)

	Always use absolute_import (dpkp)






Test / Fixtures


	Catch select errors while capturing test fixture logs

	Fix consumer group test race condition (dpkp 795)

	Retry fixture failures on a different port (dpkp 796)

	Dump fixture logs on failure






Documentation


	Fix misspelling of password (ssaamm 793)

	Document the ssl_password config option (ssaamm 780)

	Fix typo in KafkaConsumer documentation (ssaamm 775)

	Expand consumer.fetcher inline comments

	Update kafka configuration links -> 0.10.0.0 docs

	Fixup metrics_sample_window_ms docstring in consumer








1.2.5 (July 15, 2016)


Bugfixes


	Fix bug causing KafkaProducer to double-compress message batches on retry

	Check for double-compressed messages in KafkaConsumer, log warning and optionally skip

	Drop recursion in _unpack_message_set; only decompress once








1.2.4 (July 8, 2016)


Bugfixes


	Update consumer_timeout_ms docstring - KafkaConsumer raises StopIteration, no longer ConsumerTimeout

	Use explicit subscription state flag to handle seek() during message iteration

	Fix consumer iteration on compacted topics (dpkp PR 752)

	Support ssl_password config when loading cert chains (amckemie PR 750)








1.2.3 (July 2, 2016)


Patch Improvements


	Fix gc error log: avoid AttributeError in _unregister_cleanup (dpkp PR 747)

	Wakeup socket optimizations (dpkp PR 740)

	Assert will be disabled by “python -O” (tyronecai PR 736)

	Randomize order of topics/partitions processed by fetcher to improve balance (dpkp PR 732)

	Allow client.check_version timeout to be set in Producer and Consumer constructors (eastlondoner PR 647)








1.2.2 (June 21, 2016)


Bugfixes


	Clarify timeout unit in KafkaProducer close and flush (ms7s PR 734)

	Avoid busy poll during metadata refresh failure with retry_backoff_ms (dpkp PR 733)

	Check_version should scan nodes until version found or timeout (dpkp PR 731)

	Fix bug which could cause least_loaded_node to always return the same unavailable node (dpkp PR 730)

	Fix producer garbage collection with weakref in atexit handler (dpkp PR 728)

	Close client selector to fix fd leak (msmith PR 729)

	Tweak spelling mistake in error const (steve8918 PR 719)

	Rearrange connection tests to separate legacy KafkaConnection








1.2.1 (June 1, 2016)


Bugfixes


	Fix regression in MessageSet decoding wrt PartialMessages (#716)

	Catch response decode errors and log details (#715)

	Fix Legacy support url (#712 - JonasGroeger)

	Update sphinx docs re 0.10 broker support








1.2.0 (May 24, 2016)


Support Kafka 0.10 Features


	Add protocol support for ApiVersionRequest (dpkp PR 678)

	KAFKA-3025: Message v1 – add timetamp and relative offsets (dpkp PR 693)

	Use Fetch/Produce API v2 for brokers >= 0.10 (uses message format v1) (dpkp PR 694)

	Use standard LZ4 framing for v1 messages / kafka 0.10 (dpkp PR 695)






Consumers


	Update SimpleConsumer / legacy protocol to handle compressed messages (paulcavallaro PR 684)






Producers


	KAFKA-3388: Fix expiration of batches sitting in the accumulator (dpkp PR 699)

	KAFKA-3197: when max.in.flight.request.per.connection = 1, attempt to guarantee ordering (dpkp PR 698)

	Don’t use soon-to-be-reserved keyword await as function name (FutureProduceResult) (dpkp PR 697)






Clients


	Fix socket leaks in KafkaClient (dpkp PR 696)






Documentation

<none>




Internals


	Support SSL CRL [requires python 2.7.9+ / 3.4+] (vincentbernat PR 683)

	Use original hostname for SSL checks (vincentbernat PR 682)

	Always pass encoded message bytes to MessageSet.encode()

	Raise ValueError on protocol encode/decode errors

	Supplement socket.gaierror exception in BrokerConnection.connect() (erikbeebe PR 687)

	BrokerConnection check_version: expect 0.9 to fail with CorrelationIdError

	Fix small bug in Sensor (zackdever PR 679)








1.1.1 (Apr 26, 2016)


Bugfixes


	Fix throttle_time_ms sensor handling (zackdever PR 667)

	Improve handling of disconnected sockets (EasyPost PR 666 / dpkp)

	Disable standard metadata refresh triggers during bootstrap (dpkp)

	More predictable Future callback/errback exceptions (zackdever PR 670)

	Avoid some exceptions in Coordinator.__del__ (dpkp PR 668)








1.1.0 (Apr 25, 2016)


Consumers


	Avoid resending FetchRequests that are pending on internal queue

	Log debug messages when skipping fetched messages due to offset checks

	KAFKA-3013: Include topic-partition in exception for expired batches

	KAFKA-3318: clean up consumer logging and error messages

	Improve unknown coordinator error handling

	Improve auto-commit error handling when group_id is None

	Add paused() API (zackdever PR 602)

	Add default_offset_commit_callback to KafkaConsumer DEFAULT_CONFIGS






Producers

<none>




Clients


	Support SSL connections

	Use selectors module for non-blocking IO

	Refactor KafkaClient connection management

	Fix AttributeError in __del__

	SimpleClient: catch errors thrown by _get_leader_for_partition (zackdever PR 606)






Documentation


	Fix serializer/deserializer examples in README

	Update max.block.ms docstring

	Remove errant next(consumer) from consumer documentation

	Add producer.flush() to usage docs






Internals


	Add initial metrics implementation (zackdever PR 637)

	KAFKA-2136: support Fetch and Produce v1 (throttle_time_ms)

	Use version-indexed lists for request/response protocol structs (dpkp PR 630)

	Split kafka.common into kafka.structs and kafka.errors

	Handle partial socket send() (dpkp PR 611)

	Fix windows support (dpkp PR 603)

	IPv6 support (TimEvens PR 615; Roguelazer PR 642)








1.0.2 (Mar 14, 2016)


Consumers


	Improve KafkaConsumer Heartbeat handling (dpkp PR 583)

	Fix KafkaConsumer.position bug (stefanth PR 578)

	Raise TypeError when partition is not a TopicPartition (dpkp PR 587)

	KafkaConsumer.poll should sleep to prevent tight-loops (dpkp PR 597)






Producers


	Fix producer threading bug that can crash sender (dpkp PR 590)

	Fix bug in producer buffer pool reallocation (dpkp PR 585)

	Remove spurious warnings when closing sync SimpleProducer (twm PR 567)

	Fix FutureProduceResult.await() on python2.6 (dpkp)

	Add optional timeout parameter to KafkaProducer.flush() (dpkp)

	KafkaProducer optimizations (zackdever PR 598)






Clients


	Improve error handling in SimpleClient.load_metadata_for_topics (dpkp)

	Improve handling of KafkaClient.least_loaded_node failure (dpkp PR 588)






Documentation


	Fix KafkaError import error in docs (shichao-an PR 564)

	Fix serializer / deserializer examples (scribu PR 573)






Internals


	Update to Kafka 0.9.0.1 for integration testing

	Fix ifr.future.failure in conn.py (mortenlj PR 566)

	Improve Zookeeper / Kafka Fixture management (dpkp)








1.0.1 (Feb 19, 2016)


Consumers


	Add RangePartitionAssignor (and use as default); add assignor tests (dpkp PR 550)

	Make sure all consumers are in same generation before stopping group test

	Verify node ready before sending offset fetch request from coordinator

	Improve warning when offset fetch request returns unknown topic / partition






Producers


	Warn if pending batches failed during flush

	Fix concurrency bug in RecordAccumulator.ready()

	Fix bug in SimpleBufferPool memory condition waiting / timeout

	Support batch_size = 0 in producer buffers (dpkp PR 558)

	Catch duplicate batch.done() calls [e.g., maybe_expire then a response errback]






Clients




Documentation


	Improve kafka.cluster docstrings

	Migrate load_example.py to KafkaProducer / KafkaConsumer






Internals


	Don’t override system rcvbuf or sndbuf unless configured explicitly (dpkp PR 557)

	Some attributes may not exist in __del__ if we failed assertions

	Break up some circular references and close client wake pipes on __del__ (aisch PR 554)








1.0.0 (Feb 15, 2016)

This release includes significant code changes. Users of older kafka-python
versions are encouraged to test upgrades before deploying to production as
some interfaces and configuration options have changed.

Users of SimpleConsumer / SimpleProducer / SimpleClient (formerly KafkaClient)
from prior releases should migrate to KafkaConsumer / KafkaProducer. Low-level
APIs (Simple*) are no longer being actively maintained and will be removed in a
future release.

For comprehensive API documentation, please see python help() / docstrings,
kafka-python.readthedocs.org, or run ‘tox -e docs’ from source to build
documentation locally.


Consumers


	KafkaConsumer re-written to emulate the new 0.9 kafka consumer (java client)
and support coordinated consumer groups (feature requires >= 0.9.0.0 brokers)
	Methods no longer available:
	configure [initialize a new consumer instead]

	set_topic_partitions [use subscribe() or assign()]

	fetch_messages [use poll() or iterator interface]

	get_partition_offsets

	offsets [use committed(partition)]

	task_done [handled internally by auto-commit; or commit offsets manually]





	Configuration changes (consistent with updated java client):
	lots of new configuration parameters – see docs for details

	auto_offset_reset: previously values were ‘smallest’ or ‘largest’, now
values are ‘earliest’ or ‘latest’

	fetch_wait_max_ms is now fetch_max_wait_ms

	max_partition_fetch_bytes is now max_partition_fetch_bytes

	deserializer_class is now value_deserializer and key_deserializer

	auto_commit_enable is now enable_auto_commit

	auto_commit_interval_messages was removed

	socket_timeout_ms was removed

	refresh_leader_backoff_ms was removed









	SimpleConsumer and MultiProcessConsumer are now deprecated and will be removed
in a future release. Users are encouraged to migrate to KafkaConsumer.






Producers


	new producer class: KafkaProducer. Exposes the same interface as official java client.
Async by default; returned future.get() can be called for synchronous blocking

	SimpleProducer is now deprecated and will be removed in a future release. Users are
encouraged to migrate to KafkaProducer.






Clients


	synchronous KafkaClient renamed to SimpleClient. For backwards compatibility, you
will get a SimpleClient via ‘from kafka import KafkaClient’. This will change in
a future release.

	All client calls use non-blocking IO under the hood.

	Add probe method check_version() to infer broker versions.






Documentation


	Updated README and sphinx documentation to address new classes.

	Docstring improvements to make python help() easier to use.






Internals


	Old protocol stack is deprecated. It has been moved to kafka.protocol.legacy
and may be removed in a future release.

	Protocol layer re-written using Type classes, Schemas and Structs (modeled on
the java client).

	Add support for LZ4 compression (including broken framing header checksum).








0.9.5 (Dec 6, 2015)


Consumers


	Initial support for consumer coordinator: offsets only (toddpalino PR 420)

	Allow blocking until some messages are received in SimpleConsumer (saaros PR 457)

	Support subclass config changes in KafkaConsumer (zackdever PR 446)

	Support retry semantics in MultiProcessConsumer (barricadeio PR 456)

	Support partition_info in MultiProcessConsumer (scrapinghub PR 418)

	Enable seek() to an absolute offset in SimpleConsumer (haosdent PR 412)

	Add KafkaConsumer.close() (ucarion PR 426)






Producers


	Catch client.reinit() exceptions in async producer (dpkp)

	Producer.stop() now blocks until async thread completes (dpkp PR 485)

	Catch errors during load_metadata_for_topics in async producer (bschopman PR 467)

	Add compression-level support for codecs that support it (trbs PR 454)

	Fix translation of Java murmur2 code, fix byte encoding for Python 3 (chrischamberlin PR 439)

	Only call stop() on not-stopped producer objects (docker-hub PR 435)

	Allow null payload for deletion feature (scrapinghub PR 409)






Clients


	Use non-blocking io for broker aware requests (ecanzonieri PR 473)

	Use debug logging level for metadata request (ecanzonieri PR 415)

	Catch KafkaUnavailableError in _send_broker_aware_request (mutability PR 436)

	Lower logging level on replica not available and commit (ecanzonieri PR 415)






Documentation


	Update docs and links wrt maintainer change (mumrah -> dpkp)






Internals


	Add py35 to tox testing

	Update travis config to use container infrastructure

	Add 0.8.2.2 and 0.9.0.0 resources for integration tests; update default official releases

	new pylint disables for pylint 1.5.1 (zackdever PR 481)

	Fix python3 / python2 comments re queue/Queue (dpkp)

	Add Murmur2Partitioner to kafka __all__ imports (dpkp Issue 471)

	Include LICENSE in PyPI sdist (koobs PR 441)








0.9.4 (June 11, 2015)


Consumers


	Refactor SimpleConsumer internal fetch handling (dpkp PR 399)

	Handle exceptions in SimpleConsumer commit() and reset_partition_offset() (dpkp PR 404)

	Improve FailedPayloadsError handling in KafkaConsumer (dpkp PR 398)

	KafkaConsumer: avoid raising KeyError in task_done (dpkp PR 389)

	MultiProcessConsumer – support configured partitions list (dpkp PR 380)

	Fix SimpleConsumer leadership change handling (dpkp PR 393)

	Fix SimpleConsumer connection error handling (reAsOn2010 PR 392)

	Improve Consumer handling of ‘falsy’ partition values (wting PR 342)

	Fix _offsets call error in KafkaConsumer (hellais PR 376)

	Fix str/bytes bug in KafkaConsumer (dpkp PR 365)

	Register atexit handlers for consumer and producer thread/multiprocess cleanup (dpkp PR 360)

	Always fetch commit offsets in base consumer unless group is None (dpkp PR 356)

	Stop consumer threads on delete (dpkp PR 357)

	Deprecate metadata_broker_list in favor of bootstrap_servers in KafkaConsumer (dpkp PR 340)

	Support pass-through parameters in multiprocess consumer (scrapinghub PR 336)

	Enable offset commit on SimpleConsumer.seek (ecanzonieri PR 350)

	Improve multiprocess consumer partition distribution (scrapinghub PR 335)

	Ignore messages with offset less than requested (wkiser PR 328)

	Handle OffsetOutOfRange in SimpleConsumer (ecanzonieri PR 296)






Producers


	Add Murmur2Partitioner (dpkp PR 378)

	Log error types in SimpleProducer and SimpleConsumer (dpkp PR 405)

	SimpleProducer support configuration of fail_on_error (dpkp PR 396)

	Deprecate KeyedProducer.send() (dpkp PR 379)

	Further improvements to async producer code (dpkp PR 388)

	Add more configuration parameters for async producer (dpkp)

	Deprecate SimpleProducer batch_send=True in favor of async (dpkp)

	Improve async producer error handling and retry logic (vshlapakov PR 331)

	Support message keys in async producer (vshlapakov PR 329)

	Use threading instead of multiprocessing for Async Producer (vshlapakov PR 330)

	Stop threads on __del__ (chmduquesne PR 324)

	Fix leadership failover handling in KeyedProducer (dpkp PR 314)






KafkaClient


	Add .topics property for list of known topics (dpkp)

	Fix request / response order guarantee bug in KafkaClient (dpkp PR 403)

	Improve KafkaClient handling of connection failures in _get_conn (dpkp)

	Client clears local metadata cache before updating from server (dpkp PR 367)

	KafkaClient should return a response or error for each request - enable better retry handling (dpkp PR 366)

	Improve str/bytes conversion in KafkaClient and KafkaConsumer (dpkp PR 332)

	Always return sorted partition ids in client.get_partition_ids_for_topic() (dpkp PR 315)






Documentation


	Cleanup Usage Documentation

	Improve KafkaConsumer documentation (dpkp PR 341)

	Update consumer documentation (sontek PR 317)

	Add doc configuration for tox (sontek PR 316)

	Switch to .rst doc format (sontek PR 321)

	Fixup google groups link in README (sontek PR 320)

	Automate documentation at kafka-python.readthedocs.org






Internals


	Switch integration testing from 0.8.2.0 to 0.8.2.1 (dpkp PR 402)

	Fix most flaky tests, improve debug logging, improve fixture handling (dpkp)

	General style cleanups (dpkp PR 394)

	Raise error on duplicate topic-partition payloads in protocol grouping (dpkp)

	Use module-level loggers instead of simply ‘kafka’ (dpkp)

	Remove pkg_resources check for __version__ at runtime (dpkp PR 387)

	Make external API consistently support python3 strings for topic (kecaps PR 361)

	Fix correlation id overflow (dpkp PR 355)

	Cleanup kafka/common structs (dpkp PR 338)

	Use context managers in gzip_encode / gzip_decode (dpkp PR 337)

	Save failed request as FailedPayloadsError attribute (jobevers PR 302)

	Remove unused kafka.queue (mumrah)








0.9.3 (Feb 3, 2015)


	Add coveralls.io support (sontek PR 307)

	Fix python2.6 threading.Event bug in ReentrantTimer (dpkp PR 312)

	Add kafka 0.8.2.0 to travis integration tests (dpkp PR 310)

	Auto-convert topics to utf-8 bytes in Producer (sontek PR 306)

	Fix reference cycle between SimpleConsumer and ReentrantTimer (zhaopengzp PR 309)

	Add Sphinx API docs (wedaly PR 282)

	Handle additional error cases exposed by 0.8.2.0 kafka server (dpkp PR 295)

	Refactor error class management (alexcb PR 289)

	Expose KafkaConsumer in __all__ for easy imports (Dinoshauer PR 286)

	SimpleProducer starts on random partition by default (alexcb PR 288)

	Add keys to compressed messages (meandthewallaby PR 281)

	Add new high-level KafkaConsumer class based on java client api (dpkp PR 234)

	Add KeyedProducer.send_messages api (pubnub PR 277)

	Fix consumer pending() method (jettify PR 276)

	Update low-level demo in README (sunisdown PR 274)

	Include key in KeyedProducer messages (se7entyse7en PR 268)

	Fix SimpleConsumer timeout behavior in get_messages (dpkp PR 238)

	Fix error in consumer.py test against max_buffer_size (rthille/wizzat PR 225/242)

	Improve string concat performance on pypy / py3 (dpkp PR 233)

	Reorg directory layout for consumer/producer/partitioners (dpkp/wizzat PR 232/243)

	Add OffsetCommitContext (locationlabs PR 217)

	Metadata Refactor (dpkp  PR 223)

	Add Python 3 support (brutasse/wizzat - PR 227)

	Minor cleanups - imports / README / PyPI classifiers (dpkp - PR 221)

	Fix socket test (dpkp - PR 222)

	Fix exception catching bug in test_failover_integration (zever - PR 216)






0.9.2 (Aug 26, 2014)


	Warn users that async producer does not reliably handle failures (dpkp - PR 213)

	Fix spurious ConsumerFetchSizeTooSmall error in consumer (DataDog - PR 136)

	Use PyLint for static error checking (dpkp - PR 208)

	Strictly enforce str message type in producer.send_messages (dpkp - PR 211)

	Add test timers via nose-timer plugin; list 10 slowest timings by default (dpkp)

	Move fetching last known offset logic to a stand alone function (zever - PR 177)

	Improve KafkaConnection and add more tests (dpkp - PR 196)

	Raise TypeError if necessary when encoding strings (mdaniel - PR 204)

	Use Travis-CI to publish tagged releases to pypi (tkuhlman / mumrah)

	Use official binary tarballs for integration tests and parallelize travis tests (dpkp - PR 193)

	Improve new-topic creation handling (wizzat - PR 174)






0.9.1 (Aug 10, 2014)


	Add codec parameter to Producers to enable compression (patricklucas - PR 166)

	Support IPv6 hosts and network (snaury - PR 169)

	Remove dependency on distribute (patricklucas - PR 163)

	Fix connection error timeout and improve tests (wizzat - PR 158)

	SimpleProducer randomization of initial round robin ordering (alexcb - PR 139)

	Fix connection timeout in KafkaClient and KafkaConnection (maciejkula - PR 161)

	Fix seek + commit behavior (wizzat - PR 148)






0.9.0 (Mar 21, 2014)


	Connection refactor and test fixes (wizzat - PR 134)

	Fix when partition has no leader (mrtheb - PR 109)

	Change Producer API to take topic as send argument, not as instance variable (rdiomar - PR 111)

	Substantial refactor and Test Fixing (rdiomar - PR 88)

	Fix Multiprocess Consumer on windows (mahendra - PR 62)

	Improve fault tolerance; add integration tests (jimjh)

	PEP8 / Flakes / Style cleanups (Vetoshkin Nikita; mrtheb - PR 59)

	Setup Travis CI (jimjh - PR 53/54)

	Fix import of BufferUnderflowError (jimjh - PR 49)

	Fix code examples in README (StevenLeRoux - PR 47/48)






0.8.0


	Changing auto_commit to False in [SimpleConsumer](kafka/consumer.py), until 0.8.1 is release offset commits are unsupported

	Adding fetch_size_bytes to SimpleConsumer constructor to allow for user-configurable fetch sizes

	Allow SimpleConsumer to automatically increase the fetch size if a partial message is read and no other messages were read during that fetch request. The increase factor is 1.5

	Exception classes moved to kafka.common
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  Source code for kafka.producer.keyed

from __future__ import absolute_import

import logging
import warnings

from .base import Producer
from ..partitioner import HashedPartitioner


log = logging.getLogger(__name__)


[docs]class KeyedProducer(Producer):
    """
    A producer which distributes messages to partitions based on the key

    See Producer class for Arguments

    Additional Arguments:
        partitioner: A partitioner class that will be used to get the partition
            to send the message to. Must be derived from Partitioner.
            Defaults to HashedPartitioner.
    """
    def __init__(self, *args, **kwargs):
        self.partitioner_class = kwargs.pop('partitioner', HashedPartitioner)
        self.partitioners = {}
        super(KeyedProducer, self).__init__(*args, **kwargs)

    def _next_partition(self, topic, key):
        if topic not in self.partitioners:
            if not self.client.has_metadata_for_topic(topic):
                self.client.load_metadata_for_topics(topic, ignore_leadernotavailable=True)

            self.partitioners[topic] = self.partitioner_class(self.client.get_partition_ids_for_topic(topic))

        partitioner = self.partitioners[topic]
        return partitioner.partition(key)

[docs]    def send_messages(self, topic, key, *msg):
        partition = self._next_partition(topic, key)
        return self._send_messages(topic, partition, *msg, key=key)


    # DEPRECATED
[docs]    def send(self, topic, key, msg):
        warnings.warn("KeyedProducer.send is deprecated in favor of send_messages", DeprecationWarning)
        return self.send_messages(topic, key, msg)


    def __repr__(self):
        return '<KeyedProducer batch=%s>' % self.async
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from __future__ import absolute_import

import atexit
import logging
import time

try:
    from queue import Empty, Full, Queue  # pylint: disable=import-error
except ImportError:
    from Queue import Empty, Full, Queue  # pylint: disable=import-error
from collections import defaultdict

from threading import Thread, Event

from kafka.vendor import six

from kafka.structs import (
    ProduceRequestPayload, ProduceResponsePayload, TopicPartition, RetryOptions)
from kafka.errors import (
    kafka_errors, UnsupportedCodecError, FailedPayloadsError,
    RequestTimedOutError, AsyncProducerQueueFull, UnknownError,
    RETRY_ERROR_TYPES, RETRY_BACKOFF_ERROR_TYPES, RETRY_REFRESH_ERROR_TYPES)
from kafka.protocol import CODEC_NONE, ALL_CODECS, create_message_set

log = logging.getLogger('kafka.producer')

BATCH_SEND_DEFAULT_INTERVAL = 20
BATCH_SEND_MSG_COUNT = 20

# unlimited
ASYNC_QUEUE_MAXSIZE = 0
ASYNC_QUEUE_PUT_TIMEOUT = 0
# unlimited retries by default
ASYNC_RETRY_LIMIT = None
ASYNC_RETRY_BACKOFF_MS = 100
ASYNC_RETRY_ON_TIMEOUTS = True
ASYNC_LOG_MESSAGES_ON_ERROR = True

STOP_ASYNC_PRODUCER = -1
ASYNC_STOP_TIMEOUT_SECS = 30

SYNC_FAIL_ON_ERROR_DEFAULT = True


def _send_upstream(queue, client, codec, batch_time, batch_size,
                   req_acks, ack_timeout, retry_options, stop_event,
                   log_messages_on_error=ASYNC_LOG_MESSAGES_ON_ERROR,
                   stop_timeout=ASYNC_STOP_TIMEOUT_SECS,
                   codec_compresslevel=None):
    """Private method to manage producing messages asynchronously

    Listens on the queue for a specified number of messages or until
    a specified timeout and then sends messages to the brokers in grouped
    requests (one per broker).

    Messages placed on the queue should be tuples that conform to this format:
        ((topic, partition), message, key)

    Currently does not mark messages with task_done. Do not attempt to join()!

    Arguments:
        queue (threading.Queue): the queue from which to get messages
        client (kafka.SimpleClient): instance to use for communicating
            with brokers
        codec (kafka.protocol.ALL_CODECS): compression codec to use
        batch_time (int): interval in seconds to send message batches
        batch_size (int): count of messages that will trigger an immediate send
        req_acks: required acks to use with ProduceRequests. see server protocol
        ack_timeout: timeout to wait for required acks. see server protocol
        retry_options (RetryOptions): settings for retry limits, backoff etc
        stop_event (threading.Event): event to monitor for shutdown signal.
            when this event is 'set', the producer will stop sending messages.
        log_messages_on_error (bool, optional): log stringified message-contents
            on any produce error, otherwise only log a hash() of the contents,
            defaults to True.
        stop_timeout (int or float, optional): number of seconds to continue
            retrying messages after stop_event is set, defaults to 30.
    """
    request_tries = {}

    while not stop_event.is_set():
        try:
            client.reinit()
        except Exception as e:
            log.warn('Async producer failed to connect to brokers; backoff for %s(ms) before retrying', retry_options.backoff_ms)
            time.sleep(float(retry_options.backoff_ms) / 1000)
        else:
            break

    stop_at = None
    while not (stop_event.is_set() and queue.empty() and not request_tries):

        # Handle stop_timeout
        if stop_event.is_set():
            if not stop_at:
                stop_at = stop_timeout + time.time()
            if time.time() > stop_at:
                log.debug('Async producer stopping due to stop_timeout')
                break

        timeout = batch_time
        count = batch_size
        send_at = time.time() + timeout
        msgset = defaultdict(list)

        # Merging messages will require a bit more work to manage correctly
        # for now, don't look for new batches if we have old ones to retry
        if request_tries:
            count = 0
            log.debug('Skipping new batch collection to handle retries')
        else:
            log.debug('Batching size: %s, timeout: %s', count, timeout)

        # Keep fetching till we gather enough messages or a
        # timeout is reached
        while count > 0 and timeout >= 0:
            try:
                topic_partition, msg, key = queue.get(timeout=timeout)
            except Empty:
                break

            # Check if the controller has requested us to stop
            if topic_partition == STOP_ASYNC_PRODUCER:
                stop_event.set()
                break

            # Adjust the timeout to match the remaining period
            count -= 1
            timeout = send_at - time.time()
            msgset[topic_partition].append((msg, key))

        # Send collected requests upstream
        for topic_partition, msg in msgset.items():
            messages = create_message_set(msg, codec, key, codec_compresslevel)
            req = ProduceRequestPayload(
                topic_partition.topic,
                topic_partition.partition,
                tuple(messages))
            request_tries[req] = 0

        if not request_tries:
            continue

        reqs_to_retry, error_cls = [], None
        retry_state = {
            'do_backoff': False,
            'do_refresh': False
        }

        def _handle_error(error_cls, request):
            if issubclass(error_cls, RETRY_ERROR_TYPES) or (retry_options.retry_on_timeouts and issubclass(error_cls, RequestTimedOutError)):
                reqs_to_retry.append(request)
            if issubclass(error_cls, RETRY_BACKOFF_ERROR_TYPES):
                retry_state['do_backoff'] |= True
            if issubclass(error_cls, RETRY_REFRESH_ERROR_TYPES):
                retry_state['do_refresh'] |= True

        requests = list(request_tries.keys())
        log.debug('Sending: %s', requests)
        responses = client.send_produce_request(requests,
                                                acks=req_acks,
                                                timeout=ack_timeout,
                                                fail_on_error=False)

        log.debug('Received: %s', responses)
        for i, response in enumerate(responses):
            error_cls = None
            if isinstance(response, FailedPayloadsError):
                error_cls = response.__class__
                orig_req = response.payload

            elif isinstance(response, ProduceResponsePayload) and response.error:
                error_cls = kafka_errors.get(response.error, UnknownError)
                orig_req = requests[i]

            if error_cls:
                _handle_error(error_cls, orig_req)
                log.error('%s sending ProduceRequestPayload (#%d of %d) '
                          'to %s:%d with msgs %s',
                          error_cls.__name__, (i + 1), len(requests),
                          orig_req.topic, orig_req.partition,
                          orig_req.messages if log_messages_on_error
                                            else hash(orig_req.messages))

        if not reqs_to_retry:
            request_tries = {}
            continue

        # doing backoff before next retry
        if retry_state['do_backoff'] and retry_options.backoff_ms:
            log.warn('Async producer backoff for %s(ms) before retrying', retry_options.backoff_ms)
            time.sleep(float(retry_options.backoff_ms) / 1000)

        # refresh topic metadata before next retry
        if retry_state['do_refresh']:
            log.warn('Async producer forcing metadata refresh metadata before retrying')
            try:
                client.load_metadata_for_topics()
            except Exception:
                log.exception("Async producer couldn't reload topic metadata.")

        # Apply retry limit, dropping messages that are over
        request_tries = dict(
            (key, count + 1)
            for (key, count) in request_tries.items()
                if key in reqs_to_retry
                    and (retry_options.limit is None
                    or (count < retry_options.limit))
        )

        # Log messages we are going to retry
        for orig_req in request_tries.keys():
            log.info('Retrying ProduceRequestPayload to %s:%d with msgs %s',
                     orig_req.topic, orig_req.partition,
                     orig_req.messages if log_messages_on_error
                                       else hash(orig_req.messages))

    if request_tries or not queue.empty():
        log.error('Stopped producer with {0} unsent messages'
                  .format(len(request_tries) + queue.qsize()))


[docs]class Producer(object):
    """
    Base class to be used by producers

    Arguments:
        client (kafka.SimpleClient): instance to use for broker
            communications. If async=True, the background thread will use
            client.copy(), which is expected to return a thread-safe object.
        codec (kafka.protocol.ALL_CODECS): compression codec to use.
        req_acks (int, optional): A value indicating the acknowledgements that
            the server must receive before responding to the request,
            defaults to 1 (local ack).
        ack_timeout (int, optional): millisecond timeout to wait for the
            configured req_acks, defaults to 1000.
        sync_fail_on_error (bool, optional): whether sync producer should
            raise exceptions (True), or just return errors (False),
            defaults to True.
        async (bool, optional): send message using a background thread,
            defaults to False.
        batch_send_every_n (int, optional): If async is True, messages are
            sent in batches of this size, defaults to 20.
        batch_send_every_t (int or float, optional): If async is True,
            messages are sent immediately after this timeout in seconds, even
            if there are fewer than batch_send_every_n, defaults to 20.
        async_retry_limit (int, optional): number of retries for failed messages
            or None for unlimited, defaults to None / unlimited.
        async_retry_backoff_ms (int, optional): milliseconds to backoff on
            failed messages, defaults to 100.
        async_retry_on_timeouts (bool, optional): whether to retry on
            RequestTimedOutError, defaults to True.
        async_queue_maxsize (int, optional): limit to the size of the
            internal message queue in number of messages (not size), defaults
            to 0 (no limit).
        async_queue_put_timeout (int or float, optional): timeout seconds
            for queue.put in send_messages for async producers -- will only
            apply if async_queue_maxsize > 0 and the queue is Full,
            defaults to 0 (fail immediately on full queue).
        async_log_messages_on_error (bool, optional): set to False and the
            async producer will only log hash() contents on failed produce
            requests, defaults to True (log full messages). Hash logging
            will not allow you to identify the specific message that failed,
            but it will allow you to match failures with retries.
        async_stop_timeout (int or float, optional): seconds to continue
            attempting to send queued messages after producer.stop(),
            defaults to 30.

    Deprecated Arguments:
        batch_send (bool, optional): If True, messages are sent by a background
            thread in batches, defaults to False. Deprecated, use 'async'
    """
    ACK_NOT_REQUIRED = 0            # No ack is required
    ACK_AFTER_LOCAL_WRITE = 1       # Send response after it is written to log
    ACK_AFTER_CLUSTER_COMMIT = -1   # Send response after data is committed
    DEFAULT_ACK_TIMEOUT = 1000

    def __init__(self, client,
                 req_acks=ACK_AFTER_LOCAL_WRITE,
                 ack_timeout=DEFAULT_ACK_TIMEOUT,
                 codec=None,
                 codec_compresslevel=None,
                 sync_fail_on_error=SYNC_FAIL_ON_ERROR_DEFAULT,
                 async=False,
                 batch_send=False, # deprecated, use async
                 batch_send_every_n=BATCH_SEND_MSG_COUNT,
                 batch_send_every_t=BATCH_SEND_DEFAULT_INTERVAL,
                 async_retry_limit=ASYNC_RETRY_LIMIT,
                 async_retry_backoff_ms=ASYNC_RETRY_BACKOFF_MS,
                 async_retry_on_timeouts=ASYNC_RETRY_ON_TIMEOUTS,
                 async_queue_maxsize=ASYNC_QUEUE_MAXSIZE,
                 async_queue_put_timeout=ASYNC_QUEUE_PUT_TIMEOUT,
                 async_log_messages_on_error=ASYNC_LOG_MESSAGES_ON_ERROR,
                 async_stop_timeout=ASYNC_STOP_TIMEOUT_SECS):

        if async:
            assert batch_send_every_n > 0
            assert batch_send_every_t > 0
            assert async_queue_maxsize >= 0

        self.client = client
        self.async = async
        self.req_acks = req_acks
        self.ack_timeout = ack_timeout
        self.stopped = False

        if codec is None:
            codec = CODEC_NONE
        elif codec not in ALL_CODECS:
            raise UnsupportedCodecError("Codec 0x%02x unsupported" % codec)

        self.codec = codec
        self.codec_compresslevel = codec_compresslevel

        if self.async:
            # Messages are sent through this queue
            self.queue = Queue(async_queue_maxsize)
            self.async_queue_put_timeout = async_queue_put_timeout
            async_retry_options = RetryOptions(
                limit=async_retry_limit,
                backoff_ms=async_retry_backoff_ms,
                retry_on_timeouts=async_retry_on_timeouts)
            self.thread_stop_event = Event()
            self.thread = Thread(
                target=_send_upstream,
                args=(self.queue, self.client.copy(), self.codec,
                      batch_send_every_t, batch_send_every_n,
                      self.req_acks, self.ack_timeout,
                      async_retry_options, self.thread_stop_event),
                kwargs={'log_messages_on_error': async_log_messages_on_error,
                        'stop_timeout': async_stop_timeout,
                        'codec_compresslevel': self.codec_compresslevel}
            )

            # Thread will die if main thread exits
            self.thread.daemon = True
            self.thread.start()

            def cleanup(obj):
                if not obj.stopped:
                    obj.stop()
            self._cleanup_func = cleanup
            atexit.register(cleanup, self)
        else:
            self.sync_fail_on_error = sync_fail_on_error

[docs]    def send_messages(self, topic, partition, *msg):
        """Helper method to send produce requests.

        Note that msg type *must* be encoded to bytes by user. Passing unicode
        message will not work, for example you should encode before calling
        send_messages via something like `unicode_message.encode('utf-8')`
        All messages will set the message 'key' to None.

        Arguments:
            topic (str): name of topic for produce request
            partition (int): partition number for produce request
            *msg (bytes): one or more message payloads

        Returns:
            ResponseRequest returned by server

        Raises:
            FailedPayloadsError: low-level connection error, can be caused by
                networking failures, or a malformed request.
            ConnectionError:
            KafkaUnavailableError: all known brokers are down when attempting
                to refresh metadata.
            LeaderNotAvailableError: topic or partition is initializing or
                a broker failed and leadership election is in progress.
            NotLeaderForPartitionError: metadata is out of sync; the broker
                that the request was sent to is not the leader for the topic
                or partition.
            UnknownTopicOrPartitionError: the topic or partition has not
                been created yet and auto-creation is not available.
            AsyncProducerQueueFull: in async mode, if too many messages are
                unsent and remain in the internal queue.
        """
        return self._send_messages(topic, partition, *msg)


    def _send_messages(self, topic, partition, *msg, **kwargs):
        key = kwargs.pop('key', None)

        # Guarantee that msg is actually a list or tuple (should always be true)
        if not isinstance(msg, (list, tuple)):
            raise TypeError("msg is not a list or tuple!")

        for m in msg:
            # The protocol allows to have key & payload with null values both,
            # (https://goo.gl/o694yN) but having (null,null) pair doesn't make sense.
            if m is None:
                if key is None:
                    raise TypeError("key and payload can't be null in one")
            # Raise TypeError if any non-null message is not encoded as bytes
            elif not isinstance(m, six.binary_type):
                raise TypeError("all produce message payloads must be null or type bytes")

        # Raise TypeError if the key is not encoded as bytes
        if key is not None and not isinstance(key, six.binary_type):
            raise TypeError("the key must be type bytes")

        if self.async:
            for idx, m in enumerate(msg):
                try:
                    item = (TopicPartition(topic, partition), m, key)
                    if self.async_queue_put_timeout == 0:
                        self.queue.put_nowait(item)
                    else:
                        self.queue.put(item, True, self.async_queue_put_timeout)
                except Full:
                    raise AsyncProducerQueueFull(
                        msg[idx:],
                        'Producer async queue overfilled. '
                        'Current queue size %d.' % self.queue.qsize())
            resp = []
        else:
            messages = create_message_set([(m, key) for m in msg], self.codec, key, self.codec_compresslevel)
            req = ProduceRequestPayload(topic, partition, messages)
            try:
                resp = self.client.send_produce_request(
                    [req], acks=self.req_acks, timeout=self.ack_timeout,
                    fail_on_error=self.sync_fail_on_error
                )
            except Exception:
                log.exception("Unable to send messages")
                raise
        return resp

[docs]    def stop(self, timeout=None):
        """
        Stop the producer (async mode). Blocks until async thread completes.
        """
        if timeout is not None:
            log.warning('timeout argument to stop() is deprecated - '
                        'it will be removed in future release')

        if not self.async:
            log.warning('producer.stop() called, but producer is not async')
            return

        if self.stopped:
            log.warning('producer.stop() called, but producer is already stopped')
            return

        if self.async:
            self.queue.put((STOP_ASYNC_PRODUCER, None, None))
            self.thread_stop_event.set()
            self.thread.join()

        if hasattr(self, '_cleanup_func'):
            # Remove cleanup handler now that we've stopped

            # py3 supports unregistering
            if hasattr(atexit, 'unregister'):
                atexit.unregister(self._cleanup_func) # pylint: disable=no-member

            # py2 requires removing from private attribute...
            else:

                # ValueError on list.remove() if the exithandler no longer exists
                # but that is fine here
                try:
                    atexit._exithandlers.remove(  # pylint: disable=no-member
                        (self._cleanup_func, (self,), {}))
                except ValueError:
                    pass

            del self._cleanup_func

        self.stopped = True


    def __del__(self):
        if self.async and not self.stopped:
            self.stop()
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  Source code for kafka.partitioner.default

from __future__ import absolute_import

import random

from .hashed import murmur2


[docs]class DefaultPartitioner(object):
    """Default partitioner.

    Hashes key to partition using murmur2 hashing (from java client)
    If key is None, selects partition randomly from available,
    or from all partitions if none are currently available
    """
    @classmethod
[docs]    def __call__(cls, key, all_partitions, available):
        """
        Get the partition corresponding to key
        :param key: partitioning key
        :param all_partitions: list of all partitions sorted by partition ID
        :param available: list of available partitions in no particular order
        :return: one of the values from all_partitions or available
        """
        if key is None:
            if available:
                return random.choice(available)
            return random.choice(all_partitions)

        idx = murmur2(key)
        idx &= 0x7fffffff
        idx %= len(all_partitions)
        return all_partitions[idx]
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  Source code for kafka.partitioner.hashed

from __future__ import absolute_import

from kafka.vendor import six

from .base import Partitioner


[docs]class Murmur2Partitioner(Partitioner):
    """
    Implements a partitioner which selects the target partition based on
    the hash of the key. Attempts to apply the same hashing
    function as mainline java client.
    """
    def __call__(self, key, partitions=None, available=None):
        if available:
            return self.partition(key, available)
        return self.partition(key, partitions)

[docs]    def partition(self, key, partitions=None):
        if not partitions:
            partitions = self.partitions

        # https://github.com/apache/kafka/blob/0.8.2/clients/src/main/java/org/apache/kafka/clients/producer/internals/Partitioner.java#L69
        idx = (murmur2(key) & 0x7fffffff) % len(partitions)

        return partitions[idx]




[docs]class LegacyPartitioner(object):
    """DEPRECATED -- See Issue 374

    Implements a partitioner which selects the target partition based on
    the hash of the key
    """
    def __init__(self, partitions):
        self.partitions = partitions

[docs]    def partition(self, key, partitions=None):
        if not partitions:
            partitions = self.partitions
        size = len(partitions)
        idx = hash(key) % size

        return partitions[idx]




# Default will change to Murmur2 in 0.10 release
HashedPartitioner = LegacyPartitioner


# https://github.com/apache/kafka/blob/0.8.2/clients/src/main/java/org/apache/kafka/common/utils/Utils.java#L244
[docs]def murmur2(data):
    """Pure-python Murmur2 implementation.

    Based on java client, see org.apache.kafka.common.utils.Utils.murmur2

    Args:
        data (bytes): opaque bytes

    Returns: MurmurHash2 of data
    """
    # Python2 bytes is really a str, causing the bitwise operations below to fail
    # so convert to bytearray.
    if six.PY2:
        data = bytearray(bytes(data))

    length = len(data)
    seed = 0x9747b28c
    # 'm' and 'r' are mixing constants generated offline.
    # They're not really 'magic', they just happen to work well.
    m = 0x5bd1e995
    r = 24

    # Initialize the hash to a random value
    h = seed ^ length
    length4 = length // 4

    for i in range(length4):
        i4 = i * 4
        k = ((data[i4 + 0] & 0xff) +
            ((data[i4 + 1] & 0xff) << 8) +
            ((data[i4 + 2] & 0xff) << 16) +
            ((data[i4 + 3] & 0xff) << 24))
        k &= 0xffffffff
        k *= m
        k &= 0xffffffff
        k ^= (k % 0x100000000) >> r # k ^= k >>> r
        k &= 0xffffffff
        k *= m
        k &= 0xffffffff

        h *= m
        h &= 0xffffffff
        h ^= k
        h &= 0xffffffff

    # Handle the last few bytes of the input array
    extra_bytes = length % 4
    if extra_bytes >= 3:
        h ^= (data[(length & ~3) + 2] & 0xff) << 16
        h &= 0xffffffff
    if extra_bytes >= 2:
        h ^= (data[(length & ~3) + 1] & 0xff) << 8
        h &= 0xffffffff
    if extra_bytes >= 1:
        h ^= (data[length & ~3] & 0xff)
        h &= 0xffffffff
        h *= m
        h &= 0xffffffff

    h ^= (h % 0x100000000) >> 13 # h >>> 13;
    h &= 0xffffffff
    h *= m
    h &= 0xffffffff
    h ^= (h % 0x100000000) >> 15 # h >>> 15;
    h &= 0xffffffff

    return h
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  Source code for kafka.consumer.multiprocess

from __future__ import absolute_import

from collections import namedtuple
import logging
from multiprocessing import Process, Manager as MPManager
import time
import warnings

from kafka.vendor.six.moves import queue # pylint: disable=import-error

from ..common import KafkaError
from .base import (
    Consumer,
    AUTO_COMMIT_MSG_COUNT, AUTO_COMMIT_INTERVAL,
    NO_MESSAGES_WAIT_TIME_SECONDS,
    FULL_QUEUE_WAIT_TIME_SECONDS,
    MAX_BACKOFF_SECONDS,
)
from .simple import SimpleConsumer


log = logging.getLogger(__name__)

Events = namedtuple("Events", ["start", "pause", "exit"])


def _mp_consume(client, group, topic, message_queue, size, events, **consumer_options):
    """
    A child process worker which consumes messages based on the
    notifications given by the controller process

    NOTE: Ideally, this should have been a method inside the Consumer
    class. However, multiprocessing module has issues in windows. The
    functionality breaks unless this function is kept outside of a class
    """

    # Initial interval for retries in seconds.
    interval = 1
    while not events.exit.is_set():
        try:
            # Make the child processes open separate socket connections
            client.reinit()

            # We will start consumers without auto-commit. Auto-commit will be
            # done by the master controller process.
            consumer = SimpleConsumer(client, group, topic,
                                      auto_commit=False,
                                      auto_commit_every_n=None,
                                      auto_commit_every_t=None,
                                      **consumer_options)

            # Ensure that the consumer provides the partition information
            consumer.provide_partition_info()

            while True:
                # Wait till the controller indicates us to start consumption
                events.start.wait()

                # If we are asked to quit, do so
                if events.exit.is_set():
                    break

                # Consume messages and add them to the queue. If the controller
                # indicates a specific number of messages, follow that advice
                count = 0

                message = consumer.get_message()
                if message:
                    while True:
                        try:
                            message_queue.put(message, timeout=FULL_QUEUE_WAIT_TIME_SECONDS)
                            break
                        except queue.Full:
                            if events.exit.is_set(): break

                    count += 1

                    # We have reached the required size. The controller might have
                    # more than what he needs. Wait for a while.
                    # Without this logic, it is possible that we run into a big
                    # loop consuming all available messages before the controller
                    # can reset the 'start' event
                    if count == size.value:
                        events.pause.wait()

                else:
                    # In case we did not receive any message, give up the CPU for
                    # a while before we try again
                    time.sleep(NO_MESSAGES_WAIT_TIME_SECONDS)

            consumer.stop()

        except KafkaError as e:
            # Retry with exponential backoff
            log.error("Problem communicating with Kafka (%s), retrying in %d seconds..." % (e, interval))
            time.sleep(interval)
            interval = interval*2 if interval*2 < MAX_BACKOFF_SECONDS else MAX_BACKOFF_SECONDS


[docs]class MultiProcessConsumer(Consumer):
    """
    A consumer implementation that consumes partitions for a topic in
    parallel using multiple processes

    Arguments:
        client: a connected SimpleClient
        group: a name for this consumer, used for offset storage and must be unique
            If you are connecting to a server that does not support offset
            commit/fetch (any prior to 0.8.1.1), then you *must* set this to None
        topic: the topic to consume

    Keyword Arguments:
        partitions: An optional list of partitions to consume the data from
        auto_commit: default True. Whether or not to auto commit the offsets
        auto_commit_every_n: default 100. How many messages to consume
            before a commit
        auto_commit_every_t: default 5000. How much time (in milliseconds) to
            wait before commit
        num_procs: Number of processes to start for consuming messages.
            The available partitions will be divided among these processes
        partitions_per_proc: Number of partitions to be allocated per process
            (overrides num_procs)

    Auto commit details:
    If both auto_commit_every_n and auto_commit_every_t are set, they will
    reset one another when one is triggered. These triggers simply call the
    commit method on this class. A manual call to commit will also reset
    these triggers
    """
    def __init__(self, client, group, topic,
                 partitions=None,
                 auto_commit=True,
                 auto_commit_every_n=AUTO_COMMIT_MSG_COUNT,
                 auto_commit_every_t=AUTO_COMMIT_INTERVAL,
                 num_procs=1,
                 partitions_per_proc=0,
                 **simple_consumer_options):

        warnings.warn('This class has been deprecated and will be removed in a'
                      ' future release. Use KafkaConsumer instead',
                      DeprecationWarning)

        # Initiate the base consumer class
        super(MultiProcessConsumer, self).__init__(
            client, group, topic,
            partitions=partitions,
            auto_commit=auto_commit,
            auto_commit_every_n=auto_commit_every_n,
            auto_commit_every_t=auto_commit_every_t)

        # Variables for managing and controlling the data flow from
        # consumer child process to master
        manager = MPManager()
        self.queue = manager.Queue(1024)  # Child consumers dump messages into this
        self.events = Events(
            start = manager.Event(),        # Indicates the consumers to start fetch
            exit  = manager.Event(),        # Requests the consumers to shutdown
            pause = manager.Event())        # Requests the consumers to pause fetch
        self.size = manager.Value('i', 0)   # Indicator of number of messages to fetch

        # dict.keys() returns a view in py3 + it's not a thread-safe operation
        # http://blog.labix.org/2008/06/27/watch-out-for-listdictkeys-in-python-3
        # It's safer to copy dict as it only runs during the init.
        partitions = list(self.offsets.copy().keys())

        # By default, start one consumer process for all partitions
        # The logic below ensures that
        # * we do not cross the num_procs limit
        # * we have an even distribution of partitions among processes

        if partitions_per_proc:
            num_procs = len(partitions) / partitions_per_proc
            if num_procs * partitions_per_proc < len(partitions):
                num_procs += 1

        # The final set of chunks
        chunks = [partitions[proc::num_procs] for proc in range(num_procs)]

        self.procs = []
        for chunk in chunks:
            options = {'partitions': list(chunk)}
            if simple_consumer_options:
                simple_consumer_options.pop('partitions', None)
                options.update(simple_consumer_options)

            args = (client.copy(), self.group, self.topic, self.queue,
                    self.size, self.events)
            proc = Process(target=_mp_consume, args=args, kwargs=options)
            proc.daemon = True
            proc.start()
            self.procs.append(proc)

    def __repr__(self):
        return '<MultiProcessConsumer group=%s, topic=%s, consumers=%d>' % \
            (self.group, self.topic, len(self.procs))

[docs]    def stop(self):
        # Set exit and start off all waiting consumers
        self.events.exit.set()
        self.events.pause.set()
        self.events.start.set()

        for proc in self.procs:
            proc.join()
            proc.terminate()

        super(MultiProcessConsumer, self).stop()


[docs]    def __iter__(self):
        """
        Iterator to consume the messages available on this consumer
        """
        # Trigger the consumer procs to start off.
        # We will iterate till there are no more messages available
        self.size.value = 0
        self.events.pause.set()

        while True:
            self.events.start.set()
            try:
                # We will block for a small while so that the consumers get
                # a chance to run and put some messages in the queue
                # TODO: This is a hack and will make the consumer block for
                # at least one second. Need to find a better way of doing this
                partition, message = self.queue.get(block=True, timeout=1)
            except queue.Empty:
                break

            # Count, check and commit messages if necessary
            self.offsets[partition] = message.offset + 1
            self.events.start.clear()
            self.count_since_commit += 1
            self._auto_commit()
            yield message

        self.events.start.clear()


[docs]    def get_messages(self, count=1, block=True, timeout=10):
        """
        Fetch the specified number of messages

        Keyword Arguments:
            count: Indicates the maximum number of messages to be fetched
            block: If True, the API will block till all messages are fetched.
                If block is a positive integer the API will block until that
                many messages are fetched.
            timeout: When blocking is requested the function will block for
                the specified time (in seconds) until count messages is
                fetched. If None, it will block forever.
        """
        messages = []

        # Give a size hint to the consumers. Each consumer process will fetch
        # a maximum of "count" messages. This will fetch more messages than
        # necessary, but these will not be committed to kafka. Also, the extra
        # messages can be provided in subsequent runs
        self.size.value = count
        self.events.pause.clear()

        if timeout is not None:
            max_time = time.time() + timeout

        new_offsets = {}
        while count > 0 and (timeout is None or timeout > 0):
            # Trigger consumption only if the queue is empty
            # By doing this, we will ensure that consumers do not
            # go into overdrive and keep consuming thousands of
            # messages when the user might need only a few
            if self.queue.empty():
                self.events.start.set()

            block_next_call = block is True or block > len(messages)
            try:
                partition, message = self.queue.get(block_next_call,
                                                    timeout)
            except queue.Empty:
                break

            _msg = (partition, message) if self.partition_info else message
            messages.append(_msg)
            new_offsets[partition] = message.offset + 1
            count -= 1
            if timeout is not None:
                timeout = max_time - time.time()

        self.size.value = 0
        self.events.start.clear()
        self.events.pause.set()

        # Update and commit offsets if necessary
        self.offsets.update(new_offsets)
        self.count_since_commit += len(messages)
        self._auto_commit()

        return messages
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  Source code for kafka.consumer.base

from __future__ import absolute_import

import atexit
import logging
import numbers
from threading import Lock
import warnings

from kafka.errors import (
    UnknownTopicOrPartitionError, check_error, KafkaError)
from kafka.structs import (
    OffsetRequestPayload, OffsetCommitRequestPayload, OffsetFetchRequestPayload)
from kafka.util import ReentrantTimer


log = logging.getLogger('kafka.consumer')

AUTO_COMMIT_MSG_COUNT = 100
AUTO_COMMIT_INTERVAL = 5000

FETCH_DEFAULT_BLOCK_TIMEOUT = 1
FETCH_MAX_WAIT_TIME = 100
FETCH_MIN_BYTES = 4096
FETCH_BUFFER_SIZE_BYTES = 4096
MAX_FETCH_BUFFER_SIZE_BYTES = FETCH_BUFFER_SIZE_BYTES * 8

ITER_TIMEOUT_SECONDS = 60
NO_MESSAGES_WAIT_TIME_SECONDS = 0.1
FULL_QUEUE_WAIT_TIME_SECONDS = 0.1

MAX_BACKOFF_SECONDS = 60

[docs]class Consumer(object):
    """
    Base class to be used by other consumers. Not to be used directly

    This base class provides logic for

    * initialization and fetching metadata of partitions
    * Auto-commit logic
    * APIs for fetching pending message count

    """
    def __init__(self, client, group, topic, partitions=None, auto_commit=True,
                 auto_commit_every_n=AUTO_COMMIT_MSG_COUNT,
                 auto_commit_every_t=AUTO_COMMIT_INTERVAL):

        warnings.warn('deprecated -- this class will be removed in a future'
                      ' release. Use KafkaConsumer instead.',
                      DeprecationWarning)
        self.client = client
        self.topic = topic
        self.group = group
        self.client.load_metadata_for_topics(topic, ignore_leadernotavailable=True)
        self.offsets = {}

        if partitions is None:
            partitions = self.client.get_partition_ids_for_topic(topic)
        else:
            assert all(isinstance(x, numbers.Integral) for x in partitions)

        # Variables for handling offset commits
        self.commit_lock = Lock()
        self.commit_timer = None
        self.count_since_commit = 0
        self.auto_commit = auto_commit
        self.auto_commit_every_n = auto_commit_every_n
        self.auto_commit_every_t = auto_commit_every_t

        # Set up the auto-commit timer
        if auto_commit is True and auto_commit_every_t is not None:
            self.commit_timer = ReentrantTimer(auto_commit_every_t,
                                               self.commit)
            self.commit_timer.start()

        # Set initial offsets
        if self.group is not None:
            self.fetch_last_known_offsets(partitions)
        else:
            for partition in partitions:
                self.offsets[partition] = 0

        # Register a cleanup handler
        def cleanup(obj):
            obj.stop()
        self._cleanup_func = cleanup
        atexit.register(cleanup, self)

        self.partition_info = False     # Do not return partition info in msgs

[docs]    def provide_partition_info(self):
        """
        Indicates that partition info must be returned by the consumer
        """
        self.partition_info = True


[docs]    def fetch_last_known_offsets(self, partitions=None):
        if self.group is None:
            raise ValueError('SimpleClient.group must not be None')

        if partitions is None:
            partitions = self.client.get_partition_ids_for_topic(self.topic)

        responses = self.client.send_offset_fetch_request(
            self.group,
            [OffsetFetchRequestPayload(self.topic, p) for p in partitions],
            fail_on_error=False
        )

        for resp in responses:
            try:
                check_error(resp)
            # API spec says server wont set an error here
            # but 0.8.1.1 does actually...
            except UnknownTopicOrPartitionError:
                pass

            # -1 offset signals no commit is currently stored
            if resp.offset == -1:
                self.offsets[resp.partition] = 0

            # Otherwise we committed the stored offset
            # and need to fetch the next one
            else:
                self.offsets[resp.partition] = resp.offset


[docs]    def commit(self, partitions=None):
        """Commit stored offsets to Kafka via OffsetCommitRequest (v0)

        Keyword Arguments:
            partitions (list): list of partitions to commit, default is to commit
                all of them

        Returns: True on success, False on failure
        """

        # short circuit if nothing happened. This check is kept outside
        # to prevent un-necessarily acquiring a lock for checking the state
        if self.count_since_commit == 0:
            return

        with self.commit_lock:
            # Do this check again, just in case the state has changed
            # during the lock acquiring timeout
            if self.count_since_commit == 0:
                return

            reqs = []
            if partitions is None:  # commit all partitions
                partitions = list(self.offsets.keys())

            log.debug('Committing new offsets for %s, partitions %s',
                     self.topic, partitions)
            for partition in partitions:
                offset = self.offsets[partition]
                log.debug('Commit offset %d in SimpleConsumer: '
                          'group=%s, topic=%s, partition=%s',
                          offset, self.group, self.topic, partition)

                reqs.append(OffsetCommitRequestPayload(self.topic, partition,
                                                offset, None))

            try:
                self.client.send_offset_commit_request(self.group, reqs)
            except KafkaError as e:
                log.error('%s saving offsets: %s', e.__class__.__name__, e)
                return False
            else:
                self.count_since_commit = 0
                return True


    def _auto_commit(self):
        """
        Check if we have to commit based on number of messages and commit
        """

        # Check if we are supposed to do an auto-commit
        if not self.auto_commit or self.auto_commit_every_n is None:
            return

        if self.count_since_commit >= self.auto_commit_every_n:
            self.commit()

[docs]    def stop(self):
        if self.commit_timer is not None:
            self.commit_timer.stop()
            self.commit()

        if hasattr(self, '_cleanup_func'):
            # Remove cleanup handler now that we've stopped

            # py3 supports unregistering
            if hasattr(atexit, 'unregister'):
                atexit.unregister(self._cleanup_func) # pylint: disable=no-member

            # py2 requires removing from private attribute...
            else:

                # ValueError on list.remove() if the exithandler no longer
                # exists is fine here
                try:
                    atexit._exithandlers.remove(  # pylint: disable=no-member
                        (self._cleanup_func, (self,), {}))
                except ValueError:
                    pass

            del self._cleanup_func


[docs]    def pending(self, partitions=None):
        """
        Gets the pending message count

        Keyword Arguments:
            partitions (list): list of partitions to check for, default is to check all
        """
        if partitions is None:
            partitions = self.offsets.keys()

        total = 0
        reqs = []

        for partition in partitions:
            reqs.append(OffsetRequestPayload(self.topic, partition, -1, 1))

        resps = self.client.send_offset_request(reqs)
        for resp in resps:
            partition = resp.partition
            pending = resp.offsets[0]
            offset = self.offsets[partition]
            total += pending - offset

        return total
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  Source code for kafka.producer.kafka

from __future__ import absolute_import

import atexit
import copy
import logging
import socket
import threading
import time
import weakref

from .. import errors as Errors
from ..client_async import KafkaClient, selectors
from ..metrics import MetricConfig, Metrics
from ..partitioner.default import DefaultPartitioner
from ..protocol.message import Message, MessageSet
from ..serializer import Serializer
from ..structs import TopicPartition
from .future import FutureRecordMetadata, FutureProduceResult
from .record_accumulator import AtomicInteger, RecordAccumulator
from .sender import Sender


log = logging.getLogger(__name__)
PRODUCER_CLIENT_ID_SEQUENCE = AtomicInteger()


[docs]class KafkaProducer(object):
    """A Kafka client that publishes records to the Kafka cluster.

    The producer is thread safe and sharing a single producer instance across
    threads will generally be faster than having multiple instances.

    The producer consists of a pool of buffer space that holds records that
    haven't yet been transmitted to the server as well as a background I/O
    thread that is responsible for turning these records into requests and
    transmitting them to the cluster.

    The send() method is asynchronous. When called it adds the record to a
    buffer of pending record sends and immediately returns. This allows the
    producer to batch together individual records for efficiency.

    The 'acks' config controls the criteria under which requests are considered
    complete. The "all" setting will result in blocking on the full commit of
    the record, the slowest but most durable setting.

    If the request fails, the producer can automatically retry, unless
    'retries' is configured to 0. Enabling retries also opens up the
    possibility of duplicates (see the documentation on message
    delivery semantics for details:
    http://kafka.apache.org/documentation.html#semantics
    ).

    The producer maintains buffers of unsent records for each partition. These
    buffers are of a size specified by the 'batch_size' config. Making this
    larger can result in more batching, but requires more memory (since we will
    generally have one of these buffers for each active partition).

    By default a buffer is available to send immediately even if there is
    additional unused space in the buffer. However if you want to reduce the
    number of requests you can set 'linger_ms' to something greater than 0.
    This will instruct the producer to wait up to that number of milliseconds
    before sending a request in hope that more records will arrive to fill up
    the same batch. This is analogous to Nagle's algorithm in TCP. Note that
    records that arrive close together in time will generally batch together
    even with linger_ms=0 so under heavy load batching will occur regardless of
    the linger configuration; however setting this to something larger than 0
    can lead to fewer, more efficient requests when not under maximal load at
    the cost of a small amount of latency.

    The buffer_memory controls the total amount of memory available to the
    producer for buffering. If records are sent faster than they can be
    transmitted to the server then this buffer space will be exhausted. When
    the buffer space is exhausted additional send calls will block.

    The key_serializer and value_serializer instruct how to turn the key and
    value objects the user provides into bytes.

    Keyword Arguments:
        bootstrap_servers: 'host[:port]' string (or list of 'host[:port]'
            strings) that the producer should contact to bootstrap initial
            cluster metadata. This does not have to be the full node list.
            It just needs to have at least one broker that will respond to a
            Metadata API Request. Default port is 9092. If no servers are
            specified, will default to localhost:9092.
        client_id (str): a name for this client. This string is passed in
            each request to servers and can be used to identify specific
            server-side log entries that correspond to this client.
            Default: 'kafka-python-producer-#' (appended with a unique number
            per instance)
        key_serializer (callable): used to convert user-supplied keys to bytes
            If not None, called as f(key), should return bytes. Default: None.
        value_serializer (callable): used to convert user-supplied message
            values to bytes. If not None, called as f(value), should return
            bytes. Default: None.
        acks (0, 1, 'all'): The number of acknowledgments the producer requires
            the leader to have received before considering a request complete.
            This controls the durability of records that are sent. The
            following settings are common:

            0: Producer will not wait for any acknowledgment from the server.
                The message will immediately be added to the socket
                buffer and considered sent. No guarantee can be made that the
                server has received the record in this case, and the retries
                configuration will not take effect (as the client won't
                generally know of any failures). The offset given back for each
                record will always be set to -1.
            1: Wait for leader to write the record to its local log only.
                Broker will respond without awaiting full acknowledgement from
                all followers. In this case should the leader fail immediately
                after acknowledging the record but before the followers have
                replicated it then the record will be lost.
            all: Wait for the full set of in-sync replicas to write the record.
                This guarantees that the record will not be lost as long as at
                least one in-sync replica remains alive. This is the strongest
                available guarantee.
            If unset, defaults to acks=1.
        compression_type (str): The compression type for all data generated by
            the producer. Valid values are 'gzip', 'snappy', 'lz4', or None.
            Compression is of full batches of data, so the efficacy of batching
            will also impact the compression ratio (more batching means better
            compression). Default: None.
        retries (int): Setting a value greater than zero will cause the client
            to resend any record whose send fails with a potentially transient
            error. Note that this retry is no different than if the client
            resent the record upon receiving the error. Allowing retries
            without setting max_in_flight_requests_per_connection to 1 will
            potentially change the ordering of records because if two batches
            are sent to a single partition, and the first fails and is retried
            but the second succeeds, then the records in the second batch may
            appear first.
            Default: 0.
        batch_size (int): Requests sent to brokers will contain multiple
            batches, one for each partition with data available to be sent.
            A small batch size will make batching less common and may reduce
            throughput (a batch size of zero will disable batching entirely).
            Default: 16384
        linger_ms (int): The producer groups together any records that arrive
            in between request transmissions into a single batched request.
            Normally this occurs only under load when records arrive faster
            than they can be sent out. However in some circumstances the client
            may want to reduce the number of requests even under moderate load.
            This setting accomplishes this by adding a small amount of
            artificial delay; that is, rather than immediately sending out a
            record the producer will wait for up to the given delay to allow
            other records to be sent so that the sends can be batched together.
            This can be thought of as analogous to Nagle's algorithm in TCP.
            This setting gives the upper bound on the delay for batching: once
            we get batch_size worth of records for a partition it will be sent
            immediately regardless of this setting, however if we have fewer
            than this many bytes accumulated for this partition we will
            'linger' for the specified time waiting for more records to show
            up. This setting defaults to 0 (i.e. no delay). Setting linger_ms=5
            would have the effect of reducing the number of requests sent but
            would add up to 5ms of latency to records sent in the absense of
            load. Default: 0.
        partitioner (callable): Callable used to determine which partition
            each message is assigned to. Called (after key serialization):
            partitioner(key_bytes, all_partitions, available_partitions).
            The default partitioner implementation hashes each non-None key
            using the same murmur2 algorithm as the java client so that
            messages with the same key are assigned to the same partition.
            When a key is None, the message is delivered to a random partition
            (filtered to partitions with available leaders only, if possible).
        buffer_memory (int): The total bytes of memory the producer should use
            to buffer records waiting to be sent to the server. If records are
            sent faster than they can be delivered to the server the producer
            will block up to max_block_ms, raising an exception on timeout.
            In the current implementation, this setting is an approximation.
            Default: 33554432 (32MB)
        max_block_ms (int): Number of milliseconds to block during send() and
            partitions_for(). These methods can be blocked either because the
            buffer is full or metadata unavailable. Blocking in the
            user-supplied serializers or partitioner will not be counted against
            this timeout. Default: 60000.
        max_request_size (int): The maximum size of a request. This is also
            effectively a cap on the maximum record size. Note that the server
            has its own cap on record size which may be different from this.
            This setting will limit the number of record batches the producer
            will send in a single request to avoid sending huge requests.
            Default: 1048576.
        metadata_max_age_ms (int): The period of time in milliseconds after
            which we force a refresh of metadata even if we haven't seen any
            partition leadership changes to proactively discover any new
            brokers or partitions. Default: 300000
        retry_backoff_ms (int): Milliseconds to backoff when retrying on
            errors. Default: 100.
        request_timeout_ms (int): Client request timeout in milliseconds.
            Default: 30000.
        receive_buffer_bytes (int): The size of the TCP receive buffer
            (SO_RCVBUF) to use when reading data. Default: None (relies on
            system defaults). Java client defaults to 32768.
        send_buffer_bytes (int): The size of the TCP send buffer
            (SO_SNDBUF) to use when sending data. Default: None (relies on
            system defaults). Java client defaults to 131072.
        socket_options (list): List of tuple-arguments to socket.setsockopt
            to apply to broker connection sockets. Default:
            [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]
        reconnect_backoff_ms (int): The amount of time in milliseconds to
            wait before attempting to reconnect to a given host.
            Default: 50.
        max_in_flight_requests_per_connection (int): Requests are pipelined
            to kafka brokers up to this number of maximum requests per
            broker connection. Default: 5.
        security_protocol (str): Protocol used to communicate with brokers.
            Valid values are: PLAINTEXT, SSL, SASL_PLAINTEXT, SASL_SSL.
            Default: PLAINTEXT.
        ssl_context (ssl.SSLContext): pre-configured SSLContext for wrapping
            socket connections. If provided, all other ssl_* configurations
            will be ignored. Default: None.
        ssl_check_hostname (bool): flag to configure whether ssl handshake
            should verify that the certificate matches the brokers hostname.
            default: true.
        ssl_cafile (str): optional filename of ca file to use in certificate
            veriication. default: none.
        ssl_certfile (str): optional filename of file in pem format containing
            the client certificate, as well as any ca certificates needed to
            establish the certificate's authenticity. default: none.
        ssl_keyfile (str): optional filename containing the client private key.
            default: none.
        ssl_password (str): optional password to be used when loading the
            certificate chain. default: none.
        ssl_crlfile (str): optional filename containing the CRL to check for
            certificate expiration. By default, no CRL check is done. When
            providing a file, only the leaf certificate will be checked against
            this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
            default: none.
        api_version (tuple): specify which kafka API version to use.
            For a full list of supported versions, see KafkaClient.API_VERSIONS
            If set to None, the client will attempt to infer the broker version
            by probing various APIs. Default: None
        api_version_auto_timeout_ms (int): number of milliseconds to throw a
            timeout exception from the constructor when checking the broker
            api version. Only applies if api_version set to 'auto'
        metric_reporters (list): A list of classes to use as metrics reporters.
            Implementing the AbstractMetricsReporter interface allows plugging
            in classes that will be notified of new metric creation. Default: []
        metrics_num_samples (int): The number of samples maintained to compute
            metrics. Default: 2
        metrics_sample_window_ms (int): The maximum age in milliseconds of
            samples used to compute metrics. Default: 30000
        selector (selectors.BaseSelector): Provide a specific selector
            implementation to use for I/O multiplexing.
            Default: selectors.DefaultSelector
        sasl_mechanism (str): string picking sasl mechanism when security_protocol
            is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
            Default: None
        sasl_plain_username (str): username for sasl PLAIN authentication.
            Default: None
        sasl_plain_password (str): password for sasl PLAIN authentication.
            Default: None

    Note:
        Configuration parameters are described in more detail at
        https://kafka.apache.org/0100/configuration.html#producerconfigs
    """
    DEFAULT_CONFIG = {
        'bootstrap_servers': 'localhost',
        'client_id': None,
        'key_serializer': None,
        'value_serializer': None,
        'acks': 1,
        'compression_type': None,
        'retries': 0,
        'batch_size': 16384,
        'linger_ms': 0,
        'partitioner': DefaultPartitioner(),
        'buffer_memory': 33554432,
        'connections_max_idle_ms': 600000, # not implemented yet
        'max_block_ms': 60000,
        'max_request_size': 1048576,
        'metadata_max_age_ms': 300000,
        'retry_backoff_ms': 100,
        'request_timeout_ms': 30000,
        'receive_buffer_bytes': None,
        'send_buffer_bytes': None,
        'socket_options': [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)],
        'reconnect_backoff_ms': 50,
        'max_in_flight_requests_per_connection': 5,
        'security_protocol': 'PLAINTEXT',
        'ssl_context': None,
        'ssl_check_hostname': True,
        'ssl_cafile': None,
        'ssl_certfile': None,
        'ssl_keyfile': None,
        'ssl_crlfile': None,
        'ssl_password': None,
        'api_version': None,
        'api_version_auto_timeout_ms': 2000,
        'metric_reporters': [],
        'metrics_num_samples': 2,
        'metrics_sample_window_ms': 30000,
        'selector': selectors.DefaultSelector,
        'sasl_mechanism': None,
        'sasl_plain_username': None,
        'sasl_plain_password': None,
    }

    def __init__(self, **configs):
        log.debug("Starting the Kafka producer") # trace
        self.config = copy.copy(self.DEFAULT_CONFIG)
        for key in self.config:
            if key in configs:
                self.config[key] = configs.pop(key)

        # Only check for extra config keys in top-level class
        assert not configs, 'Unrecognized configs: %s' % configs

        if self.config['client_id'] is None:
            self.config['client_id'] = 'kafka-python-producer-%s' % \
                                       PRODUCER_CLIENT_ID_SEQUENCE.increment()

        if self.config['acks'] == 'all':
            self.config['acks'] = -1

        # api_version was previously a str. accept old format for now
        if isinstance(self.config['api_version'], str):
            deprecated = self.config['api_version']
            if deprecated == 'auto':
                self.config['api_version'] = None
            else:
                self.config['api_version'] = tuple(map(int, deprecated.split('.')))
            log.warning('use api_version=%s [tuple] -- "%s" as str is deprecated',
                        str(self.config['api_version']), deprecated)

        # Configure metrics
        metrics_tags = {'client-id': self.config['client_id']}
        metric_config = MetricConfig(samples=self.config['metrics_num_samples'],
                                     time_window_ms=self.config['metrics_sample_window_ms'],
                                     tags=metrics_tags)
        reporters = [reporter() for reporter in self.config['metric_reporters']]
        self._metrics = Metrics(metric_config, reporters)

        client = KafkaClient(metrics=self._metrics, metric_group_prefix='producer',
                             **self.config)

        # Get auto-discovered version from client if necessary
        if self.config['api_version'] is None:
            self.config['api_version'] = client.config['api_version']

        if self.config['compression_type'] == 'lz4':
            assert self.config['api_version'] >= (0, 8, 2), 'LZ4 Requires >= Kafka 0.8.2 Brokers'

        message_version = 1 if self.config['api_version'] >= (0, 10) else 0
        self._accumulator = RecordAccumulator(message_version=message_version, metrics=self._metrics, **self.config)
        self._metadata = client.cluster
        guarantee_message_order = bool(self.config['max_in_flight_requests_per_connection'] == 1)
        self._sender = Sender(client, self._metadata,
                              self._accumulator, self._metrics,
                              guarantee_message_order=guarantee_message_order,
                              **self.config)
        self._sender.daemon = True
        self._sender.start()
        self._closed = False

        self._cleanup = self._cleanup_factory()
        atexit.register(self._cleanup)
        log.debug("Kafka producer started")

    def _cleanup_factory(self):
        """Build a cleanup clojure that doesn't increase our ref count"""
        _self = weakref.proxy(self)
        def wrapper():
            try:
                _self.close()
            except (ReferenceError, AttributeError):
                pass
        return wrapper

    def _unregister_cleanup(self):
        if getattr(self, '_cleanup', None):
            if hasattr(atexit, 'unregister'):
                atexit.unregister(self._cleanup) # pylint: disable=no-member

            # py2 requires removing from private attribute...
            else:

                # ValueError on list.remove() if the exithandler no longer exists
                # but that is fine here
                try:
                    atexit._exithandlers.remove(  # pylint: disable=no-member
                        (self._cleanup, (), {}))
                except ValueError:
                    pass
        self._cleanup = None

    def __del__(self):
        self.close(timeout=0)

[docs]    def close(self, timeout=None):
        """Close this producer.

        Arguments:
            timeout (float, optional): timeout in seconds to wait for completion.
        """

        # drop our atexit handler now to avoid leaks
        self._unregister_cleanup()

        if not hasattr(self, '_closed') or self._closed:
            log.info('Kafka producer closed')
            return
        if timeout is None:
            timeout = 999999999
        assert timeout >= 0

        log.info("Closing the Kafka producer with %s secs timeout.", timeout)
        #first_exception = AtomicReference() # this will keep track of the first encountered exception
        invoked_from_callback = bool(threading.current_thread() is self._sender)
        if timeout > 0:
            if invoked_from_callback:
                log.warning("Overriding close timeout %s secs to 0 in order to"
                            " prevent useless blocking due to self-join. This"
                            " means you have incorrectly invoked close with a"
                            " non-zero timeout from the producer call-back.",
                            timeout)
            else:
                # Try to close gracefully.
                if self._sender is not None:
                    self._sender.initiate_close()
                    self._sender.join(timeout)

        if self._sender is not None and self._sender.is_alive():

            log.info("Proceeding to force close the producer since pending"
                     " requests could not be completed within timeout %s.",
                     timeout)
            self._sender.force_close()
            # Only join the sender thread when not calling from callback.
            if not invoked_from_callback:
                self._sender.join()

        self._metrics.close()
        try:
            self.config['key_serializer'].close()
        except AttributeError:
            pass
        try:
            self.config['value_serializer'].close()
        except AttributeError:
            pass
        self._closed = True
        log.debug("The Kafka producer has closed.")


[docs]    def partitions_for(self, topic):
        """Returns set of all known partitions for the topic."""
        max_wait = self.config['max_block_ms'] / 1000.0
        return self._wait_on_metadata(topic, max_wait)


[docs]    def send(self, topic, value=None, key=None, partition=None, timestamp_ms=None):
        """Publish a message to a topic.

        Arguments:
            topic (str): topic where the message will be published
            value (optional): message value. Must be type bytes, or be
                serializable to bytes via configured value_serializer. If value
                is None, key is required and message acts as a 'delete'.
                See kafka compaction documentation for more details:
                http://kafka.apache.org/documentation.html#compaction
                (compaction requires kafka >= 0.8.1)
            partition (int, optional): optionally specify a partition. If not
                set, the partition will be selected using the configured
                'partitioner'.
            key (optional): a key to associate with the message. Can be used to
                determine which partition to send the message to. If partition
                is None (and producer's partitioner config is left as default),
                then messages with the same key will be delivered to the same
                partition (but if key is None, partition is chosen randomly).
                Must be type bytes, or be serializable to bytes via configured
                key_serializer.
            timestamp_ms (int, optional): epoch milliseconds (from Jan 1 1970 UTC)
                to use as the message timestamp. Defaults to current time.

        Returns:
            FutureRecordMetadata: resolves to RecordMetadata

        Raises:
            KafkaTimeoutError: if unable to fetch topic metadata, or unable
                to obtain memory buffer prior to configured max_block_ms
        """
        assert value is not None or self.config['api_version'] >= (0, 8, 1), (
            'Null messages require kafka >= 0.8.1')
        assert not (value is None and key is None), 'Need at least one: key or value'
        key_bytes = value_bytes = None
        try:
            # first make sure the metadata for the topic is
            # available
            self._wait_on_metadata(topic, self.config['max_block_ms'] / 1000.0)

            key_bytes = self._serialize(
                self.config['key_serializer'],
                topic, key)
            value_bytes = self._serialize(
                self.config['value_serializer'],
                topic, value)
            partition = self._partition(topic, partition, key, value,
                                        key_bytes, value_bytes)

            message_size = MessageSet.HEADER_SIZE + Message.HEADER_SIZE
            if key_bytes is not None:
                message_size += len(key_bytes)
            if value_bytes is not None:
                message_size += len(value_bytes)
            self._ensure_valid_record_size(message_size)

            tp = TopicPartition(topic, partition)
            if timestamp_ms is None:
                timestamp_ms = int(time.time() * 1000)
            log.debug("Sending (key=%s value=%s) to %s", key, value, tp)
            result = self._accumulator.append(tp, timestamp_ms,
                                              key_bytes, value_bytes,
                                              self.config['max_block_ms'])
            future, batch_is_full, new_batch_created = result
            if batch_is_full or new_batch_created:
                log.debug("Waking up the sender since %s is either full or"
                           " getting a new batch", tp)
                self._sender.wakeup()

            return future
            # handling exceptions and record the errors;
            # for API exceptions return them in the future,
            # for other exceptions raise directly
        except Errors.KafkaTimeoutError:
            raise
        except AssertionError:
            raise
        except Exception as e:
            log.debug("Exception occurred during message send: %s", e)
            return FutureRecordMetadata(
                FutureProduceResult(TopicPartition(topic, partition)),
                -1, None, None,
                len(key_bytes) if key_bytes is not None else -1,
                len(value_bytes) if value_bytes is not None else -1
            ).failure(e)


[docs]    def flush(self, timeout=None):
        """
        Invoking this method makes all buffered records immediately available
        to send (even if linger_ms is greater than 0) and blocks on the
        completion of the requests associated with these records. The
        post-condition of flush() is that any previously sent record will have
        completed (e.g. Future.is_done() == True). A request is considered
        completed when either it is successfully acknowledged according to the
        'acks' configuration for the producer, or it results in an error.

        Other threads can continue sending messages while one thread is blocked
        waiting for a flush call to complete; however, no guarantee is made
        about the completion of messages sent after the flush call begins.

        Arguments:
            timeout (float, optional): timeout in seconds to wait for completion.
        """
        log.debug("Flushing accumulated records in producer.") # trace
        self._accumulator.begin_flush()
        self._sender.wakeup()
        self._accumulator.await_flush_completion(timeout=timeout)


    def _ensure_valid_record_size(self, size):
        """Validate that the record size isn't too large."""
        if size > self.config['max_request_size']:
            raise Errors.MessageSizeTooLargeError(
                "The message is %d bytes when serialized which is larger than"
                " the maximum request size you have configured with the"
                " max_request_size configuration" % size)
        if size > self.config['buffer_memory']:
            raise Errors.MessageSizeTooLargeError(
                "The message is %d bytes when serialized which is larger than"
                " the total memory buffer you have configured with the"
                " buffer_memory configuration." % size)

    def _wait_on_metadata(self, topic, max_wait):
        """
        Wait for cluster metadata including partitions for the given topic to
        be available.

        Arguments:
            topic (str): topic we want metadata for
            max_wait (float): maximum time in secs for waiting on the metadata

        Returns:
            set: partition ids for the topic

        Raises:
            TimeoutException: if partitions for topic were not obtained before
                specified max_wait timeout
        """
        # add topic to metadata topic list if it is not there already.
        self._sender.add_topic(topic)
        begin = time.time()
        elapsed = 0.0
        metadata_event = None
        while True:
            partitions = self._metadata.partitions_for_topic(topic)
            if partitions is not None:
                return partitions

            if not metadata_event:
                metadata_event = threading.Event()

            log.debug("Requesting metadata update for topic %s", topic)

            metadata_event.clear()
            future = self._metadata.request_update()
            future.add_both(lambda e, *args: e.set(), metadata_event)
            self._sender.wakeup()
            metadata_event.wait(max_wait - elapsed)
            elapsed = time.time() - begin
            if not metadata_event.is_set():
                raise Errors.KafkaTimeoutError(
                    "Failed to update metadata after %s secs.", max_wait)
            elif topic in self._metadata.unauthorized_topics:
                raise Errors.TopicAuthorizationFailedError(topic)
            else:
                log.debug("_wait_on_metadata woke after %s secs.", elapsed)

    def _serialize(self, f, topic, data):
        if not f:
            return data
        if isinstance(f, Serializer):
            return f.serialize(topic, data)
        return f(data)

    def _partition(self, topic, partition, key, value,
                   serialized_key, serialized_value):
        if partition is not None:
            assert partition >= 0
            assert partition in self._metadata.partitions_for_topic(topic), 'Unrecognized partition'
            return partition

        all_partitions = sorted(self._metadata.partitions_for_topic(topic))
        available = list(self._metadata.available_partitions_for_topic(topic))
        return self.config['partitioner'](serialized_key,
                                          all_partitions,
                                          available)

[docs]    def metrics(self, raw=False):
        """Warning: this is an unstable interface.
        It may change in future releases without warning"""
        if raw:
            return self._metrics.metrics

        metrics = {}
        for k, v in self._metrics.metrics.items():
            if k.group not in metrics:
                metrics[k.group] = {}
            if k.name not in metrics[k.group]:
                metrics[k.group][k.name] = {}
            metrics[k.group][k.name] = v.value()
        return metrics
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  Source code for kafka.producer.simple

from __future__ import absolute_import

from itertools import cycle
import logging
import random

from kafka.vendor.six.moves import xrange # pylint: disable=import-error

from .base import Producer


log = logging.getLogger(__name__)


[docs]class SimpleProducer(Producer):
    """A simple, round-robin producer.

    See Producer class for Base Arguments

    Additional Arguments:
        random_start (bool, optional): randomize the initial partition which
            the first message block will be published to, otherwise
            if false, the first message block will always publish
            to partition 0 before cycling through each partition,
            defaults to True.
    """
    def __init__(self, *args, **kwargs):
        self.partition_cycles = {}
        self.random_start = kwargs.pop('random_start', True)
        super(SimpleProducer, self).__init__(*args, **kwargs)

    def _next_partition(self, topic):
        if topic not in self.partition_cycles:
            if not self.client.has_metadata_for_topic(topic):
                self.client.ensure_topic_exists(topic)

            self.partition_cycles[topic] = cycle(self.client.get_partition_ids_for_topic(topic))

            # Randomize the initial partition that is returned
            if self.random_start:
                num_partitions = len(self.client.get_partition_ids_for_topic(topic))
                for _ in xrange(random.randint(0, num_partitions-1)):
                    next(self.partition_cycles[topic])

        return next(self.partition_cycles[topic])

[docs]    def send_messages(self, topic, *msg):
        partition = self._next_partition(topic)
        return super(SimpleProducer, self).send_messages(
            topic, partition, *msg
        )


    def __repr__(self):
        return '<SimpleProducer batch=%s>' % self.async
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kafka.protocol package



Submodules





kafka.protocol.abstract module



		
class kafka.protocol.abstract.AbstractType[source]


		Bases: object



		
decode(data)[source]


		






		
encode(value)[source]


		






		
classmethod repr(value)[source]


		














kafka.protocol.admin module



		
class kafka.protocol.admin.ApiVersionRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 18


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of ApiVersionResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>
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API_VERSION = 0
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class kafka.protocol.admin.DescribeGroupsRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct
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API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of DescribeGroupsResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.admin.DescribeGroupsResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 15


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.admin.ListGroupsRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 16


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of ListGroupsResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.admin.ListGroupsResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct
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API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.admin.SaslHandShakeRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 17


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE
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SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.admin.SaslHandShakeResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 17


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.api module



		
class kafka.protocol.api.RequestHeader(request, correlation_id=0, client_id='kafka-python')[source]


		Bases: kafka.protocol.struct.Struct



		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.commit module



		
class kafka.protocol.commit.GroupCoordinatorRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 10


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of GroupCoordinatorResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.commit.GroupCoordinatorResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 10


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.commit.OffsetCommitRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 8
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		Bases: kafka.protocol.struct.Struct



		
API_KEY = 8


		






		
API_VERSION = 1


		






		
RESPONSE_TYPE


		alias of OffsetCommitResponse_v1









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.commit.OffsetCommitRequest_v2(*args, **kwargs)[source]
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API_VERSION = 1
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class kafka.protocol.commit.OffsetFetchResponse_v0(*args, **kwargs)[source]
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class kafka.protocol.commit.OffsetFetchResponse_v1(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 9


		






		
API_VERSION = 1


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.fetch module



		
class kafka.protocol.fetch.FetchRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 1


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of FetchResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.fetch.FetchRequest_v1(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 1


		






		
API_VERSION = 1


		






		
RESPONSE_TYPE


		alias of FetchResponse_v1









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.fetch.FetchRequest_v2(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 1


		






		
API_VERSION = 2


		






		
RESPONSE_TYPE


		alias of FetchResponse_v2









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.fetch.FetchResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 1


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.fetch.FetchResponse_v1(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 1


		






		
API_VERSION = 1


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.fetch.FetchResponse_v2(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 1


		






		
API_VERSION = 2


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.group module



		
class kafka.protocol.group.HeartbeatRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 12


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of HeartbeatResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.HeartbeatResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 12


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.JoinGroupRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 11


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of JoinGroupResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		






		
UNKNOWN_MEMBER_ID = ''


		












		
class kafka.protocol.group.JoinGroupResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 11


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.LeaveGroupRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 13


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of LeaveGroupResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.LeaveGroupResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 13


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.MemberAssignment(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.ProtocolMetadata(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.SyncGroupRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 14


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of SyncGroupResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.group.SyncGroupResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 14


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.legacy module



		
class kafka.protocol.legacy.KafkaProtocol[source]


		Bases: object


Class to encapsulate all of the protocol encoding/decoding.
This class does not have any state associated with it, it is purely
for organization.



		
CONSUMER_METADATA_KEY = 10


		






		
FETCH_KEY = 1


		






		
METADATA_KEY = 3


		






		
OFFSET_COMMIT_KEY = 8


		






		
OFFSET_FETCH_KEY = 9


		






		
OFFSET_KEY = 2


		






		
PRODUCE_KEY = 0


		






		
classmethod decode_consumer_metadata_response(data)[source]


		Decode bytes to a ConsumerMetadataResponse






		Parameters:		data – bytes to decode














		
classmethod decode_fetch_response(response)[source]


		Decode FetchResponse struct to FetchResponsePayloads






		Parameters:		response – FetchResponse














		
classmethod decode_message_set(messages)[source]


		






		
classmethod decode_metadata_response(response)[source]


		






		
classmethod decode_offset_commit_response(response)[source]


		Decode OffsetCommitResponse to an OffsetCommitResponsePayload






		Parameters:		response – OffsetCommitResponse














		
classmethod decode_offset_fetch_response(response)[source]


		Decode OffsetFetchResponse to OffsetFetchResponsePayloads






		Parameters:		response – OffsetFetchResponse














		
classmethod decode_offset_response(response)[source]


		Decode OffsetResponse into OffsetResponsePayloads






		Parameters:		response – OffsetResponse







Returns: list of OffsetResponsePayloads









		
classmethod decode_produce_response(response)[source]


		Decode ProduceResponse to ProduceResponsePayload






		Parameters:		response – ProduceResponse







Return: list of ProduceResponsePayload









		
classmethod encode_consumer_metadata_request(client_id, correlation_id, payloads)[source]


		Encode a ConsumerMetadataRequest






		Parameters:		
		client_id – string


		correlation_id – int


		payloads – string (consumer group)




















		
classmethod encode_fetch_request(payloads=(), max_wait_time=100, min_bytes=4096)[source]


		Encodes a FetchRequest struct






		Parameters:		
		payloads – list of FetchRequestPayload


		max_wait_time (int, optional) – ms to block waiting for min_bytes
data. Defaults to 100.


		min_bytes (int, optional) – minimum bytes required to return before
max_wait_time. Defaults to 4096.













Return: FetchRequest









		
classmethod encode_metadata_request(topics=(), payloads=None)[source]


		Encode a MetadataRequest






		Parameters:		topics – list of strings














		
classmethod encode_offset_commit_request(group, payloads)[source]


		Encode an OffsetCommitRequest struct






		Parameters:		
		group – string, the consumer group you are committing offsets for


		payloads – list of OffsetCommitRequestPayload




















		
classmethod encode_offset_fetch_request(group, payloads, from_kafka=False)[source]


		Encode an OffsetFetchRequest struct. The request is encoded using
version 0 if from_kafka is false, indicating a request for Zookeeper
offsets. It is encoded using version 1 otherwise, indicating a request
for Kafka offsets.






		Parameters:		
		group – string, the consumer group you are fetching offsets for


		payloads – list of OffsetFetchRequestPayload


		from_kafka – bool, default False, set True for Kafka-committed offsets




















		
classmethod encode_offset_request(payloads=())[source]


		






		
classmethod encode_produce_request(payloads=(), acks=1, timeout=1000)[source]


		Encode a ProduceRequest struct






		Parameters:		
		payloads – list of ProduceRequestPayload


		acks – How “acky” you want the request to be
1: written to disk by the leader
0: immediate response
-1: waits for all replicas to be in sync


		timeout – Maximum time (in ms) the server will wait for replica acks.
This is _not_ a socket timeout













Returns: ProduceRequest















		
kafka.protocol.legacy.create_gzip_message(payloads, key=None, compresslevel=None)[source]


		Construct a Gzipped Message containing multiple Messages


The given payloads will be encoded, compressed, and sent as a single atomic
message to Kafka.






		Parameters:		
		payloads – list(bytes), a list of payload to send be sent to Kafka


		key – bytes, a key used for partition routing (optional)




















		
kafka.protocol.legacy.create_message(payload, key=None)[source]


		Construct a Message






		Parameters:		
		payload – bytes, the payload to send to Kafka


		key – bytes, a key used for partition routing (optional)




















		
kafka.protocol.legacy.create_message_set(messages, codec=0, key=None, compresslevel=None)[source]


		Create a message set using the given codec.


If codec is CODEC_NONE, return a list of raw Kafka messages. Otherwise,
return a list containing a single codec-encoded message.









		
kafka.protocol.legacy.create_snappy_message(payloads, key=None)[source]


		Construct a Snappy Message containing multiple Messages


The given payloads will be encoded, compressed, and sent as a single atomic
message to Kafka.






		Parameters:		
		payloads – list(bytes), a list of payload to send be sent to Kafka


		key – bytes, a key used for partition routing (optional)






















kafka.protocol.message module



		
class kafka.protocol.message.Message(value, key=None, magic=0, attributes=0, crc=0, timestamp=None)[source]


		Bases: kafka.protocol.struct.Struct



		
CODEC_GZIP = 1


		






		
CODEC_LZ4 = 3


		






		
CODEC_MASK = 7


		






		
CODEC_SNAPPY = 2


		






		
HEADER_SIZE = 22


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		






		
SCHEMAS = [<kafka.protocol.types.Schema object at 0x7f5dbfcecb50>, <kafka.protocol.types.Schema object at 0x7f5dbfcecbd0>]


		






		
TIMESTAMP_TYPE_MASK = 8


		






		
classmethod decode(data)[source]


		






		
decompress()[source]


		






		
is_compressed()[source]


		






		
timestamp_type


		0 for CreateTime; 1 for LogAppendTime; None if unsupported.


Value is determined by broker; produced messages should always set to 0
Requires Kafka >= 0.10 / message version >= 1









		
validate_crc()[source]


		












		
class kafka.protocol.message.MessageSet[source]


		Bases: kafka.protocol.abstract.AbstractType



		
HEADER_SIZE = 12


		






		
ITEM = <kafka.protocol.types.Schema object>


		






		
classmethod decode(data, bytes_to_read=None)[source]


		Compressed messages should pass in bytes_to_read (via message size)
otherwise, we decode from data as Int32









		
classmethod encode(items)[source]


		






		
classmethod repr(messages)[source]


		












		
class kafka.protocol.message.PartialMessage[source]


		Bases: str











kafka.protocol.metadata module



		
class kafka.protocol.metadata.MetadataRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 3


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of MetadataResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.metadata.MetadataRequest_v1(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 3


		






		
API_VERSION = 1


		






		
RESPONSE_TYPE


		alias of MetadataResponse_v1









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.metadata.MetadataResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 3


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.metadata.MetadataResponse_v1(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 3


		






		
API_VERSION = 1


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.offset module



		
class kafka.protocol.offset.OffsetRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 2


		






		
API_VERSION = 0


		






		
DEFAULTS = {'replica_id': -1}


		






		
RESPONSE_TYPE


		alias of OffsetResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.offset.OffsetResetStrategy[source]


		Bases: object



		
EARLIEST = -2


		






		
LATEST = -1


		






		
NONE = 0


		












		
class kafka.protocol.offset.OffsetResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 2


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.pickle module





kafka.protocol.produce module



		
class kafka.protocol.produce.ProduceRequest_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 0


		






		
API_VERSION = 0


		






		
RESPONSE_TYPE


		alias of ProduceResponse_v0









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.produce.ProduceRequest_v1(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 0


		






		
API_VERSION = 1


		






		
RESPONSE_TYPE


		alias of ProduceResponse_v1









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.produce.ProduceRequest_v2(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 0


		






		
API_VERSION = 2


		






		
RESPONSE_TYPE


		alias of ProduceResponse_v2









		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.produce.ProduceResponse_v0(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 0


		






		
API_VERSION = 0


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.produce.ProduceResponse_v1(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 0


		






		
API_VERSION = 1


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		












		
class kafka.protocol.produce.ProduceResponse_v2(*args, **kwargs)[source]


		Bases: kafka.protocol.struct.Struct



		
API_KEY = 0


		






		
API_VERSION = 2


		






		
SCHEMA = <kafka.protocol.types.Schema object>


		














kafka.protocol.struct module



		
class kafka.protocol.struct.Struct(*args, **kwargs)[source]


		Bases: kafka.protocol.abstract.AbstractType



		
SCHEMA = <kafka.protocol.types.Schema object>


		






		
classmethod decode(data)[source]


		






		
classmethod encode(item)[source]


		














kafka.protocol.types module



		
class kafka.protocol.types.Array(*array_of)[source]


		Bases: kafka.protocol.abstract.AbstractType



		
decode(data)[source]


		






		
encode(items)[source]


		






		
repr(list_of_items)[source]


		












		
class kafka.protocol.types.Boolean[source]


		Bases: kafka.protocol.abstract.AbstractType



		
classmethod decode(data)[source]


		






		
classmethod encode(value)[source]


		












		
class kafka.protocol.types.Bytes[source]


		Bases: kafka.protocol.abstract.AbstractType



		
classmethod decode(data)[source]


		






		
classmethod encode(value)[source]


		












		
class kafka.protocol.types.Int16[source]


		Bases: kafka.protocol.abstract.AbstractType



		
classmethod decode(data)[source]


		






		
classmethod encode(value)[source]


		












		
class kafka.protocol.types.Int32[source]


		Bases: kafka.protocol.abstract.AbstractType



		
classmethod decode(data)[source]


		






		
classmethod encode(value)[source]


		












		
class kafka.protocol.types.Int64[source]


		Bases: kafka.protocol.abstract.AbstractType



		
classmethod decode(data)[source]


		






		
classmethod encode(value)[source]


		












		
class kafka.protocol.types.Int8[source]


		Bases: kafka.protocol.abstract.AbstractType



		
classmethod decode(data)[source]


		






		
classmethod encode(value)[source]


		












		
class kafka.protocol.types.Schema(*fields)[source]


		Bases: kafka.protocol.abstract.AbstractType



		
decode(data)[source]


		






		
encode(item)[source]


		






		
repr(value)[source]


		












		
class kafka.protocol.types.String(encoding='utf-8')[source]


		Bases: kafka.protocol.abstract.AbstractType



		
decode(data)[source]


		






		
encode(value)[source]


		














Module contents








          

      

      

    


    
        © Copyright 2016 -- Dana Powers, David Arthur, and Contributors.
      Created using Sphinx 1.3.5.
    

  

apidoc/kafka.html


    
      Navigation


      
        		
          index


        		
          modules |


        		kafka-python 1.3.2 documentation »

 
      


    


    
      
          
            
  
kafka package



Subpackages




		kafka.consumer package
		Submodules


		kafka.consumer.base module


		kafka.consumer.kafka module


		kafka.consumer.multiprocess module


		kafka.consumer.simple module


		Module contents








		kafka.partitioner package
		Submodules


		kafka.partitioner.base module


		kafka.partitioner.hashed module


		kafka.partitioner.roundrobin module


		Module contents








		kafka.producer package
		Submodules


		kafka.producer.base module


		kafka.producer.keyed module


		kafka.producer.simple module


		Module contents
















Submodules





kafka.client module



		
class kafka.client.SimpleClient(hosts, client_id='kafka-python', timeout=120, correlation_id=0)[source]


		Bases: object



		
CLIENT_ID = 'kafka-python'


		






		
DEFAULT_SOCKET_TIMEOUT_SECONDS = 120


		






		
close()[source]


		






		
copy()[source]


		Create an inactive copy of the client object, suitable for passing
to a separate thread.


Note that the copied connections are not initialized, so reinit() must
be called on the returned copy.









		
ensure_topic_exists(topic, timeout=30)[source]


		






		
get_partition_ids_for_topic(topic)[source]


		






		
has_metadata_for_topic(topic)[source]


		






		
load_metadata_for_topics(*topics, **kwargs)[source]


		Fetch broker and topic-partition metadata from the server.


Updates internal data: broker list, topic/partition list, and
topic/parition -> broker map. This method should be called after
receiving any error.


Note: Exceptions will not be raised in a full refresh (i.e. no topic
list). In this case, error codes will be logged as errors.
Partition-level errors will also not be raised here (a single partition
w/o a leader, for example).






		Parameters:		
		*topics (optional) – If a list of topics is provided,
the metadata refresh will be limited to the specified topics
only.


		ignore_leadernotavailable (bool) – suppress LeaderNotAvailableError
so that metadata is loaded correctly during auto-create.
Default: False.









		Raises:		
		UnknownTopicOrPartitionError –
Raised for topics that do not exist,
unless the broker is configured to auto-create topics.


		LeaderNotAvailableError –
Raised for topics that do not exist yet,
when the broker is configured to auto-create topics. Retry
after a short backoff (topics/partitions are initializing).




















		
reinit()[source]


		






		
reset_all_metadata()[source]


		






		
reset_topic_metadata(*topics)[source]


		






		
send_consumer_metadata_request(payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_fetch_request(payloads=[], fail_on_error=True, callback=None, max_wait_time=100, min_bytes=4096)[source]


		Encode and send a FetchRequest


Payloads are grouped by topic and partition so they can be pipelined
to the same brokers.









		
send_metadata_request(payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_commit_request(group, payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_fetch_request(group, payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_fetch_request_kafka(group, payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_request(payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_produce_request(payloads=[], acks=1, timeout=1000, fail_on_error=True, callback=None)[source]


		Encode and send some ProduceRequests


ProduceRequests will be grouped by (topic, partition) and then
sent to a specific broker. Output is a list of responses in the
same order as the list of payloads specified






		Parameters:		
		payloads (list of ProduceRequest) – produce requests to send to kafka
ProduceRequest payloads must not contain duplicates for any
topic-partition.


		acks (int, optional) – how many acks the servers should receive from replica
brokers before responding to the request. If it is 0, the server
will not send any response. If it is 1, the server will wait
until the data is written to the local log before sending a
response.  If it is -1, the server will wait until the message
is committed by all in-sync replicas before sending a response.
For any value > 1, the server will wait for this number of acks to
occur (but the server will never wait for more acknowledgements than
there are in-sync replicas). defaults to 1.


		timeout (int, optional) – maximum time in milliseconds the server can
await the receipt of the number of acks, defaults to 1000.


		fail_on_error (bool, optional) – raise exceptions on connection and
server response errors, defaults to True.


		callback (function, optional) – instead of returning the ProduceResponse,
first pass it through this function, defaults to None.









		Returns:		list of ProduceResponses, or callback results if supplied, in the
order of input payloads

















		
topics


		














kafka.codec module



		
kafka.codec.gzip_decode(payload)[source]


		






		
kafka.codec.gzip_encode(payload, compresslevel=None)[source]


		






		
kafka.codec.has_gzip()[source]


		






		
kafka.codec.has_lz4()[source]


		






		
kafka.codec.has_snappy()[source]


		






		
kafka.codec.lz4_decode(payload)[source]


		Decode payload using interoperable LZ4 framing. Requires Kafka >= 0.10









		
kafka.codec.lz4_decode_old_kafka(payload)[source]


		






		
kafka.codec.lz4_encode(payload)[source]


		Encode payload using interoperable LZ4 framing. Requires Kafka >= 0.10









		
kafka.codec.lz4_encode_old_kafka(payload)[source]


		Encode payload for 0.8/0.9 brokers – requires an incorrect header checksum.









		
kafka.codec.snappy_decode(payload)[source]


		






		
kafka.codec.snappy_encode(payload, xerial_compatible=True, xerial_blocksize=32768)[source]


		Encodes the given data with snappy compression.


If xerial_compatible is set then the stream is encoded in a fashion
compatible with the xerial snappy library.


The block size (xerial_blocksize) controls how frequent the blocking occurs
32k is the default in the xerial library.


The format winds up being:












		Header
		Block1 len
		Block1 data
		Blockn len
		Blockn data



		16 bytes
		BE int32
		snappy bytes
		BE int32
		snappy bytes











It is important to note that the blocksize is the amount of uncompressed
data presented to snappy at each block, whereas the blocklen is the number
of bytes that will be present in the stream; so the length will always be
<= blocksize.











kafka.common module





kafka.conn module



		
class kafka.conn.BrokerConnection(host, port, afi, **configs)[source]


		Bases: object



		
DEFAULT_CONFIG = {'reconnect_backoff_ms': 50, 'ssl_check_hostname': True, 'sasl_mechanism': 'PLAIN', 'receive_buffer_bytes': None, 'sasl_plain_password': None, 'ssl_password': None, 'sasl_plain_username': None, 'ssl_cafile': None, 'request_timeout_ms': 40000, 'ssl_keyfile': None, 'max_in_flight_requests_per_connection': 5, 'api_version': (0, 8, 2), 'ssl_certfile': None, 'send_buffer_bytes': None, 'ssl_crlfile': None, 'ssl_context': None, 'metrics': None, 'node_id': 0, 'client_id': 'kafka-python-1.3.2', 'metric_group_prefix': '', 'security_protocol': 'PLAINTEXT', 'socket_options': [(6, 1, 1)], 'state_change_callback': <function <lambda> at 0x7f5dbfc8ac80>}


		






		
SASL_MECHANISMS = ('PLAIN',)


		






		
blacked_out()[source]


		Return true if we are disconnected from the given node and can’t
re-establish a connection yet









		
can_send_more()[source]


		Return True unless there are max_in_flight_requests_per_connection.









		
check_version(timeout=2, strict=False)[source]


		Attempt to guess the broker version.


Note: This is a blocking call.


Returns: version tuple, i.e. (0, 10), (0, 9), (0, 8, 2), ...









		
close(error=None)[source]


		Close socket and fail all in-flight-requests.






		Parameters:		error (Exception, optional) – pending in-flight-requests
will be failed with this exception.
Default: kafka.errors.ConnectionError.














		
connect()[source]


		Attempt to connect and return ConnectionState









		
connected()[source]


		Return True iff socket is connected.









		
connecting()[source]


		Returns True if still connecting (this may encompass several
different states, such as SSL handshake, authorization, etc).









		
disconnected()[source]


		Return True iff socket is closed









		
recv()[source]


		Non-blocking network receive.


Return response if available









		
requests_timed_out()[source]


		






		
send(request, expect_response=True)[source]


		send request, return Future()


Can block on network if request is larger than send_buffer_bytes















		
class kafka.conn.BrokerConnectionMetrics(metrics, metric_group_prefix, node_id)[source]


		Bases: object









		
class kafka.conn.ConnectionStates[source]


		Bases: object



		
AUTHENTICATING = '<authenticating>'


		






		
CONNECTED = '<connected>'


		






		
CONNECTING = '<connecting>'


		






		
DISCONNECTED = '<disconnected>'


		






		
DISCONNECTING = '<disconnecting>'


		






		
HANDSHAKE = '<handshake>'


		












		
class kafka.conn.InFlightRequest(request, response_type, correlation_id, future, timestamp)


		Bases: tuple



		
__getnewargs__()


		Return self as a plain tuple.  Used by copy and pickle.









		
__getstate__()


		Exclude the OrderedDict from pickling









		
__repr__()


		Return a nicely formatted representation string









		
correlation_id


		Alias for field number 2









		
future


		Alias for field number 3









		
request


		Alias for field number 0









		
response_type


		Alias for field number 1









		
timestamp


		Alias for field number 4















		
kafka.conn.collect_hosts(hosts, randomize=True)[source]


		Collects a comma-separated set of hosts (host:port) and optionally
randomize the returned list.









		
kafka.conn.get_ip_port_afi(host_and_port_str)[source]


		Parse the IP and port from a string in the format of:




		host_or_ip          <- Can be either IPv4 address literal or hostname/fqdn


		host_or_ipv4:port   <- Can be either IPv4 address literal or hostname/fqdn


		[host_or_ip]        <- IPv6 address literal


		[host_or_ip]:port.  <- IPv6 address literal










Note


IPv6 address literals with ports must be enclosed in brackets





Note


If the port is not specified, default will be returned.








		Returns:		tuple (host, port, afi), afi will be socket.AF_INET or socket.AF_INET6 or socket.AF_UNSPEC
















kafka.context module


Context manager to commit/rollback consumer offsets.



		
class kafka.context.OffsetCommitContext(consumer)[source]


		Bases: object


Provides commit/rollback semantics around a SimpleConsumer.


Usage assumes that auto_commit is disabled, that messages are consumed in
batches, and that the consuming process will record its own successful
processing of each message. Both the commit and rollback operations respect
a “high-water mark” to ensure that last unsuccessfully processed message
will be retried.


Example:


consumer = SimpleConsumer(client, group, topic, auto_commit=False)
consumer.provide_partition_info()
consumer.fetch_last_known_offsets()

while some_condition:
    with OffsetCommitContext(consumer) as context:
        messages = consumer.get_messages(count, block=False)

        for partition, message in messages:
            if can_process(message):
                context.mark(partition, message.offset)
            else:
                break

        if not context:
            sleep(delay)






These semantics allow for deferred message processing (e.g. if can_process
compares message time to clock time) and for repeated processing of the last
unsuccessful message (until some external error is resolved).



		
__enter__()[source]


		Start a new context:




		Record the initial offsets for rollback


		Reset the high-water mark
















		
__exit__(exc_type, exc_value, traceback)[source]


		End a context.




		If there was no exception, commit up to the current high-water mark.


		If there was an offset of range error, attempt to find the correct
initial offset.


		If there was any other error, roll back to the initial offsets.
















		
__nonzero__()[source]


		Return whether any operations were marked in the context.









		
commit()[source]


		Commit this context’s offsets:




		If the high-water mark has moved, commit up to and position the
consumer at the high-water mark.


		Otherwise, reset to the consumer to the initial offsets.
















		
commit_partition_offsets(partition_offsets)[source]


		Commit explicit partition/offset pairs.









		
handle_out_of_range()[source]


		Handle out of range condition by seeking to the beginning of valid
ranges.


This assumes that an out of range doesn’t happen by seeking past the end
of valid ranges – which is far less likely.









		
mark(partition, offset)[source]


		Set the high-water mark in the current context.


In order to know the current partition, it is helpful to initialize
the consumer to provide partition info via:


consumer.provide_partition_info()













		
rollback()[source]


		Rollback this context:




		Position the consumer at the initial offsets.
















		
update_consumer_offsets(partition_offsets)[source]


		Update consumer offsets to explicit positions.

















kafka.protocol module





kafka.util module



		
class kafka.util.ReentrantTimer(t, fn, *args, **kwargs)[source]


		Bases: object


A timer that can be restarted, unlike threading.Timer
(although this uses threading.Timer)






		Parameters:		
		t – timer interval in milliseconds


		fn – a callable to invoke


		args – tuple of args to be passed to function


		kwargs – keyword arguments to be passed to function














		
start()[source]


		






		
stop()[source]


		












		
class kafka.util.WeakMethod(object_dot_method)[source]


		Bases: object


Callable that weakly references a method and the object it is bound to. It
is based on http://stackoverflow.com/a/24287465.






		Parameters:		object_dot_method – A bound instance method (i.e. ‘object.method’).








		
__call__(*args, **kwargs)[source]


		Calls the method on target with args and kwargs.















		
kafka.util.crc32(data)[source]


		






		
kafka.util.group_by_topic_and_partition(tuples)[source]


		






		
kafka.util.read_int_string(data, cur)[source]


		






		
kafka.util.read_short_string(data, cur)[source]


		






		
kafka.util.relative_unpack(fmt, data, cur)[source]


		






		
kafka.util.try_method_on_system_exit(obj, method, *args, **kwargs)[source]


		






		
kafka.util.write_int_string(s)[source]


		






		
kafka.util.write_short_string(s)[source]


		








Module contents



		
class kafka.KafkaConsumer(*topics, **configs)[source]


		Bases: kafka.vendor.six.Iterator


Consume records from a Kafka cluster.


The consumer will transparently handle the failure of servers in the Kafka
cluster, and adapt as topic-partitions are created or migrate between
brokers. It also interacts with the assigned kafka Group Coordinator node
to allow multiple consumers to load balance consumption of topics (requires
kafka >= 0.9.0.0).






		Parameters:		*topics (str) – optional list of topics to subscribe to. If not set,
call subscribe() or assign() before consuming records.






		Keyword Arguments:


		 		
		bootstrap_servers –
‘host[:port]’ string (or list of ‘host[:port]’
strings) that the consumer should contact to bootstrap initial
cluster metadata. This does not have to be the full node list.
It just needs to have at least one broker that will respond to a
Metadata API Request. Default port is 9092. If no servers are
specified, will default to localhost:9092.





		client_id (str) –
a name for this client. This string is passed in
each request to servers and can be used to identify specific
server-side log entries that correspond to this client. Also
submitted to GroupCoordinator for logging with respect to
consumer group administration. Default: ‘kafka-python-{version}’





		group_id (str or None) –
name of the consumer group to join for dynamic
partition assignment (if enabled), and to use for fetching and
committing offsets. If None, auto-partition assignment (via
group coordinator) and offset commits are disabled.
Default: ‘kafka-python-default-group’





		key_deserializer (callable) –
Any callable that takes a
raw message key and returns a deserialized key.





		value_deserializer (callable) –
Any callable that takes a
raw message value and returns a deserialized value.





		fetch_min_bytes (int) –
Minimum amount of data the server should
return for a fetch request, otherwise wait up to
fetch_max_wait_ms for more data to accumulate. Default: 1.





		fetch_max_wait_ms (int) –
The maximum amount of time in milliseconds
the server will block before answering the fetch request if
there isn’t sufficient data to immediately satisfy the
requirement given by fetch_min_bytes. Default: 500.





		max_partition_fetch_bytes (int) –
The maximum amount of data
per-partition the server will return. The maximum total memory
used for a request = #partitions * max_partition_fetch_bytes.
This size must be at least as large as the maximum message size
the server allows or else it is possible for the producer to
send messages larger than the consumer can fetch. If that
happens, the consumer can get stuck trying to fetch a large
message on a certain partition. Default: 1048576.





		request_timeout_ms (int) –
Client request timeout in milliseconds.
Default: 40000.





		retry_backoff_ms (int) –
Milliseconds to backoff when retrying on
errors. Default: 100.





		reconnect_backoff_ms (int) –
The amount of time in milliseconds to
wait before attempting to reconnect to a given host.
Default: 50.





		max_in_flight_requests_per_connection (int) –
Requests are pipelined
to kafka brokers up to this number of maximum requests per
broker connection. Default: 5.





		auto_offset_reset (str) –
A policy for resetting offsets on
OffsetOutOfRange errors: ‘earliest’ will move to the oldest
available message, ‘latest’ will move to the most recent. Any
other value will raise the exception. Default: ‘latest’.





		enable_auto_commit (bool) –
If true the consumer’s offset will be
periodically committed in the background. Default: True.





		auto_commit_interval_ms (int) –
milliseconds between automatic
offset commits, if enable_auto_commit is True. Default: 5000.





		default_offset_commit_callback (callable) –
called as
callback(offsets, response) response will be either an Exception
or a OffsetCommitResponse struct. This callback can be used to
trigger custom actions when a commit request completes.





		check_crcs (bool) –
Automatically check the CRC32 of the records
consumed. This ensures no on-the-wire or on-disk corruption to
the messages occurred. This check adds some overhead, so it may
be disabled in cases seeking extreme performance. Default: True





		metadata_max_age_ms (int) –
The period of time in milliseconds after
which we force a refresh of metadata even if we haven’t seen any
partition leadership changes to proactively discover any new
brokers or partitions. Default: 300000





		partition_assignment_strategy (list) –
List of objects to use to
distribute partition ownership amongst consumer instances when
group management is used.
Default: [RangePartitionAssignor, RoundRobinPartitionAssignor]





		heartbeat_interval_ms (int) –
The expected time in milliseconds
between heartbeats to the consumer coordinator when using
Kafka’s group management feature. Heartbeats are used to ensure
that the consumer’s session stays active and to facilitate
rebalancing when new consumers join or leave the group. The
value must be set lower than session_timeout_ms, but typically
should be set no higher than 1/3 of that value. It can be
adjusted even lower to control the expected time for normal
rebalances. Default: 3000





		session_timeout_ms (int) –
The timeout used to detect failures when
using Kafka’s group managementment facilities. Default: 30000





		max_poll_records (int) –
The maximum number of records returned in a
single call to poll().





		receive_buffer_bytes (int) –
The size of the TCP receive buffer
(SO_RCVBUF) to use when reading data. Default: None (relies on
system defaults). The java client defaults to 32768.





		send_buffer_bytes (int) –
The size of the TCP send buffer
(SO_SNDBUF) to use when sending data. Default: None (relies on
system defaults). The java client defaults to 131072.





		socket_options (list) –
List of tuple-arguments to socket.setsockopt
to apply to broker connection sockets. Default:
[(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]





		consumer_timeout_ms (int) –
number of milliseconds to block during
message iteration before raising StopIteration (i.e., ending the
iterator). Default block forever [float(‘inf’)].





		skip_double_compressed_messages (bool) –
A bug in KafkaProducer <= 1.2.4
caused some messages to be corrupted via double-compression.
By default, the fetcher will return these messages as a compressed
blob of bytes with a single offset, i.e. how the message was
actually published to the cluster. If you prefer to have the
fetcher automatically detect corrupt messages and skip them,
set this option to True. Default: False.





		security_protocol (str) –
Protocol used to communicate with brokers.
Valid values are: PLAINTEXT, SSL. Default: PLAINTEXT.





		ssl_context (ssl.SSLContext) –
pre-configured SSLContext for wrapping
socket connections. If provided, all other ssl_* configurations
will be ignored. Default: None.





		ssl_check_hostname (bool) –
flag to configure whether ssl handshake
should verify that the certificate matches the brokers hostname.
default: true.





		ssl_cafile (str) –
optional filename of ca file to use in certificate
verification. default: none.





		ssl_certfile (str) –
optional filename of file in pem format containing
the client certificate, as well as any ca certificates needed to
establish the certificate’s authenticity. default: none.





		ssl_keyfile (str) –
optional filename containing the client private key.
default: none.





		ssl_password (str) –
optional password to be used when loading the
certificate chain. default: None.





		ssl_crlfile (str) –
optional filename containing the CRL to check for
certificate expiration. By default, no CRL check is done. When
providing a file, only the leaf certificate will be checked against
this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
default: none.





		api_version (tuple) –
specify which kafka API version to use.
If set to None, the client will attempt to infer the broker version
by probing various APIs. Default: None
.. rubric:: Examples



		(0, 9) enables full group coordination features with automatic


		partition assignment and rebalancing,





		(0, 8, 2) enables kafka-storage offset commits with manual


		partition assignment only,





		(0, 8, 1) enables zookeeper-storage offset commits with manual


		partition assignment only,





		(0, 8, 0) enables basic functionality but requires manual


		partition assignment and offset management.








For a full list of supported versions, see KafkaClient.API_VERSIONS





		api_version_auto_timeout_ms (int) –
number of milliseconds to throw a
timeout exception from the constructor when checking the broker
api version. Only applies if api_version set to ‘auto’





		metric_reporters (list) –
A list of classes to use as metrics reporters.
Implementing the AbstractMetricsReporter interface allows plugging
in classes that will be notified of new metric creation. Default: []





		metrics_num_samples (int) –
The number of samples maintained to compute
metrics. Default: 2





		metrics_sample_window_ms (int) –
The maximum age in milliseconds of
samples used to compute metrics. Default: 30000





		selector (selectors.BaseSelector) –
Provide a specific selector
implementation to use for I/O multiplexing.
Default: selectors.DefaultSelector





		exclude_internal_topics (bool) –
Whether records from internal topics
(such as offsets) should be exposed to the consumer. If set to True
the only way to receive records from an internal topic is
subscribing to it. Requires 0.10+ Default: True





		sasl_mechanism (str) –
string picking sasl mechanism when security_protocol
is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
Default: None





		sasl_plain_username (str) –
username for sasl PLAIN authentication.
Default: None





		sasl_plain_password (str) –
password for sasl PLAIN authentication.
Default: None

















Note


Configuration parameters are described in more detail at
https://kafka.apache.org/0100/configuration.html#newconsumerconfigs





		
DEFAULT_CONFIG = {'reconnect_backoff_ms': 50, 'ssl_check_hostname': True, 'sasl_mechanism': None, 'partition_assignment_strategy': (<class 'kafka.coordinator.assignors.range.RangePartitionAssignor'>, <class 'kafka.coordinator.assignors.roundrobin.RoundRobinPartitionAssignor'>), 'bootstrap_servers': 'localhost', 'sasl_plain_password': None, 'ssl_password': None, 'ssl_cafile': None, 'request_timeout_ms': 40000, 'enable_auto_commit': True, 'heartbeat_interval_ms': 3000, 'ssl_keyfile': None, 'max_in_flight_requests_per_connection': 5, 'max_poll_records': 9223372036854775807, 'selector': <class 'kafka.vendor.selectors34.EpollSelector'>, 'client_id': 'kafka-python-1.3.2', 'connections_max_idle_ms': 540000, 'security_protocol': 'PLAINTEXT', 'group_id': 'kafka-python-default-group', 'fetch_min_bytes': 1, 'skip_double_compressed_messages': False, 'receive_buffer_bytes': None, 'auto_offset_reset': 'latest', 'consumer_timeout_ms': inf, 'exclude_internal_topics': True, 'sasl_plain_username': None, 'default_offset_commit_callback': <function <lambda> at 0x7f5dbfbd9758>, 'metric_reporters': [], 'api_version': None, 'ssl_certfile': None, 'api_version_auto_timeout_ms': 2000, 'metadata_max_age_ms': 300000, 'key_deserializer': None, 'send_buffer_bytes': None, 'ssl_crlfile': None, 'max_partition_fetch_bytes': 1048576, 'ssl_context': None, 'check_crcs': True, 'metrics_num_samples': 2, 'metric_group_prefix': 'consumer', 'session_timeout_ms': 30000, 'auto_commit_interval_ms': 5000, 'retry_backoff_ms': 100, 'metrics_sample_window_ms': 30000, 'value_deserializer': None, 'socket_options': [(6, 1, 1)], 'fetch_max_wait_ms': 500}


		






		
assign(partitions)[source]


		Manually assign a list of TopicPartitions to this consumer.






		Parameters:		partitions (list of TopicPartition) – assignment for this instance.



		Raises:		IllegalStateError –
if consumer has already called subscribe()








Warning


It is not possible to use both manual partition assignment with
assign() and group assignment with subscribe().





Note


This interface does not support incremental assignment and will
replace the previous assignment (if there was one).





Note


Manual topic assignment through this method does not use the
consumer’s group management functionality. As such, there will be
no rebalance operation triggered when group membership or cluster
and topic metadata change.











		
assignment()[source]


		Get the TopicPartitions currently assigned to this consumer.


If partitions were directly assigned using assign(), then this will
simply return the same partitions that were previously assigned.
If topics were subscribed using subscribe(), then this will give the
set of topic partitions currently assigned to the consumer (which may
be none if the assignment hasn’t happened yet, or if the partitions are
in the process of being reassigned).






		Returns:		{TopicPartition, ...}



		Return type:		set














		
close()[source]


		Close the consumer, waiting indefinitely for any needed cleanup.









		
commit(offsets=None)[source]


		Commit offsets to kafka, blocking until success or error


This commits offsets only to Kafka. The offsets committed using this API
will be used on the first fetch after every rebalance and also on
startup. As such, if you need to store offsets in anything other than
Kafka, this API should not be used. To avoid re-processing the last
message read if a consumer is restarted, the committed offset should be
the next message your application should consume, i.e.: last_offset + 1.


Blocks until either the commit succeeds or an unrecoverable error is
encountered (in which case it is thrown to the caller).


Currently only supports kafka-topic offset storage (not zookeeper)






		Parameters:		offsets (dict, optional) – {TopicPartition: OffsetAndMetadata} dict
to commit with the configured group_id. Defaults to current
consumed offsets for all subscribed partitions.














		
commit_async(offsets=None, callback=None)[source]


		Commit offsets to kafka asynchronously, optionally firing callback


This commits offsets only to Kafka. The offsets committed using this API
will be used on the first fetch after every rebalance and also on
startup. As such, if you need to store offsets in anything other than
Kafka, this API should not be used. To avoid re-processing the last
message read if a consumer is restarted, the committed offset should be
the next message your application should consume, i.e.: last_offset + 1.


This is an asynchronous call and will not block. Any errors encountered
are either passed to the callback (if provided) or discarded.






		Parameters:		
		offsets (dict, optional) – {TopicPartition: OffsetAndMetadata} dict
to commit with the configured group_id. Defaults to current
consumed offsets for all subscribed partitions.


		callback (callable, optional) – called as callback(offsets, response)
with response as either an Exception or a OffsetCommitResponse
struct. This callback can be used to trigger custom actions when
a commit request completes.









		Returns:		kafka.future.Future

















		
committed(partition)[source]


		Get the last committed offset for the given partition


This offset will be used as the position for the consumer
in the event of a failure.


This call may block to do a remote call if the partition in question
isn’t assigned to this consumer or if the consumer hasn’t yet
initialized its cache of committed offsets.






		Parameters:		partition (TopicPartition) – the partition to check



		Returns:		The last committed offset, or None if there was no prior commit.














		
configure(**configs)[source]


		






		
fetch_messages()[source]


		






		
get_partition_offsets(topic, partition, request_time_ms, max_num_offsets)[source]


		






		
highwater(partition)[source]


		Last known highwater offset for a partition


A highwater offset is the offset that will be assigned to the next
message that is produced. It may be useful for calculating lag, by
comparing with the reported position. Note that both position and
highwater refer to the next offset – i.e., highwater offset is
one greater than the newest available message.


Highwater offsets are returned in FetchResponse messages, so will
not be available if no FetchRequests have been sent for this partition
yet.






		Parameters:		partition (TopicPartition) – partition to check



		Returns:		offset if available



		Return type:		int or None














		
metrics(raw=False)[source]


		Warning: this is an unstable interface.
It may change in future releases without warning









		
offsets(group=None)[source]


		






		
partitions_for_topic(topic)[source]


		Get metadata about the partitions for a given topic.






		Parameters:		topic (str) – topic to check



		Returns:		partition ids



		Return type:		set














		
pause(*partitions)[source]


		Suspend fetching from the requested partitions.


Future calls to poll() will not return any records from these partitions
until they have been resumed using resume(). Note that this method does
not affect partition subscription. In particular, it does not cause a
group rebalance when automatic assignment is used.






		Parameters:		*partitions (TopicPartition) – partitions to pause














		
paused()[source]


		Get the partitions that were previously paused by a call to pause().






		Returns:		{partition (TopicPartition), ...}



		Return type:		set














		
poll(timeout_ms=0, max_records=None)[source]


		Fetch data from assigned topics / partitions.


Records are fetched and returned in batches by topic-partition.
On each poll, consumer will try to use the last consumed offset as the
starting offset and fetch sequentially. The last consumed offset can be
manually set through seek(partition, offset) or automatically set as
the last committed offset for the subscribed list of partitions.


Incompatible with iterator interface – use one or the other, not both.






		Parameters:		
		timeout_ms (int, optional) – milliseconds spent waiting in poll if
data is not available in the buffer. If 0, returns immediately
with any records that are available currently in the buffer,
else returns empty. Must not be negative. Default: 0


		max_records (int, optional) – The maximum number of records returned
in a single call to poll(). Default: Inherit value from
max_poll_records.









		Returns:		topic to list of records since the last fetch for the
subscribed list of topics and partitions






		Return type:		dict

















		
position(partition)[source]


		Get the offset of the next record that will be fetched






		Parameters:		partition (TopicPartition) – partition to check



		Returns:		offset



		Return type:		int














		
resume(*partitions)[source]


		Resume fetching from the specified (paused) partitions.






		Parameters:		*partitions (TopicPartition) – partitions to resume














		
seek(partition, offset)[source]


		Manually specify the fetch offset for a TopicPartition.


Overrides the fetch offsets that the consumer will use on the next
poll(). If this API is invoked for the same partition more than once,
the latest offset will be used on the next poll(). Note that you may
lose data if this API is arbitrarily used in the middle of consumption,
to reset the fetch offsets.






		Parameters:		
		partition (TopicPartition) – partition for seek operation


		offset (int) – message offset in partition









		Raises:		AssertionError –
if offset is not an int >= 0; or if partition is not
currently assigned.

















		
seek_to_beginning(*partitions)[source]


		Seek to the oldest available offset for partitions.






		Parameters:		*partitions – optionally provide specific TopicPartitions, otherwise
default to all assigned partitions



		Raises:		AssertionError –
if any partition is not currently assigned, or if
no partitions are assigned














		
seek_to_end(*partitions)[source]


		Seek to the most recent available offset for partitions.






		Parameters:		*partitions – optionally provide specific TopicPartitions, otherwise
default to all assigned partitions



		Raises:		AssertionError –
if any partition is not currently assigned, or if
no partitions are assigned














		
set_topic_partitions(*topics)[source]


		






		
subscribe(topics=(), pattern=None, listener=None)[source]


		Subscribe to a list of topics, or a topic regex pattern


Partitions will be dynamically assigned via a group coordinator.
Topic subscriptions are not incremental: this list will replace the
current assignment (if there is one).


This method is incompatible with assign()






		Parameters:		
		topics (list) – List of topics for subscription.


		pattern (str) – Pattern to match available topics. You must provide
either topics or pattern, but not both.


		listener (ConsumerRebalanceListener) – Optionally include listener
callback, which will be called before and after each rebalance
operation.


As part of group management, the consumer will keep track of the
list of consumers that belong to a particular group and will
trigger a rebalance operation if one of the following events
trigger:



		Number of partitions change for any of the subscribed topics


		Topic is created or deleted


		An existing member of the consumer group dies


		A new member is added to the consumer group





When any of these events are triggered, the provided listener
will be invoked first to indicate that the consumer’s assignment
has been revoked, and then again when the new assignment has
been received. Note that this listener will immediately override
any listener set in a previous call to subscribe. It is
guaranteed, however, that the partitions revoked/assigned
through this interface are from topics subscribed in this call.












		Raises:		
		IllegalStateError –
if called after previously calling assign()


		AssertionError –
if neither topics or pattern is provided


		TypeError –
if listener is not a ConsumerRebalanceListener




















		
subscription()[source]


		Get the current topic subscription.






		Returns:		{topic, ...}



		Return type:		set














		
task_done(message)[source]


		






		
topics()[source]


		Get all topics the user is authorized to view.






		Returns:		topics



		Return type:		set














		
unsubscribe()[source]


		Unsubscribe from all topics and clear all assigned partitions.















		
class kafka.KafkaProducer(**configs)[source]


		Bases: object


A Kafka client that publishes records to the Kafka cluster.


The producer is thread safe and sharing a single producer instance across
threads will generally be faster than having multiple instances.


The producer consists of a pool of buffer space that holds records that
haven’t yet been transmitted to the server as well as a background I/O
thread that is responsible for turning these records into requests and
transmitting them to the cluster.


The send() method is asynchronous. When called it adds the record to a
buffer of pending record sends and immediately returns. This allows the
producer to batch together individual records for efficiency.


The ‘acks’ config controls the criteria under which requests are considered
complete. The “all” setting will result in blocking on the full commit of
the record, the slowest but most durable setting.


If the request fails, the producer can automatically retry, unless
‘retries’ is configured to 0. Enabling retries also opens up the
possibility of duplicates (see the documentation on message
delivery semantics for details:
http://kafka.apache.org/documentation.html#semantics
).


The producer maintains buffers of unsent records for each partition. These
buffers are of a size specified by the ‘batch_size’ config. Making this
larger can result in more batching, but requires more memory (since we will
generally have one of these buffers for each active partition).


By default a buffer is available to send immediately even if there is
additional unused space in the buffer. However if you want to reduce the
number of requests you can set ‘linger_ms’ to something greater than 0.
This will instruct the producer to wait up to that number of milliseconds
before sending a request in hope that more records will arrive to fill up
the same batch. This is analogous to Nagle’s algorithm in TCP. Note that
records that arrive close together in time will generally batch together
even with linger_ms=0 so under heavy load batching will occur regardless of
the linger configuration; however setting this to something larger than 0
can lead to fewer, more efficient requests when not under maximal load at
the cost of a small amount of latency.


The buffer_memory controls the total amount of memory available to the
producer for buffering. If records are sent faster than they can be
transmitted to the server then this buffer space will be exhausted. When
the buffer space is exhausted additional send calls will block.


The key_serializer and value_serializer instruct how to turn the key and
value objects the user provides into bytes.






		Keyword Arguments:


		 		
		bootstrap_servers –
‘host[:port]’ string (or list of ‘host[:port]’
strings) that the producer should contact to bootstrap initial
cluster metadata. This does not have to be the full node list.
It just needs to have at least one broker that will respond to a
Metadata API Request. Default port is 9092. If no servers are
specified, will default to localhost:9092.





		client_id (str) –
a name for this client. This string is passed in
each request to servers and can be used to identify specific
server-side log entries that correspond to this client.
Default: ‘kafka-python-producer-#’ (appended with a unique number
per instance)





		key_serializer (callable) –
used to convert user-supplied keys to bytes
If not None, called as f(key), should return bytes. Default: None.





		value_serializer (callable) –
used to convert user-supplied message
values to bytes. If not None, called as f(value), should return
bytes. Default: None.





		acks (0, 1, ‘all’) –
The number of acknowledgments the producer requires
the leader to have received before considering a request complete.
This controls the durability of records that are sent. The
following settings are common:



		0: Producer will not wait for any acknowledgment from the server.


		The message will immediately be added to the socket
buffer and considered sent. No guarantee can be made that the
server has received the record in this case, and the retries
configuration will not take effect (as the client won’t
generally know of any failures). The offset given back for each
record will always be set to -1.





		1: Wait for leader to write the record to its local log only.


		Broker will respond without awaiting full acknowledgement from
all followers. In this case should the leader fail immediately
after acknowledging the record but before the followers have
replicated it then the record will be lost.





		all: Wait for the full set of in-sync replicas to write the record.


		This guarantees that the record will not be lost as long as at
least one in-sync replica remains alive. This is the strongest
available guarantee.








If unset, defaults to acks=1.





		compression_type (str) –
The compression type for all data generated by
the producer. Valid values are ‘gzip’, ‘snappy’, ‘lz4’, or None.
Compression is of full batches of data, so the efficacy of batching
will also impact the compression ratio (more batching means better
compression). Default: None.





		retries (int) –
Setting a value greater than zero will cause the client
to resend any record whose send fails with a potentially transient
error. Note that this retry is no different than if the client
resent the record upon receiving the error. Allowing retries
without setting max_in_flight_requests_per_connection to 1 will
potentially change the ordering of records because if two batches
are sent to a single partition, and the first fails and is retried
but the second succeeds, then the records in the second batch may
appear first.
Default: 0.





		batch_size (int) –
Requests sent to brokers will contain multiple
batches, one for each partition with data available to be sent.
A small batch size will make batching less common and may reduce
throughput (a batch size of zero will disable batching entirely).
Default: 16384





		linger_ms (int) –
The producer groups together any records that arrive
in between request transmissions into a single batched request.
Normally this occurs only under load when records arrive faster
than they can be sent out. However in some circumstances the client
may want to reduce the number of requests even under moderate load.
This setting accomplishes this by adding a small amount of
artificial delay; that is, rather than immediately sending out a
record the producer will wait for up to the given delay to allow
other records to be sent so that the sends can be batched together.
This can be thought of as analogous to Nagle’s algorithm in TCP.
This setting gives the upper bound on the delay for batching: once
we get batch_size worth of records for a partition it will be sent
immediately regardless of this setting, however if we have fewer
than this many bytes accumulated for this partition we will
‘linger’ for the specified time waiting for more records to show
up. This setting defaults to 0 (i.e. no delay). Setting linger_ms=5
would have the effect of reducing the number of requests sent but
would add up to 5ms of latency to records sent in the absense of
load. Default: 0.





		partitioner (callable) –
Callable used to determine which partition
each message is assigned to. Called (after key serialization):
partitioner(key_bytes, all_partitions, available_partitions).
The default partitioner implementation hashes each non-None key
using the same murmur2 algorithm as the java client so that
messages with the same key are assigned to the same partition.
When a key is None, the message is delivered to a random partition
(filtered to partitions with available leaders only, if possible).





		buffer_memory (int) –
The total bytes of memory the producer should use
to buffer records waiting to be sent to the server. If records are
sent faster than they can be delivered to the server the producer
will block up to max_block_ms, raising an exception on timeout.
In the current implementation, this setting is an approximation.
Default: 33554432 (32MB)





		max_block_ms (int) –
Number of milliseconds to block during send() and
partitions_for(). These methods can be blocked either because the
buffer is full or metadata unavailable. Blocking in the
user-supplied serializers or partitioner will not be counted against
this timeout. Default: 60000.





		max_request_size (int) –
The maximum size of a request. This is also
effectively a cap on the maximum record size. Note that the server
has its own cap on record size which may be different from this.
This setting will limit the number of record batches the producer
will send in a single request to avoid sending huge requests.
Default: 1048576.





		metadata_max_age_ms (int) –
The period of time in milliseconds after
which we force a refresh of metadata even if we haven’t seen any
partition leadership changes to proactively discover any new
brokers or partitions. Default: 300000





		retry_backoff_ms (int) –
Milliseconds to backoff when retrying on
errors. Default: 100.





		request_timeout_ms (int) –
Client request timeout in milliseconds.
Default: 30000.





		receive_buffer_bytes (int) –
The size of the TCP receive buffer
(SO_RCVBUF) to use when reading data. Default: None (relies on
system defaults). Java client defaults to 32768.





		send_buffer_bytes (int) –
The size of the TCP send buffer
(SO_SNDBUF) to use when sending data. Default: None (relies on
system defaults). Java client defaults to 131072.





		socket_options (list) –
List of tuple-arguments to socket.setsockopt
to apply to broker connection sockets. Default:
[(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]





		reconnect_backoff_ms (int) –
The amount of time in milliseconds to
wait before attempting to reconnect to a given host.
Default: 50.





		max_in_flight_requests_per_connection (int) –
Requests are pipelined
to kafka brokers up to this number of maximum requests per
broker connection. Default: 5.





		security_protocol (str) –
Protocol used to communicate with brokers.
Valid values are: PLAINTEXT, SSL, SASL_PLAINTEXT, SASL_SSL.
Default: PLAINTEXT.





		ssl_context (ssl.SSLContext) –
pre-configured SSLContext for wrapping
socket connections. If provided, all other ssl_* configurations
will be ignored. Default: None.





		ssl_check_hostname (bool) –
flag to configure whether ssl handshake
should verify that the certificate matches the brokers hostname.
default: true.





		ssl_cafile (str) –
optional filename of ca file to use in certificate
veriication. default: none.





		ssl_certfile (str) –
optional filename of file in pem format containing
the client certificate, as well as any ca certificates needed to
establish the certificate’s authenticity. default: none.





		ssl_keyfile (str) –
optional filename containing the client private key.
default: none.





		ssl_password (str) –
optional password to be used when loading the
certificate chain. default: none.





		ssl_crlfile (str) –
optional filename containing the CRL to check for
certificate expiration. By default, no CRL check is done. When
providing a file, only the leaf certificate will be checked against
this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
default: none.





		api_version (tuple) –
specify which kafka API version to use.
For a full list of supported versions, see KafkaClient.API_VERSIONS
If set to None, the client will attempt to infer the broker version
by probing various APIs. Default: None





		api_version_auto_timeout_ms (int) –
number of milliseconds to throw a
timeout exception from the constructor when checking the broker
api version. Only applies if api_version set to ‘auto’





		metric_reporters (list) –
A list of classes to use as metrics reporters.
Implementing the AbstractMetricsReporter interface allows plugging
in classes that will be notified of new metric creation. Default: []





		metrics_num_samples (int) –
The number of samples maintained to compute
metrics. Default: 2





		metrics_sample_window_ms (int) –
The maximum age in milliseconds of
samples used to compute metrics. Default: 30000





		selector (selectors.BaseSelector) –
Provide a specific selector
implementation to use for I/O multiplexing.
Default: selectors.DefaultSelector





		sasl_mechanism (str) –
string picking sasl mechanism when security_protocol
is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
Default: None





		sasl_plain_username (str) –
username for sasl PLAIN authentication.
Default: None





		sasl_plain_password (str) –
password for sasl PLAIN authentication.
Default: None

















Note


Configuration parameters are described in more detail at
https://kafka.apache.org/0100/configuration.html#producerconfigs





		
DEFAULT_CONFIG = {'reconnect_backoff_ms': 50, 'max_block_ms': 60000, 'metadata_max_age_ms': 300000, 'metrics_sample_window_ms': 30000, 'ssl_certfile': None, 'max_request_size': 1048576, 'send_buffer_bytes': None, 'ssl_crlfile': None, 'ssl_context': None, 'batch_size': 16384, 'selector': <class 'kafka.vendor.selectors34.EpollSelector'>, 'request_timeout_ms': 30000, 'receive_buffer_bytes': None, 'ssl_check_hostname': True, 'client_id': None, 'sasl_plain_username': None, 'bootstrap_servers': 'localhost', 'api_version_auto_timeout_ms': 2000, 'key_serializer': None, 'sasl_plain_password': None, 'metric_reporters': [], 'retries': 0, 'ssl_password': None, 'connections_max_idle_ms': 600000, 'socket_options': [(6, 1, 1)], 'metrics_num_samples': 2, 'retry_backoff_ms': 100, 'sasl_mechanism': None, 'ssl_cafile': None, 'compression_type': None, 'partitioner': <kafka.partitioner.default.DefaultPartitioner object at 0x7f5dbfbf9b10>, 'linger_ms': 0, 'security_protocol': 'PLAINTEXT', 'buffer_memory': 33554432, 'acks': 1, 'ssl_keyfile': None, 'value_serializer': None, 'max_in_flight_requests_per_connection': 5, 'api_version': None}


		






		
close(timeout=None)[source]


		Close this producer.






		Parameters:		timeout (float, optional) – timeout in seconds to wait for completion.














		
flush(timeout=None)[source]


		Invoking this method makes all buffered records immediately available
to send (even if linger_ms is greater than 0) and blocks on the
completion of the requests associated with these records. The
post-condition of flush() is that any previously sent record will have
completed (e.g. Future.is_done() == True). A request is considered
completed when either it is successfully acknowledged according to the
‘acks’ configuration for the producer, or it results in an error.


Other threads can continue sending messages while one thread is blocked
waiting for a flush call to complete; however, no guarantee is made
about the completion of messages sent after the flush call begins.






		Parameters:		timeout (float, optional) – timeout in seconds to wait for completion.














		
metrics(raw=False)[source]


		Warning: this is an unstable interface.
It may change in future releases without warning









		
partitions_for(topic)[source]


		Returns set of all known partitions for the topic.









		
send(topic, value=None, key=None, partition=None, timestamp_ms=None)[source]


		Publish a message to a topic.






		Parameters:		
		topic (str) – topic where the message will be published


		value (optional) – message value. Must be type bytes, or be
serializable to bytes via configured value_serializer. If value
is None, key is required and message acts as a ‘delete’.
See kafka compaction documentation for more details:
http://kafka.apache.org/documentation.html#compaction
(compaction requires kafka >= 0.8.1)


		partition (int, optional) – optionally specify a partition. If not
set, the partition will be selected using the configured
‘partitioner’.


		key (optional) – a key to associate with the message. Can be used to
determine which partition to send the message to. If partition
is None (and producer’s partitioner config is left as default),
then messages with the same key will be delivered to the same
partition (but if key is None, partition is chosen randomly).
Must be type bytes, or be serializable to bytes via configured
key_serializer.


		timestamp_ms (int, optional) – epoch milliseconds (from Jan 1 1970 UTC)
to use as the message timestamp. Defaults to current time.









		Returns:		resolves to RecordMetadata






		Return type:		FutureRecordMetadata






		Raises:		KafkaTimeoutError –
if unable to fetch topic metadata, or unable
to obtain memory buffer prior to configured max_block_ms























		
class kafka.KafkaClient(*args, **kwargs)[source]


		Bases: kafka.client.SimpleClient









		
class kafka.BrokerConnection(host, port, afi, **configs)[source]


		Bases: object



		
DEFAULT_CONFIG = {'reconnect_backoff_ms': 50, 'ssl_check_hostname': True, 'sasl_mechanism': 'PLAIN', 'receive_buffer_bytes': None, 'sasl_plain_password': None, 'ssl_password': None, 'sasl_plain_username': None, 'ssl_cafile': None, 'request_timeout_ms': 40000, 'ssl_keyfile': None, 'max_in_flight_requests_per_connection': 5, 'api_version': (0, 8, 2), 'ssl_certfile': None, 'send_buffer_bytes': None, 'ssl_crlfile': None, 'ssl_context': None, 'metrics': None, 'node_id': 0, 'client_id': 'kafka-python-1.3.2', 'metric_group_prefix': '', 'security_protocol': 'PLAINTEXT', 'socket_options': [(6, 1, 1)], 'state_change_callback': <function <lambda> at 0x7f5dbfc8ac80>}


		






		
SASL_MECHANISMS = ('PLAIN',)


		






		
blacked_out()[source]


		Return true if we are disconnected from the given node and can’t
re-establish a connection yet









		
can_send_more()[source]


		Return True unless there are max_in_flight_requests_per_connection.









		
check_version(timeout=2, strict=False)[source]


		Attempt to guess the broker version.


Note: This is a blocking call.


Returns: version tuple, i.e. (0, 10), (0, 9), (0, 8, 2), ...









		
close(error=None)[source]


		Close socket and fail all in-flight-requests.






		Parameters:		error (Exception, optional) – pending in-flight-requests
will be failed with this exception.
Default: kafka.errors.ConnectionError.














		
connect()[source]


		Attempt to connect and return ConnectionState









		
connected()[source]


		Return True iff socket is connected.









		
connecting()[source]


		Returns True if still connecting (this may encompass several
different states, such as SSL handshake, authorization, etc).









		
disconnected()[source]


		Return True iff socket is closed









		
recv()[source]


		Non-blocking network receive.


Return response if available









		
requests_timed_out()[source]


		






		
send(request, expect_response=True)[source]


		send request, return Future()


Can block on network if request is larger than send_buffer_bytes















		
class kafka.SimpleClient(hosts, client_id='kafka-python', timeout=120, correlation_id=0)[source]


		Bases: object



		
CLIENT_ID = 'kafka-python'


		






		
DEFAULT_SOCKET_TIMEOUT_SECONDS = 120


		






		
close()[source]


		






		
copy()[source]


		Create an inactive copy of the client object, suitable for passing
to a separate thread.


Note that the copied connections are not initialized, so reinit() must
be called on the returned copy.









		
ensure_topic_exists(topic, timeout=30)[source]


		






		
get_partition_ids_for_topic(topic)[source]


		






		
has_metadata_for_topic(topic)[source]


		






		
load_metadata_for_topics(*topics, **kwargs)[source]


		Fetch broker and topic-partition metadata from the server.


Updates internal data: broker list, topic/partition list, and
topic/parition -> broker map. This method should be called after
receiving any error.


Note: Exceptions will not be raised in a full refresh (i.e. no topic
list). In this case, error codes will be logged as errors.
Partition-level errors will also not be raised here (a single partition
w/o a leader, for example).






		Parameters:		
		*topics (optional) – If a list of topics is provided,
the metadata refresh will be limited to the specified topics
only.


		ignore_leadernotavailable (bool) – suppress LeaderNotAvailableError
so that metadata is loaded correctly during auto-create.
Default: False.









		Raises:		
		UnknownTopicOrPartitionError –
Raised for topics that do not exist,
unless the broker is configured to auto-create topics.


		LeaderNotAvailableError –
Raised for topics that do not exist yet,
when the broker is configured to auto-create topics. Retry
after a short backoff (topics/partitions are initializing).




















		
reinit()[source]


		






		
reset_all_metadata()[source]


		






		
reset_topic_metadata(*topics)[source]


		






		
send_consumer_metadata_request(payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_fetch_request(payloads=[], fail_on_error=True, callback=None, max_wait_time=100, min_bytes=4096)[source]


		Encode and send a FetchRequest


Payloads are grouped by topic and partition so they can be pipelined
to the same brokers.









		
send_metadata_request(payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_commit_request(group, payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_fetch_request(group, payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_fetch_request_kafka(group, payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_offset_request(payloads=[], fail_on_error=True, callback=None)[source]


		






		
send_produce_request(payloads=[], acks=1, timeout=1000, fail_on_error=True, callback=None)[source]


		Encode and send some ProduceRequests


ProduceRequests will be grouped by (topic, partition) and then
sent to a specific broker. Output is a list of responses in the
same order as the list of payloads specified






		Parameters:		
		payloads (list of ProduceRequest) – produce requests to send to kafka
ProduceRequest payloads must not contain duplicates for any
topic-partition.


		acks (int, optional) – how many acks the servers should receive from replica
brokers before responding to the request. If it is 0, the server
will not send any response. If it is 1, the server will wait
until the data is written to the local log before sending a
response.  If it is -1, the server will wait until the message
is committed by all in-sync replicas before sending a response.
For any value > 1, the server will wait for this number of acks to
occur (but the server will never wait for more acknowledgements than
there are in-sync replicas). defaults to 1.


		timeout (int, optional) – maximum time in milliseconds the server can
await the receipt of the number of acks, defaults to 1000.


		fail_on_error (bool, optional) – raise exceptions on connection and
server response errors, defaults to True.


		callback (function, optional) – instead of returning the ProduceResponse,
first pass it through this function, defaults to None.









		Returns:		list of ProduceResponses, or callback results if supplied, in the
order of input payloads

















		
topics


		












		
class kafka.SimpleProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A simple, round-robin producer.


See Producer class for Base Arguments



		Additional Arguments:


		
		random_start (bool, optional): randomize the initial partition which


		the first message block will be published to, otherwise
if false, the first message block will always publish
to partition 0 before cycling through each partition,
defaults to True.












		
send_messages(topic, *msg)[source]


		












		
class kafka.KeyedProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A producer which distributes messages to partitions based on the key


See Producer class for Arguments



		Additional Arguments:


		
		partitioner: A partitioner class that will be used to get the partition


		to send the message to. Must be derived from Partitioner.
Defaults to HashedPartitioner.












		
send(topic, key, msg)[source]


		






		
send_messages(topic, key, *msg)[source]


		












		
class kafka.RoundRobinPartitioner(partitions=None)[source]


		Bases: kafka.partitioner.base.Partitioner



		
partition(key, all_partitions=None, available_partitions=None)[source]


		












		
kafka.HashedPartitioner


		alias of LegacyPartitioner









		
kafka.create_message(payload, key=None)[source]


		Construct a Message






		Parameters:		
		payload – bytes, the payload to send to Kafka


		key – bytes, a key used for partition routing (optional)




















		
kafka.create_gzip_message(payloads, key=None, compresslevel=None)[source]


		Construct a Gzipped Message containing multiple Messages


The given payloads will be encoded, compressed, and sent as a single atomic
message to Kafka.






		Parameters:		
		payloads – list(bytes), a list of payload to send be sent to Kafka


		key – bytes, a key used for partition routing (optional)




















		
kafka.create_snappy_message(payloads, key=None)[source]


		Construct a Snappy Message containing multiple Messages


The given payloads will be encoded, compressed, and sent as a single atomic
message to Kafka.






		Parameters:		
		payloads – list(bytes), a list of payload to send be sent to Kafka


		key – bytes, a key used for partition routing (optional)




















		
class kafka.SimpleConsumer(client, group, topic, auto_commit=True, partitions=None, auto_commit_every_n=100, auto_commit_every_t=5000, fetch_size_bytes=4096, buffer_size=4096, max_buffer_size=32768, iter_timeout=None, auto_offset_reset='largest')[source]


		Bases: kafka.consumer.base.Consumer


A simple consumer implementation that consumes all/specified partitions
for a topic






		Parameters:		
		client – a connected SimpleClient


		group – a name for this consumer, used for offset storage and must be unique
If you are connecting to a server that does not support offset
commit/fetch (any prior to 0.8.1.1), then you must set this to None


		topic – the topic to consume









		Keyword Arguments:


		 		
		partitions –
An optional list of partitions to consume the data from


		auto_commit –
default True. Whether or not to auto commit the offsets


		auto_commit_every_n –
default 100. How many messages to consume
before a commit


		auto_commit_every_t –
default 5000. How much time (in milliseconds) to
wait before commit


		fetch_size_bytes –
number of bytes to request in a FetchRequest


		buffer_size –
default 4K. Initial number of bytes to tell kafka we
have available. This will double as needed.


		max_buffer_size –
default 16K. Max number of bytes to tell kafka we have
available. None means no limit.


		iter_timeout –
default None. How much time (in seconds) to wait for a
message in the iterator before exiting. None means no
timeout, so it will wait forever.


		auto_offset_reset –
default largest. Reset partition offsets upon
OffsetOutOfRangeError. Valid values are largest and smallest.
Otherwise, do not reset the offsets and raise OffsetOutOfRangeError.













Auto commit details:
If both auto_commit_every_n and auto_commit_every_t are set, they will
reset one another when one is triggered. These triggers simply call the
commit method on this class. A manual call to commit will also reset
these triggers



		
get_message(block=True, timeout=0.1, get_partition_info=None)[source]


		






		
get_messages(count=1, block=True, timeout=0.1)[source]


		Fetch the specified number of messages






		Keyword Arguments:


		 		
		count –
Indicates the maximum number of messages to be fetched


		block –
If True, the API will block till all messages are fetched.
If block is a positive integer the API will block until that
many messages are fetched.


		timeout –
When blocking is requested the function will block for
the specified time (in seconds) until count messages is
fetched. If None, it will block forever.




















		
reset_partition_offset(partition)[source]


		Update offsets using auto_offset_reset policy (smallest|largest)






		Parameters:		partition (int) – the partition for which offsets should be updated







Returns: Updated offset on success, None on failure









		
seek(offset, whence=None, partition=None)[source]


		Alter the current offset in the consumer, similar to fseek






		Parameters:		
		offset – how much to modify the offset


		whence – where to modify it from, default is None



		None is an absolute offset


		0    is relative to the earliest available offset (head)


		1    is relative to the current offset


		2    is relative to the latest known offset (tail)








		partition – modify which partition, default is None.
If partition is None, would modify all partitions.


























		
class kafka.MultiProcessConsumer(client, group, topic, partitions=None, auto_commit=True, auto_commit_every_n=100, auto_commit_every_t=5000, num_procs=1, partitions_per_proc=0, **simple_consumer_options)[source]


		Bases: kafka.consumer.base.Consumer


A consumer implementation that consumes partitions for a topic in
parallel using multiple processes






		Parameters:		
		client – a connected SimpleClient


		group – a name for this consumer, used for offset storage and must be unique
If you are connecting to a server that does not support offset
commit/fetch (any prior to 0.8.1.1), then you must set this to None


		topic – the topic to consume









		Keyword Arguments:


		 		
		partitions –
An optional list of partitions to consume the data from


		auto_commit –
default True. Whether or not to auto commit the offsets


		auto_commit_every_n –
default 100. How many messages to consume
before a commit


		auto_commit_every_t –
default 5000. How much time (in milliseconds) to
wait before commit


		num_procs –
Number of processes to start for consuming messages.
The available partitions will be divided among these processes


		partitions_per_proc –
Number of partitions to be allocated per process
(overrides num_procs)













Auto commit details:
If both auto_commit_every_n and auto_commit_every_t are set, they will
reset one another when one is triggered. These triggers simply call the
commit method on this class. A manual call to commit will also reset
these triggers



		
__iter__()[source]


		Iterator to consume the messages available on this consumer









		
get_messages(count=1, block=True, timeout=10)[source]


		Fetch the specified number of messages






		Keyword Arguments:


		 		
		count –
Indicates the maximum number of messages to be fetched


		block –
If True, the API will block till all messages are fetched.
If block is a positive integer the API will block until that
many messages are fetched.


		timeout –
When blocking is requested the function will block for
the specified time (in seconds) until count messages is
fetched. If None, it will block forever.




















		
stop()[source]
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  Source code for kafka.consumer.group

from __future__ import absolute_import

import copy
import logging
import socket
import sys
import time

from kafka.vendor import six

from kafka.client_async import KafkaClient, selectors
from kafka.consumer.fetcher import Fetcher
from kafka.consumer.subscription_state import SubscriptionState
from kafka.coordinator.consumer import ConsumerCoordinator
from kafka.coordinator.assignors.range import RangePartitionAssignor
from kafka.coordinator.assignors.roundrobin import RoundRobinPartitionAssignor
from kafka.metrics import MetricConfig, Metrics
from kafka.protocol.offset import OffsetResetStrategy
from kafka.structs import TopicPartition
from kafka.version import __version__

log = logging.getLogger(__name__)


[docs]class KafkaConsumer(six.Iterator):
    """Consume records from a Kafka cluster.

    The consumer will transparently handle the failure of servers in the Kafka
    cluster, and adapt as topic-partitions are created or migrate between
    brokers. It also interacts with the assigned kafka Group Coordinator node
    to allow multiple consumers to load balance consumption of topics (requires
    kafka >= 0.9.0.0).

    Arguments:
        *topics (str): optional list of topics to subscribe to. If not set,
            call subscribe() or assign() before consuming records.

    Keyword Arguments:
        bootstrap_servers: 'host[:port]' string (or list of 'host[:port]'
            strings) that the consumer should contact to bootstrap initial
            cluster metadata. This does not have to be the full node list.
            It just needs to have at least one broker that will respond to a
            Metadata API Request. Default port is 9092. If no servers are
            specified, will default to localhost:9092.
        client_id (str): a name for this client. This string is passed in
            each request to servers and can be used to identify specific
            server-side log entries that correspond to this client. Also
            submitted to GroupCoordinator for logging with respect to
            consumer group administration. Default: 'kafka-python-{version}'
        group_id (str or None): name of the consumer group to join for dynamic
            partition assignment (if enabled), and to use for fetching and
            committing offsets. If None, auto-partition assignment (via
            group coordinator) and offset commits are disabled.
            Default: 'kafka-python-default-group'
        key_deserializer (callable): Any callable that takes a
            raw message key and returns a deserialized key.
        value_deserializer (callable): Any callable that takes a
            raw message value and returns a deserialized value.
        fetch_min_bytes (int): Minimum amount of data the server should
            return for a fetch request, otherwise wait up to
            fetch_max_wait_ms for more data to accumulate. Default: 1.
        fetch_max_wait_ms (int): The maximum amount of time in milliseconds
            the server will block before answering the fetch request if
            there isn't sufficient data to immediately satisfy the
            requirement given by fetch_min_bytes. Default: 500.
        max_partition_fetch_bytes (int): The maximum amount of data
            per-partition the server will return. The maximum total memory
            used for a request = #partitions * max_partition_fetch_bytes.
            This size must be at least as large as the maximum message size
            the server allows or else it is possible for the producer to
            send messages larger than the consumer can fetch. If that
            happens, the consumer can get stuck trying to fetch a large
            message on a certain partition. Default: 1048576.
        request_timeout_ms (int): Client request timeout in milliseconds.
            Default: 40000.
        retry_backoff_ms (int): Milliseconds to backoff when retrying on
            errors. Default: 100.
        reconnect_backoff_ms (int): The amount of time in milliseconds to
            wait before attempting to reconnect to a given host.
            Default: 50.
        max_in_flight_requests_per_connection (int): Requests are pipelined
            to kafka brokers up to this number of maximum requests per
            broker connection. Default: 5.
        auto_offset_reset (str): A policy for resetting offsets on
            OffsetOutOfRange errors: 'earliest' will move to the oldest
            available message, 'latest' will move to the most recent. Any
            other value will raise the exception. Default: 'latest'.
        enable_auto_commit (bool): If true the consumer's offset will be
            periodically committed in the background. Default: True.
        auto_commit_interval_ms (int): milliseconds between automatic
            offset commits, if enable_auto_commit is True. Default: 5000.
        default_offset_commit_callback (callable): called as
            callback(offsets, response) response will be either an Exception
            or a OffsetCommitResponse struct. This callback can be used to
            trigger custom actions when a commit request completes.
        check_crcs (bool): Automatically check the CRC32 of the records
            consumed. This ensures no on-the-wire or on-disk corruption to
            the messages occurred. This check adds some overhead, so it may
            be disabled in cases seeking extreme performance. Default: True
        metadata_max_age_ms (int): The period of time in milliseconds after
            which we force a refresh of metadata even if we haven't seen any
            partition leadership changes to proactively discover any new
            brokers or partitions. Default: 300000
        partition_assignment_strategy (list): List of objects to use to
            distribute partition ownership amongst consumer instances when
            group management is used.
            Default: [RangePartitionAssignor, RoundRobinPartitionAssignor]
        heartbeat_interval_ms (int): The expected time in milliseconds
            between heartbeats to the consumer coordinator when using
            Kafka's group management feature. Heartbeats are used to ensure
            that the consumer's session stays active and to facilitate
            rebalancing when new consumers join or leave the group. The
            value must be set lower than session_timeout_ms, but typically
            should be set no higher than 1/3 of that value. It can be
            adjusted even lower to control the expected time for normal
            rebalances. Default: 3000
        session_timeout_ms (int): The timeout used to detect failures when
            using Kafka's group managementment facilities. Default: 30000
        max_poll_records (int): The maximum number of records returned in a
            single call to poll().
        receive_buffer_bytes (int): The size of the TCP receive buffer
            (SO_RCVBUF) to use when reading data. Default: None (relies on
            system defaults). The java client defaults to 32768.
        send_buffer_bytes (int): The size of the TCP send buffer
            (SO_SNDBUF) to use when sending data. Default: None (relies on
            system defaults). The java client defaults to 131072.
        socket_options (list): List of tuple-arguments to socket.setsockopt
            to apply to broker connection sockets. Default:
            [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]
        consumer_timeout_ms (int): number of milliseconds to block during
            message iteration before raising StopIteration (i.e., ending the
            iterator). Default block forever [float('inf')].
        skip_double_compressed_messages (bool): A bug in KafkaProducer <= 1.2.4
            caused some messages to be corrupted via double-compression.
            By default, the fetcher will return these messages as a compressed
            blob of bytes with a single offset, i.e. how the message was
            actually published to the cluster. If you prefer to have the
            fetcher automatically detect corrupt messages and skip them,
            set this option to True. Default: False.
        security_protocol (str): Protocol used to communicate with brokers.
            Valid values are: PLAINTEXT, SSL. Default: PLAINTEXT.
        ssl_context (ssl.SSLContext): pre-configured SSLContext for wrapping
            socket connections. If provided, all other ssl_* configurations
            will be ignored. Default: None.
        ssl_check_hostname (bool): flag to configure whether ssl handshake
            should verify that the certificate matches the brokers hostname.
            default: true.
        ssl_cafile (str): optional filename of ca file to use in certificate
            verification. default: none.
        ssl_certfile (str): optional filename of file in pem format containing
            the client certificate, as well as any ca certificates needed to
            establish the certificate's authenticity. default: none.
        ssl_keyfile (str): optional filename containing the client private key.
            default: none.
        ssl_password (str): optional password to be used when loading the
            certificate chain. default: None.
        ssl_crlfile (str): optional filename containing the CRL to check for
            certificate expiration. By default, no CRL check is done. When
            providing a file, only the leaf certificate will be checked against
            this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
            default: none.
        api_version (tuple): specify which kafka API version to use.
            If set to None, the client will attempt to infer the broker version
            by probing various APIs. Default: None
            Examples:
                (0, 9) enables full group coordination features with automatic
                    partition assignment and rebalancing,
                (0, 8, 2) enables kafka-storage offset commits with manual
                    partition assignment only,
                (0, 8, 1) enables zookeeper-storage offset commits with manual
                    partition assignment only,
                (0, 8, 0) enables basic functionality but requires manual
                    partition assignment and offset management.
            For a full list of supported versions, see KafkaClient.API_VERSIONS
        api_version_auto_timeout_ms (int): number of milliseconds to throw a
            timeout exception from the constructor when checking the broker
            api version. Only applies if api_version set to 'auto'
        metric_reporters (list): A list of classes to use as metrics reporters.
            Implementing the AbstractMetricsReporter interface allows plugging
            in classes that will be notified of new metric creation. Default: []
        metrics_num_samples (int): The number of samples maintained to compute
            metrics. Default: 2
        metrics_sample_window_ms (int): The maximum age in milliseconds of
            samples used to compute metrics. Default: 30000
        selector (selectors.BaseSelector): Provide a specific selector
            implementation to use for I/O multiplexing.
            Default: selectors.DefaultSelector
        exclude_internal_topics (bool): Whether records from internal topics
            (such as offsets) should be exposed to the consumer. If set to True
            the only way to receive records from an internal topic is
            subscribing to it. Requires 0.10+ Default: True
        sasl_mechanism (str): string picking sasl mechanism when security_protocol
            is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
            Default: None
        sasl_plain_username (str): username for sasl PLAIN authentication.
            Default: None
        sasl_plain_password (str): password for sasl PLAIN authentication.
            Default: None

    Note:
        Configuration parameters are described in more detail at
        https://kafka.apache.org/0100/configuration.html#newconsumerconfigs
    """
    DEFAULT_CONFIG = {
        'bootstrap_servers': 'localhost',
        'client_id': 'kafka-python-' + __version__,
        'group_id': 'kafka-python-default-group',
        'key_deserializer': None,
        'value_deserializer': None,
        'fetch_max_wait_ms': 500,
        'fetch_min_bytes': 1,
        'max_partition_fetch_bytes': 1 * 1024 * 1024,
        'request_timeout_ms': 40 * 1000,
        'retry_backoff_ms': 100,
        'reconnect_backoff_ms': 50,
        'max_in_flight_requests_per_connection': 5,
        'auto_offset_reset': 'latest',
        'enable_auto_commit': True,
        'auto_commit_interval_ms': 5000,
        'default_offset_commit_callback': lambda offsets, response: True,
        'check_crcs': True,
        'metadata_max_age_ms': 5 * 60 * 1000,
        'partition_assignment_strategy': (RangePartitionAssignor, RoundRobinPartitionAssignor),
        'heartbeat_interval_ms': 3000,
        'session_timeout_ms': 30000,
        'max_poll_records': sys.maxsize,
        'receive_buffer_bytes': None,
        'send_buffer_bytes': None,
        'socket_options': [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)],
        'consumer_timeout_ms': float('inf'),
        'skip_double_compressed_messages': False,
        'security_protocol': 'PLAINTEXT',
        'ssl_context': None,
        'ssl_check_hostname': True,
        'ssl_cafile': None,
        'ssl_certfile': None,
        'ssl_keyfile': None,
        'ssl_crlfile': None,
        'ssl_password': None,
        'api_version': None,
        'api_version_auto_timeout_ms': 2000,
        'connections_max_idle_ms': 9 * 60 * 1000, # not implemented yet
        'metric_reporters': [],
        'metrics_num_samples': 2,
        'metrics_sample_window_ms': 30000,
        'metric_group_prefix': 'consumer',
        'selector': selectors.DefaultSelector,
        'exclude_internal_topics': True,
        'sasl_mechanism': None,
        'sasl_plain_username': None,
        'sasl_plain_password': None,
    }

    def __init__(self, *topics, **configs):
        self.config = copy.copy(self.DEFAULT_CONFIG)
        for key in self.config:
            if key in configs:
                self.config[key] = configs.pop(key)

        # Only check for extra config keys in top-level class
        assert not configs, 'Unrecognized configs: %s' % configs

        deprecated = {'smallest': 'earliest', 'largest': 'latest'}
        if self.config['auto_offset_reset'] in deprecated:
            new_config = deprecated[self.config['auto_offset_reset']]
            log.warning('use auto_offset_reset=%s (%s is deprecated)',
                        new_config, self.config['auto_offset_reset'])
            self.config['auto_offset_reset'] = new_config

        metrics_tags = {'client-id': self.config['client_id']}
        metric_config = MetricConfig(samples=self.config['metrics_num_samples'],
                                     time_window_ms=self.config['metrics_sample_window_ms'],
                                     tags=metrics_tags)
        reporters = [reporter() for reporter in self.config['metric_reporters']]
        self._metrics = Metrics(metric_config, reporters)
        # TODO _metrics likely needs to be passed to KafkaClient, etc.

        # api_version was previously a str. accept old format for now
        if isinstance(self.config['api_version'], str):
            str_version = self.config['api_version']
            if str_version == 'auto':
                self.config['api_version'] = None
            else:
                self.config['api_version'] = tuple(map(int, str_version.split('.')))
            log.warning('use api_version=%s [tuple] -- "%s" as str is deprecated',
                        str(self.config['api_version']), str_version)

        self._client = KafkaClient(metrics=self._metrics, **self.config)

        # Get auto-discovered version from client if necessary
        if self.config['api_version'] is None:
            self.config['api_version'] = self._client.config['api_version']

        self._subscription = SubscriptionState(self.config['auto_offset_reset'])
        self._fetcher = Fetcher(
            self._client, self._subscription, self._metrics, **self.config)
        self._coordinator = ConsumerCoordinator(
            self._client, self._subscription, self._metrics,
            assignors=self.config['partition_assignment_strategy'],
            **self.config)
        self._closed = False
        self._iterator = None
        self._consumer_timeout = float('inf')

        if topics:
            self._subscription.subscribe(topics=topics)
            self._client.set_topics(topics)

[docs]    def assign(self, partitions):
        """Manually assign a list of TopicPartitions to this consumer.

        Arguments:
            partitions (list of TopicPartition): assignment for this instance.

        Raises:
            IllegalStateError: if consumer has already called subscribe()

        Warning:
            It is not possible to use both manual partition assignment with
            assign() and group assignment with subscribe().

        Note:
            This interface does not support incremental assignment and will
            replace the previous assignment (if there was one).

        Note:
            Manual topic assignment through this method does not use the
            consumer's group management functionality. As such, there will be
            no rebalance operation triggered when group membership or cluster
            and topic metadata change.
        """
        self._subscription.assign_from_user(partitions)
        self._client.set_topics([tp.topic for tp in partitions])


[docs]    def assignment(self):
        """Get the TopicPartitions currently assigned to this consumer.

        If partitions were directly assigned using assign(), then this will
        simply return the same partitions that were previously assigned.
        If topics were subscribed using subscribe(), then this will give the
        set of topic partitions currently assigned to the consumer (which may
        be none if the assignment hasn't happened yet, or if the partitions are
        in the process of being reassigned).

        Returns:
            set: {TopicPartition, ...}
        """
        return self._subscription.assigned_partitions()


[docs]    def close(self):
        """Close the consumer, waiting indefinitely for any needed cleanup."""
        if self._closed:
            return
        log.debug("Closing the KafkaConsumer.")
        self._closed = True
        self._coordinator.close()
        self._metrics.close()
        self._client.close()
        try:
            self.config['key_deserializer'].close()
        except AttributeError:
            pass
        try:
            self.config['value_deserializer'].close()
        except AttributeError:
            pass
        log.debug("The KafkaConsumer has closed.")


[docs]    def commit_async(self, offsets=None, callback=None):
        """Commit offsets to kafka asynchronously, optionally firing callback

        This commits offsets only to Kafka. The offsets committed using this API
        will be used on the first fetch after every rebalance and also on
        startup. As such, if you need to store offsets in anything other than
        Kafka, this API should not be used. To avoid re-processing the last
        message read if a consumer is restarted, the committed offset should be
        the next message your application should consume, i.e.: last_offset + 1.

        This is an asynchronous call and will not block. Any errors encountered
        are either passed to the callback (if provided) or discarded.

        Arguments:
            offsets (dict, optional): {TopicPartition: OffsetAndMetadata} dict
                to commit with the configured group_id. Defaults to current
                consumed offsets for all subscribed partitions.
            callback (callable, optional): called as callback(offsets, response)
                with response as either an Exception or a OffsetCommitResponse
                struct. This callback can be used to trigger custom actions when
                a commit request completes.

        Returns:
            kafka.future.Future
        """
        assert self.config['api_version'] >= (0, 8, 1), 'Requires >= Kafka 0.8.1'
        assert self.config['group_id'] is not None, 'Requires group_id'
        if offsets is None:
            offsets = self._subscription.all_consumed_offsets()
        log.debug("Committing offsets: %s", offsets)
        future = self._coordinator.commit_offsets_async(
            offsets, callback=callback)
        return future


[docs]    def commit(self, offsets=None):
        """Commit offsets to kafka, blocking until success or error

        This commits offsets only to Kafka. The offsets committed using this API
        will be used on the first fetch after every rebalance and also on
        startup. As such, if you need to store offsets in anything other than
        Kafka, this API should not be used. To avoid re-processing the last
        message read if a consumer is restarted, the committed offset should be
        the next message your application should consume, i.e.: last_offset + 1.

        Blocks until either the commit succeeds or an unrecoverable error is
        encountered (in which case it is thrown to the caller).

        Currently only supports kafka-topic offset storage (not zookeeper)

        Arguments:
            offsets (dict, optional): {TopicPartition: OffsetAndMetadata} dict
                to commit with the configured group_id. Defaults to current
                consumed offsets for all subscribed partitions.
        """
        assert self.config['api_version'] >= (0, 8, 1), 'Requires >= Kafka 0.8.1'
        assert self.config['group_id'] is not None, 'Requires group_id'
        if offsets is None:
            offsets = self._subscription.all_consumed_offsets()
        self._coordinator.commit_offsets_sync(offsets)


[docs]    def committed(self, partition):
        """Get the last committed offset for the given partition

        This offset will be used as the position for the consumer
        in the event of a failure.

        This call may block to do a remote call if the partition in question
        isn't assigned to this consumer or if the consumer hasn't yet
        initialized its cache of committed offsets.

        Arguments:
            partition (TopicPartition): the partition to check

        Returns:
            The last committed offset, or None if there was no prior commit.
        """
        assert self.config['api_version'] >= (0, 8, 1), 'Requires >= Kafka 0.8.1'
        assert self.config['group_id'] is not None, 'Requires group_id'
        if not isinstance(partition, TopicPartition):
            raise TypeError('partition must be a TopicPartition namedtuple')
        if self._subscription.is_assigned(partition):
            committed = self._subscription.assignment[partition].committed
            if committed is None:
                self._coordinator.refresh_committed_offsets_if_needed()
                committed = self._subscription.assignment[partition].committed
        else:
            commit_map = self._coordinator.fetch_committed_offsets([partition])
            if partition in commit_map:
                committed = commit_map[partition].offset
            else:
                committed = None
        return committed


[docs]    def topics(self):
        """Get all topics the user is authorized to view.

        Returns:
            set: topics
        """
        cluster = self._client.cluster
        if self._client._metadata_refresh_in_progress and self._client._topics:
            future = cluster.request_update()
            self._client.poll(future=future)
        stash = cluster.need_all_topic_metadata
        cluster.need_all_topic_metadata = True
        future = cluster.request_update()
        self._client.poll(future=future)
        cluster.need_all_topic_metadata = stash
        return cluster.topics()


[docs]    def partitions_for_topic(self, topic):
        """Get metadata about the partitions for a given topic.

        Arguments:
            topic (str): topic to check

        Returns:
            set: partition ids
        """
        return self._client.cluster.partitions_for_topic(topic)


[docs]    def poll(self, timeout_ms=0, max_records=None):
        """Fetch data from assigned topics / partitions.

        Records are fetched and returned in batches by topic-partition.
        On each poll, consumer will try to use the last consumed offset as the
        starting offset and fetch sequentially. The last consumed offset can be
        manually set through seek(partition, offset) or automatically set as
        the last committed offset for the subscribed list of partitions.

        Incompatible with iterator interface -- use one or the other, not both.

        Arguments:
            timeout_ms (int, optional): milliseconds spent waiting in poll if
                data is not available in the buffer. If 0, returns immediately
                with any records that are available currently in the buffer,
                else returns empty. Must not be negative. Default: 0
            max_records (int, optional): The maximum number of records returned
                in a single call to :meth:`poll`. Default: Inherit value from
                max_poll_records.

        Returns:
            dict: topic to list of records since the last fetch for the
                subscribed list of topics and partitions
        """
        assert timeout_ms >= 0, 'Timeout must not be negative'
        if max_records is None:
            max_records = self.config['max_poll_records']

        # poll for new data until the timeout expires
        start = time.time()
        remaining = timeout_ms
        while True:
            records = self._poll_once(remaining, max_records)
            if records:
                return records

            elapsed_ms = (time.time() - start) * 1000
            remaining = timeout_ms - elapsed_ms

            if remaining <= 0:
                return {}


    def _poll_once(self, timeout_ms, max_records):
        """
        Do one round of polling. In addition to checking for new data, this does
        any needed heart-beating, auto-commits, and offset updates.

        Arguments:
            timeout_ms (int): The maximum time in milliseconds to block

        Returns:
            dict: map of topic to list of records (may be empty)
        """
        if self._use_consumer_group():
            self._coordinator.ensure_coordinator_known()
            self._coordinator.ensure_active_group()

        # 0.8.2 brokers support kafka-backed offset storage via group coordinator
        elif self.config['group_id'] is not None and self.config['api_version'] >= (0, 8, 2):
            self._coordinator.ensure_coordinator_known()

        # fetch positions if we have partitions we're subscribed to that we
        # don't know the offset for
        if not self._subscription.has_all_fetch_positions():
            self._update_fetch_positions(self._subscription.missing_fetch_positions())

        # if data is available already, e.g. from a previous network client
        # poll() call to commit, then just return it immediately
        records, partial = self._fetcher.fetched_records(max_records)
        if records:
            # before returning the fetched records, we can send off the
            # next round of fetches and avoid block waiting for their
            # responses to enable pipelining while the user is handling the
            # fetched records.
            if not partial:
                self._fetcher.send_fetches()
            return records

        # send any new fetches (won't resend pending fetches)
        self._fetcher.send_fetches()

        self._client.poll(timeout_ms=timeout_ms, sleep=True)
        records, _ = self._fetcher.fetched_records(max_records)
        return records

[docs]    def position(self, partition):
        """Get the offset of the next record that will be fetched

        Arguments:
            partition (TopicPartition): partition to check

        Returns:
            int: offset
        """
        if not isinstance(partition, TopicPartition):
            raise TypeError('partition must be a TopicPartition namedtuple')
        assert self._subscription.is_assigned(partition), 'Partition is not assigned'
        offset = self._subscription.assignment[partition].position
        if offset is None:
            self._update_fetch_positions([partition])
            offset = self._subscription.assignment[partition].position
        return offset


[docs]    def highwater(self, partition):
        """Last known highwater offset for a partition

        A highwater offset is the offset that will be assigned to the next
        message that is produced. It may be useful for calculating lag, by
        comparing with the reported position. Note that both position and
        highwater refer to the *next* offset -- i.e., highwater offset is
        one greater than the newest available message.

        Highwater offsets are returned in FetchResponse messages, so will
        not be available if no FetchRequests have been sent for this partition
        yet.

        Arguments:
            partition (TopicPartition): partition to check

        Returns:
            int or None: offset if available
        """
        if not isinstance(partition, TopicPartition):
            raise TypeError('partition must be a TopicPartition namedtuple')
        assert self._subscription.is_assigned(partition), 'Partition is not assigned'
        return self._subscription.assignment[partition].highwater


[docs]    def pause(self, *partitions):
        """Suspend fetching from the requested partitions.

        Future calls to poll() will not return any records from these partitions
        until they have been resumed using resume(). Note that this method does
        not affect partition subscription. In particular, it does not cause a
        group rebalance when automatic assignment is used.

        Arguments:
            *partitions (TopicPartition): partitions to pause
        """
        if not all([isinstance(p, TopicPartition) for p in partitions]):
            raise TypeError('partitions must be TopicPartition namedtuples')
        for partition in partitions:
            log.debug("Pausing partition %s", partition)
            self._subscription.pause(partition)


[docs]    def paused(self):
        """Get the partitions that were previously paused by a call to pause().

        Returns:
            set: {partition (TopicPartition), ...}
        """
        return self._subscription.paused_partitions()


[docs]    def resume(self, *partitions):
        """Resume fetching from the specified (paused) partitions.

        Arguments:
            *partitions (TopicPartition): partitions to resume
        """
        if not all([isinstance(p, TopicPartition) for p in partitions]):
            raise TypeError('partitions must be TopicPartition namedtuples')
        for partition in partitions:
            log.debug("Resuming partition %s", partition)
            self._subscription.resume(partition)


[docs]    def seek(self, partition, offset):
        """Manually specify the fetch offset for a TopicPartition.

        Overrides the fetch offsets that the consumer will use on the next
        poll(). If this API is invoked for the same partition more than once,
        the latest offset will be used on the next poll(). Note that you may
        lose data if this API is arbitrarily used in the middle of consumption,
        to reset the fetch offsets.

        Arguments:
            partition (TopicPartition): partition for seek operation
            offset (int): message offset in partition

        Raises:
            AssertionError: if offset is not an int >= 0; or if partition is not
                currently assigned.
        """
        if not isinstance(partition, TopicPartition):
            raise TypeError('partition must be a TopicPartition namedtuple')
        assert isinstance(offset, int) and offset >= 0, 'Offset must be >= 0'
        assert partition in self._subscription.assigned_partitions(), 'Unassigned partition'
        log.debug("Seeking to offset %s for partition %s", offset, partition)
        self._subscription.assignment[partition].seek(offset)


[docs]    def seek_to_beginning(self, *partitions):
        """Seek to the oldest available offset for partitions.

        Arguments:
            *partitions: optionally provide specific TopicPartitions, otherwise
                default to all assigned partitions

        Raises:
            AssertionError: if any partition is not currently assigned, or if
                no partitions are assigned
        """
        if not all([isinstance(p, TopicPartition) for p in partitions]):
            raise TypeError('partitions must be TopicPartition namedtuples')
        if not partitions:
            partitions = self._subscription.assigned_partitions()
            assert partitions, 'No partitions are currently assigned'
        else:
            for p in partitions:
                assert p in self._subscription.assigned_partitions(), 'Unassigned partition'

        for tp in partitions:
            log.debug("Seeking to beginning of partition %s", tp)
            self._subscription.need_offset_reset(tp, OffsetResetStrategy.EARLIEST)


[docs]    def seek_to_end(self, *partitions):
        """Seek to the most recent available offset for partitions.

        Arguments:
            *partitions: optionally provide specific TopicPartitions, otherwise
                default to all assigned partitions

        Raises:
            AssertionError: if any partition is not currently assigned, or if
                no partitions are assigned
        """
        if not all([isinstance(p, TopicPartition) for p in partitions]):
            raise TypeError('partitions must be TopicPartition namedtuples')
        if not partitions:
            partitions = self._subscription.assigned_partitions()
            assert partitions, 'No partitions are currently assigned'
        else:
            for p in partitions:
                assert p in self._subscription.assigned_partitions(), 'Unassigned partition'

        for tp in partitions:
            log.debug("Seeking to end of partition %s", tp)
            self._subscription.need_offset_reset(tp, OffsetResetStrategy.LATEST)


[docs]    def subscribe(self, topics=(), pattern=None, listener=None):
        """Subscribe to a list of topics, or a topic regex pattern

        Partitions will be dynamically assigned via a group coordinator.
        Topic subscriptions are not incremental: this list will replace the
        current assignment (if there is one).

        This method is incompatible with assign()

        Arguments:
            topics (list): List of topics for subscription.
            pattern (str): Pattern to match available topics. You must provide
                either topics or pattern, but not both.
            listener (ConsumerRebalanceListener): Optionally include listener
                callback, which will be called before and after each rebalance
                operation.

                As part of group management, the consumer will keep track of the
                list of consumers that belong to a particular group and will
                trigger a rebalance operation if one of the following events
                trigger:

                * Number of partitions change for any of the subscribed topics
                * Topic is created or deleted
                * An existing member of the consumer group dies
                * A new member is added to the consumer group

                When any of these events are triggered, the provided listener
                will be invoked first to indicate that the consumer's assignment
                has been revoked, and then again when the new assignment has
                been received. Note that this listener will immediately override
                any listener set in a previous call to subscribe. It is
                guaranteed, however, that the partitions revoked/assigned
                through this interface are from topics subscribed in this call.

        Raises:
            IllegalStateError: if called after previously calling assign()
            AssertionError: if neither topics or pattern is provided
            TypeError: if listener is not a ConsumerRebalanceListener
        """
        # SubscriptionState handles error checking
        self._subscription.subscribe(topics=topics,
                                     pattern=pattern,
                                     listener=listener)

        # regex will need all topic metadata
        if pattern is not None:
            self._client.cluster.need_all_topic_metadata = True
            self._client.set_topics([])
            self._client.cluster.request_update()
            log.debug("Subscribed to topic pattern: %s", pattern)
        else:
            self._client.cluster.need_all_topic_metadata = False
            self._client.set_topics(self._subscription.group_subscription())
            log.debug("Subscribed to topic(s): %s", topics)


[docs]    def subscription(self):
        """Get the current topic subscription.

        Returns:
            set: {topic, ...}
        """
        return self._subscription.subscription


[docs]    def unsubscribe(self):
        """Unsubscribe from all topics and clear all assigned partitions."""
        self._subscription.unsubscribe()
        self._coordinator.close()
        self._client.cluster.need_all_topic_metadata = False
        self._client.set_topics([])
        log.debug("Unsubscribed all topics or patterns and assigned partitions")


[docs]    def metrics(self, raw=False):
        """Warning: this is an unstable interface.
        It may change in future releases without warning"""
        if raw:
            return self._metrics.metrics

        metrics = {}
        for k, v in self._metrics.metrics.items():
            if k.group not in metrics:
                metrics[k.group] = {}
            if k.name not in metrics[k.group]:
                metrics[k.group][k.name] = {}
            metrics[k.group][k.name] = v.value()
        return metrics


    def _use_consumer_group(self):
        """Return True iff this consumer can/should join a broker-coordinated group."""
        if self.config['api_version'] < (0, 9):
            return False
        elif self.config['group_id'] is None:
            return False
        elif not self._subscription.partitions_auto_assigned():
            return False
        return True

    def _update_fetch_positions(self, partitions):
        """
        Set the fetch position to the committed position (if there is one)
        or reset it using the offset reset policy the user has configured.

        Arguments:
            partitions (List[TopicPartition]): The partitions that need
                updating fetch positions

        Raises:
            NoOffsetForPartitionError: If no offset is stored for a given
                partition and no offset reset policy is defined
        """
        if (self.config['api_version'] >= (0, 8, 1)
            and self.config['group_id'] is not None):

            # refresh commits for all assigned partitions
            self._coordinator.refresh_committed_offsets_if_needed()

        # then do any offset lookups in case some positions are not known
        self._fetcher.update_fetch_positions(partitions)

    def _message_generator(self):
        assert self.assignment() or self.subscription() is not None, 'No topic subscription or manual partition assignment'
        while time.time() < self._consumer_timeout:

            if self._use_consumer_group():
                self._coordinator.ensure_coordinator_known()
                self._coordinator.ensure_active_group()

            # 0.8.2 brokers support kafka-backed offset storage via group coordinator
            elif self.config['group_id'] is not None and self.config['api_version'] >= (0, 8, 2):
                self._coordinator.ensure_coordinator_known()

            # fetch offsets for any subscribed partitions that we arent tracking yet
            if not self._subscription.has_all_fetch_positions():
                partitions = self._subscription.missing_fetch_positions()
                self._update_fetch_positions(partitions)

            poll_ms = 1000 * (self._consumer_timeout - time.time())
            if not self._fetcher.in_flight_fetches():
                poll_ms = 0
            self._client.poll(timeout_ms=poll_ms, sleep=True)

            # We need to make sure we at least keep up with scheduled tasks,
            # like heartbeats, auto-commits, and metadata refreshes
            timeout_at = self._next_timeout()

            # Because the consumer client poll does not sleep unless blocking on
            # network IO, we need to explicitly sleep when we know we are idle
            # because we haven't been assigned any partitions to fetch / consume
            if self._use_consumer_group() and not self.assignment():
                sleep_time = max(timeout_at - time.time(), 0)
                if sleep_time > 0 and not self._client.in_flight_request_count():
                    log.debug('No partitions assigned; sleeping for %s', sleep_time)
                    time.sleep(sleep_time)
                    continue

            # Short-circuit the fetch iterator if we are already timed out
            # to avoid any unintentional interaction with fetcher setup
            if time.time() > timeout_at:
                continue

            for msg in self._fetcher:
                yield msg
                if time.time() > timeout_at:
                    log.debug("internal iterator timeout - breaking for poll")
                    break

            # an else block on a for loop only executes if there was no break
            # so this should only be called on a StopIteration from the fetcher
            # and we assume that it is safe to init_fetches when fetcher is done
            # i.e., there are no more records stored internally
            else:
                self._fetcher.send_fetches()

    def _next_timeout(self):
        timeout = min(self._consumer_timeout,
                      self._client._delayed_tasks.next_at() + time.time(),
                      self._client.cluster.ttl() / 1000.0 + time.time())

        # Although the delayed_tasks timeout above should cover processing
        # HeartbeatRequests, it is still possible that HeartbeatResponses
        # are left unprocessed during a long _fetcher iteration without
        # an intermediate poll(). And because tasks are responsible for
        # rescheduling themselves, an unprocessed response will prevent
        # the next heartbeat from being sent. This check should help
        # avoid that.
        if self._use_consumer_group():
            heartbeat = time.time() + self._coordinator.heartbeat.ttl()
            timeout = min(timeout, heartbeat)
        return timeout

    def __iter__(self):  # pylint: disable=non-iterator-returned
        return self

    def __next__(self):
        if not self._iterator:
            self._iterator = self._message_generator()

        self._set_consumer_timeout()
        try:
            return next(self._iterator)
        except StopIteration:
            self._iterator = None
            raise

    def _set_consumer_timeout(self):
        # consumer_timeout_ms can be used to stop iteration early
        if self.config['consumer_timeout_ms'] >= 0:
            self._consumer_timeout = time.time() + (
                self.config['consumer_timeout_ms'] / 1000.0)

    # old KafkaConsumer methods are deprecated
[docs]    def configure(self, **configs):
        raise NotImplementedError(
            'deprecated -- initialize a new consumer')


[docs]    def set_topic_partitions(self, *topics):
        raise NotImplementedError(
            'deprecated -- use subscribe() or assign()')


[docs]    def fetch_messages(self):
        raise NotImplementedError(
            'deprecated -- use poll() or iterator interface')


[docs]    def get_partition_offsets(self, topic, partition,
                              request_time_ms, max_num_offsets):
        raise NotImplementedError(
            'deprecated -- send an OffsetRequest with KafkaClient')


[docs]    def offsets(self, group=None):
        raise NotImplementedError('deprecated -- use committed(partition)')


[docs]    def task_done(self, message):
        raise NotImplementedError(
            'deprecated -- commit offsets manually if needed')
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class kafka.producer.SimpleProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A simple, round-robin producer.


See Producer class for Base Arguments



		Additional Arguments:


		
		random_start (bool, optional): randomize the initial partition which


		the first message block will be published to, otherwise
if false, the first message block will always publish
to partition 0 before cycling through each partition,
defaults to True.


















		
class kafka.producer.KeyedProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A producer which distributes messages to partitions based on the key


See Producer class for Arguments



		Additional Arguments:


		
		partitioner: A partitioner class that will be used to get the partition


		to send the message to. Must be derived from Partitioner.
Defaults to HashedPartitioner.


















		
class kafka.producer.base.Producer(client, req_acks=1, ack_timeout=1000, codec=None, codec_compresslevel=None, sync_fail_on_error=True, async=False, batch_send=False, batch_send_every_n=20, batch_send_every_t=20, async_retry_limit=None, async_retry_backoff_ms=100, async_retry_on_timeouts=True, async_queue_maxsize=0, async_queue_put_timeout=0, async_log_messages_on_error=True, async_stop_timeout=30)[source]


		Bases: object


Base class to be used by producers






		Parameters:		
		client (kafka.SimpleClient) – instance to use for broker
communications. If async=True, the background thread will use
client.copy(), which is expected to return a thread-safe object.


		codec (kafka.protocol.ALL_CODECS) – compression codec to use.


		req_acks (int, optional) – A value indicating the acknowledgements that
the server must receive before responding to the request,
defaults to 1 (local ack).


		ack_timeout (int, optional) – millisecond timeout to wait for the
configured req_acks, defaults to 1000.


		sync_fail_on_error (bool, optional) – whether sync producer should
raise exceptions (True), or just return errors (False),
defaults to True.


		async (bool, optional) – send message using a background thread,
defaults to False.


		batch_send_every_n (int, optional) – If async is True, messages are
sent in batches of this size, defaults to 20.


		batch_send_every_t (int or float, optional) – If async is True,
messages are sent immediately after this timeout in seconds, even
if there are fewer than batch_send_every_n, defaults to 20.


		async_retry_limit (int, optional) – number of retries for failed messages
or None for unlimited, defaults to None / unlimited.


		async_retry_backoff_ms (int, optional) – milliseconds to backoff on
failed messages, defaults to 100.


		async_retry_on_timeouts (bool, optional) – whether to retry on
RequestTimedOutError, defaults to True.


		async_queue_maxsize (int, optional) – limit to the size of the
internal message queue in number of messages (not size), defaults
to 0 (no limit).


		async_queue_put_timeout (int or float, optional) – timeout seconds
for queue.put in send_messages for async producers – will only
apply if async_queue_maxsize > 0 and the queue is Full,
defaults to 0 (fail immediately on full queue).


		async_log_messages_on_error (bool, optional) – set to False and the
async producer will only log hash() contents on failed produce
requests, defaults to True (log full messages). Hash logging
will not allow you to identify the specific message that failed,
but it will allow you to match failures with retries.


		async_stop_timeout (int or float, optional) – seconds to continue
attempting to send queued messages after producer.stop(),
defaults to 30.














		Deprecated Arguments:


		
		batch_send (bool, optional): If True, messages are sent by a background


		thread in batches, defaults to False. Deprecated, use ‘async’












		
send_messages(topic, partition, *msg)[source]


		Helper method to send produce requests.


Note that msg type must be encoded to bytes by user. Passing unicode
message will not work, for example you should encode before calling
send_messages via something like unicode_message.encode(‘utf-8’)
All messages will set the message ‘key’ to None.






		Parameters:		
		topic (str) – name of topic for produce request


		partition (int) – partition number for produce request


		*msg (bytes) – one or more message payloads









		Returns:		ResponseRequest returned by server






		Raises:		
		FailedPayloadsError –
low-level connection error, can be caused by
networking failures, or a malformed request.


		ConnectionError


		KafkaUnavailableError –
all known brokers are down when attempting
to refresh metadata.


		LeaderNotAvailableError –
topic or partition is initializing or
a broker failed and leadership election is in progress.


		NotLeaderForPartitionError –
metadata is out of sync; the broker
that the request was sent to is not the leader for the topic
or partition.


		UnknownTopicOrPartitionError –
the topic or partition has not
been created yet and auto-creation is not available.


		AsyncProducerQueueFull –
in async mode, if too many messages are
unsent and remain in the internal queue.




















		
stop(timeout=None)[source]


		Stop the producer (async mode). Blocks until async thread completes.
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  Source code for kafka.consumer.simple

from __future__ import absolute_import

try:
    from itertools import zip_longest as izip_longest, repeat  # pylint: disable=E0611
except ImportError:
    from itertools import izip_longest as izip_longest, repeat  # pylint: disable=E0611
import logging
import sys
import time
import warnings

from kafka.vendor import six
from kafka.vendor.six.moves import queue # pylint: disable=import-error

from .base import (
    Consumer,
    FETCH_DEFAULT_BLOCK_TIMEOUT,
    AUTO_COMMIT_MSG_COUNT,
    AUTO_COMMIT_INTERVAL,
    FETCH_MIN_BYTES,
    FETCH_BUFFER_SIZE_BYTES,
    MAX_FETCH_BUFFER_SIZE_BYTES,
    FETCH_MAX_WAIT_TIME,
    ITER_TIMEOUT_SECONDS,
    NO_MESSAGES_WAIT_TIME_SECONDS
)
from ..common import (
    FetchRequestPayload, KafkaError, OffsetRequestPayload,
    ConsumerFetchSizeTooSmall,
    UnknownTopicOrPartitionError, NotLeaderForPartitionError,
    OffsetOutOfRangeError, FailedPayloadsError, check_error
)
from kafka.protocol.message import PartialMessage


log = logging.getLogger(__name__)


[docs]class FetchContext(object):
    """
    Class for managing the state of a consumer during fetch
    """
    def __init__(self, consumer, block, timeout):
        warnings.warn('deprecated - this class will be removed in a future'
                      ' release', DeprecationWarning)
        self.consumer = consumer
        self.block = block

        if block:
            if not timeout:
                timeout = FETCH_DEFAULT_BLOCK_TIMEOUT
            self.timeout = timeout * 1000

[docs]    def __enter__(self):
        """Set fetch values based on blocking status"""
        self.orig_fetch_max_wait_time = self.consumer.fetch_max_wait_time
        self.orig_fetch_min_bytes = self.consumer.fetch_min_bytes
        if self.block:
            self.consumer.fetch_max_wait_time = self.timeout
            self.consumer.fetch_min_bytes = 1
        else:
            self.consumer.fetch_min_bytes = 0


[docs]    def __exit__(self, type, value, traceback):
        """Reset values"""
        self.consumer.fetch_max_wait_time = self.orig_fetch_max_wait_time
        self.consumer.fetch_min_bytes = self.orig_fetch_min_bytes




[docs]class SimpleConsumer(Consumer):
    """
    A simple consumer implementation that consumes all/specified partitions
    for a topic

    Arguments:
        client: a connected SimpleClient
        group: a name for this consumer, used for offset storage and must be unique
            If you are connecting to a server that does not support offset
            commit/fetch (any prior to 0.8.1.1), then you *must* set this to None
        topic: the topic to consume

    Keyword Arguments:
        partitions: An optional list of partitions to consume the data from

        auto_commit: default True. Whether or not to auto commit the offsets

        auto_commit_every_n: default 100. How many messages to consume
             before a commit

        auto_commit_every_t: default 5000. How much time (in milliseconds) to
             wait before commit
        fetch_size_bytes: number of bytes to request in a FetchRequest

        buffer_size: default 4K. Initial number of bytes to tell kafka we
             have available. This will double as needed.

        max_buffer_size: default 16K. Max number of bytes to tell kafka we have
             available. None means no limit.

        iter_timeout: default None. How much time (in seconds) to wait for a
             message in the iterator before exiting. None means no
             timeout, so it will wait forever.

        auto_offset_reset: default largest. Reset partition offsets upon
             OffsetOutOfRangeError. Valid values are largest and smallest.
             Otherwise, do not reset the offsets and raise OffsetOutOfRangeError.

    Auto commit details:
    If both auto_commit_every_n and auto_commit_every_t are set, they will
    reset one another when one is triggered. These triggers simply call the
    commit method on this class. A manual call to commit will also reset
    these triggers
    """
    def __init__(self, client, group, topic, auto_commit=True, partitions=None,
                 auto_commit_every_n=AUTO_COMMIT_MSG_COUNT,
                 auto_commit_every_t=AUTO_COMMIT_INTERVAL,
                 fetch_size_bytes=FETCH_MIN_BYTES,
                 buffer_size=FETCH_BUFFER_SIZE_BYTES,
                 max_buffer_size=MAX_FETCH_BUFFER_SIZE_BYTES,
                 iter_timeout=None,
                 auto_offset_reset='largest'):
        warnings.warn('deprecated - this class will be removed in a future'
                      ' release. Use KafkaConsumer instead.',
                      DeprecationWarning)
        super(SimpleConsumer, self).__init__(
            client, group, topic,
            partitions=partitions,
            auto_commit=auto_commit,
            auto_commit_every_n=auto_commit_every_n,
            auto_commit_every_t=auto_commit_every_t)

        if max_buffer_size is not None and buffer_size > max_buffer_size:
            raise ValueError('buffer_size (%d) is greater than '
                             'max_buffer_size (%d)' %
                             (buffer_size, max_buffer_size))
        self.buffer_size = buffer_size
        self.max_buffer_size = max_buffer_size
        self.fetch_max_wait_time = FETCH_MAX_WAIT_TIME
        self.fetch_min_bytes = fetch_size_bytes
        self.fetch_offsets = self.offsets.copy()
        self.iter_timeout = iter_timeout
        self.auto_offset_reset = auto_offset_reset
        self.queue = queue.Queue()

    def __repr__(self):
        return '<SimpleConsumer group=%s, topic=%s, partitions=%s>' % \
            (self.group, self.topic, str(self.offsets.keys()))

[docs]    def reset_partition_offset(self, partition):
        """Update offsets using auto_offset_reset policy (smallest|largest)

        Arguments:
            partition (int): the partition for which offsets should be updated

        Returns: Updated offset on success, None on failure
        """
        LATEST = -1
        EARLIEST = -2
        if self.auto_offset_reset == 'largest':
            reqs = [OffsetRequestPayload(self.topic, partition, LATEST, 1)]
        elif self.auto_offset_reset == 'smallest':
            reqs = [OffsetRequestPayload(self.topic, partition, EARLIEST, 1)]
        else:
            # Let's raise an reasonable exception type if user calls
            # outside of an exception context
            if sys.exc_info() == (None, None, None):
                raise OffsetOutOfRangeError('Cannot reset partition offsets without a '
                                            'valid auto_offset_reset setting '
                                            '(largest|smallest)')
            # Otherwise we should re-raise the upstream exception
            # b/c it typically includes additional data about
            # the request that triggered it, and we do not want to drop that
            raise # pylint: disable=E0704

        # send_offset_request
        log.info('Resetting topic-partition offset to %s for %s:%d',
                 self.auto_offset_reset, self.topic, partition)
        try:
            (resp, ) = self.client.send_offset_request(reqs)
        except KafkaError as e:
            log.error('%s sending offset request for %s:%d',
                      e.__class__.__name__, self.topic, partition)
        else:
            self.offsets[partition] = resp.offsets[0]
            self.fetch_offsets[partition] = resp.offsets[0]
            return resp.offsets[0]


[docs]    def seek(self, offset, whence=None, partition=None):
        """
        Alter the current offset in the consumer, similar to fseek

        Arguments:
            offset: how much to modify the offset
            whence: where to modify it from, default is None

                * None is an absolute offset
                * 0    is relative to the earliest available offset (head)
                * 1    is relative to the current offset
                * 2    is relative to the latest known offset (tail)

            partition: modify which partition, default is None.
                If partition is None, would modify all partitions.
        """

        if whence is None: # set an absolute offset
            if partition is None:
                for tmp_partition in self.offsets:
                    self.offsets[tmp_partition] = offset
            else:
                self.offsets[partition] = offset
        elif whence == 1:  # relative to current position
            if partition is None:
                for tmp_partition, _offset in self.offsets.items():
                    self.offsets[tmp_partition] = _offset + offset
            else:
                self.offsets[partition] += offset
        elif whence in (0, 2):  # relative to beginning or end
            reqs = []
            deltas = {}
            if partition is None:
                # divide the request offset by number of partitions,
                # distribute the remained evenly
                (delta, rem) = divmod(offset, len(self.offsets))
                for tmp_partition, r in izip_longest(self.offsets.keys(),
                                                     repeat(1, rem),
                                                     fillvalue=0):
                    deltas[tmp_partition] = delta + r

                for tmp_partition in self.offsets.keys():
                    if whence == 0:
                        reqs.append(OffsetRequestPayload(self.topic, tmp_partition, -2, 1))
                    elif whence == 2:
                        reqs.append(OffsetRequestPayload(self.topic, tmp_partition, -1, 1))
                    else:
                        pass
            else:
                deltas[partition] = offset
                if whence == 0:
                    reqs.append(OffsetRequestPayload(self.topic, partition, -2, 1))
                elif whence == 2:
                    reqs.append(OffsetRequestPayload(self.topic, partition, -1, 1))
                else:
                    pass

            resps = self.client.send_offset_request(reqs)
            for resp in resps:
                self.offsets[resp.partition] = \
                    resp.offsets[0] + deltas[resp.partition]
        else:
            raise ValueError('Unexpected value for `whence`, %d' % whence)

        # Reset queue and fetch offsets since they are invalid
        self.fetch_offsets = self.offsets.copy()
        self.count_since_commit += 1
        if self.auto_commit:
            self.commit()

        self.queue = queue.Queue()


[docs]    def get_messages(self, count=1, block=True, timeout=0.1):
        """
        Fetch the specified number of messages

        Keyword Arguments:
            count: Indicates the maximum number of messages to be fetched
            block: If True, the API will block till all messages are fetched.
                If block is a positive integer the API will block until that
                many messages are fetched.
            timeout: When blocking is requested the function will block for
                the specified time (in seconds) until count messages is
                fetched. If None, it will block forever.
        """
        messages = []
        if timeout is not None:
            timeout += time.time()

        new_offsets = {}
        log.debug('getting %d messages', count)
        while len(messages) < count:
            block_time = timeout - time.time()
            log.debug('calling _get_message block=%s timeout=%s', block, block_time)
            block_next_call = block is True or block > len(messages)
            result = self._get_message(block_next_call, block_time,
                                       get_partition_info=True,
                                       update_offset=False)
            log.debug('got %s from _get_messages', result)
            if not result:
                if block_next_call and (timeout is None or time.time() <= timeout):
                    continue
                break

            partition, message = result
            _msg = (partition, message) if self.partition_info else message
            messages.append(_msg)
            new_offsets[partition] = message.offset + 1

        # Update and commit offsets if necessary
        self.offsets.update(new_offsets)
        self.count_since_commit += len(messages)
        self._auto_commit()
        log.debug('got %d messages: %s', len(messages), messages)
        return messages


[docs]    def get_message(self, block=True, timeout=0.1, get_partition_info=None):
        return self._get_message(block, timeout, get_partition_info)


    def _get_message(self, block=True, timeout=0.1, get_partition_info=None,
                     update_offset=True):
        """
        If no messages can be fetched, returns None.
        If get_partition_info is None, it defaults to self.partition_info
        If get_partition_info is True, returns (partition, message)
        If get_partition_info is False, returns message
        """
        start_at = time.time()
        while self.queue.empty():
            # We're out of messages, go grab some more.
            log.debug('internal queue empty, fetching more messages')
            with FetchContext(self, block, timeout):
                self._fetch()

            if not block or time.time() > (start_at + timeout):
                break

        try:
            partition, message = self.queue.get_nowait()

            if update_offset:
                # Update partition offset
                self.offsets[partition] = message.offset + 1

                # Count, check and commit messages if necessary
                self.count_since_commit += 1
                self._auto_commit()

            if get_partition_info is None:
                get_partition_info = self.partition_info
            if get_partition_info:
                return partition, message
            else:
                return message
        except queue.Empty:
            log.debug('internal queue empty after fetch - returning None')
            return None

    def __iter__(self):
        if self.iter_timeout is None:
            timeout = ITER_TIMEOUT_SECONDS
        else:
            timeout = self.iter_timeout

        while True:
            message = self.get_message(True, timeout)
            if message:
                yield message
            elif self.iter_timeout is None:
                # We did not receive any message yet but we don't have a
                # timeout, so give up the CPU for a while before trying again
                time.sleep(NO_MESSAGES_WAIT_TIME_SECONDS)
            else:
                # Timed out waiting for a message
                break

    def _fetch(self):
        # Create fetch request payloads for all the partitions
        partitions = dict((p, self.buffer_size)
                      for p in self.fetch_offsets.keys())
        while partitions:
            requests = []
            for partition, buffer_size in six.iteritems(partitions):
                requests.append(FetchRequestPayload(self.topic, partition,
                                                    self.fetch_offsets[partition],
                                                    buffer_size))
            # Send request
            responses = self.client.send_fetch_request(
                requests,
                max_wait_time=int(self.fetch_max_wait_time),
                min_bytes=self.fetch_min_bytes,
                fail_on_error=False
            )

            retry_partitions = {}
            for resp in responses:

                try:
                    check_error(resp)
                except UnknownTopicOrPartitionError:
                    log.error('UnknownTopicOrPartitionError for %s:%d',
                              resp.topic, resp.partition)
                    self.client.reset_topic_metadata(resp.topic)
                    raise
                except NotLeaderForPartitionError:
                    log.error('NotLeaderForPartitionError for %s:%d',
                              resp.topic, resp.partition)
                    self.client.reset_topic_metadata(resp.topic)
                    continue
                except OffsetOutOfRangeError:
                    log.warning('OffsetOutOfRangeError for %s:%d. '
                                'Resetting partition offset...',
                                resp.topic, resp.partition)
                    self.reset_partition_offset(resp.partition)
                    # Retry this partition
                    retry_partitions[resp.partition] = partitions[resp.partition]
                    continue
                except FailedPayloadsError as e:
                    log.warning('FailedPayloadsError for %s:%d',
                                e.payload.topic, e.payload.partition)
                    # Retry this partition
                    retry_partitions[e.payload.partition] = partitions[e.payload.partition]
                    continue

                partition = resp.partition
                buffer_size = partitions[partition]

                # Check for partial message
                if resp.messages and isinstance(resp.messages[-1].message, PartialMessage):

                    # If buffer is at max and all we got was a partial message
                    # raise ConsumerFetchSizeTooSmall
                    if (self.max_buffer_size is not None and
                        buffer_size == self.max_buffer_size and
                        len(resp.messages) == 1):

                        log.error('Max fetch size %d too small', self.max_buffer_size)
                        raise ConsumerFetchSizeTooSmall()

                    if self.max_buffer_size is None:
                        buffer_size *= 2
                    else:
                        buffer_size = min(buffer_size * 2, self.max_buffer_size)
                    log.warning('Fetch size too small, increase to %d (2x) '
                                'and retry', buffer_size)
                    retry_partitions[partition] = buffer_size
                    resp.messages.pop()

                for message in resp.messages:
                    if message.offset < self.fetch_offsets[partition]:
                        log.debug('Skipping message %s because its offset is less than the consumer offset',
                                  message)
                        continue
                    # Put the message in our queue
                    self.queue.put((partition, message))
                    self.fetch_offsets[partition] = message.offset + 1
            partitions = retry_partitions
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Submodules





kafka.coordinator.base module



		
class kafka.coordinator.base.BaseCoordinator(client, metrics, **configs)[source]


		Bases: object


BaseCoordinator implements group management for a single group member
by interacting with a designated Kafka broker (the coordinator). Group
semantics are provided by extending this class.  See ConsumerCoordinator
for example usage.


From a high level, Kafka’s group management protocol consists of the
following sequence of actions:



		Group Registration: Group members register with the coordinator providing
their own metadata (such as the set of topics they are interested in).


		Group/Leader Selection: The coordinator select the members of the group
and chooses one member as the leader.


		State Assignment: The leader collects the metadata from all the members
of the group and assigns state.


		Group Stabilization: Each member receives the state assigned by the
leader and begins processing.





To leverage this protocol, an implementation must define the format of
metadata provided by each member for group registration in group_protocols()
and the format of the state assignment provided by the leader in
_perform_assignment() and which becomes available to members in
_on_join_complete().



		
DEFAULT_CONFIG = {'metric_group_prefix': '', 'session_timeout_ms': 30000, 'retry_backoff_ms': 100, 'heartbeat_interval_ms': 3000, 'group_id': 'kafka-python-default-group', 'api_version': (0, 9)}


		






		
close()[source]


		Close the coordinator, leave the current group
and reset local generation/memberId.









		
coordinator_dead(error)[source]


		Mark the current coordinator as dead.









		
coordinator_unknown()[source]


		Check if we know who the coordinator is and have an active connection


Side-effect: reset coordinator_id to None if connection failed






		Returns:		True if the coordinator is unknown



		Return type:		bool














		
ensure_active_group()[source]


		Ensure that the group is active (i.e. joined and synced)









		
ensure_coordinator_known()[source]


		Block until the coordinator for this group is known
(and we have an active connection – java client uses unsent queue).









		
group_protocols()[source]


		Return the list of supported group protocols and metadata.


This list is submitted by each group member via a JoinGroupRequest.
The order of the protocols in the list indicates the preference of the
protocol (the first entry is the most preferred). The coordinator takes
this preference into account when selecting the generation protocol
(generally more preferred protocols will be selected as long as all
members support them and there is no disagreement on the preference).


Note: metadata must be type bytes or support an encode() method






		Returns:		[(protocol, metadata), ...]



		Return type:		list














		
need_rejoin()[source]


		Check whether the group should be rejoined (e.g. if metadata changes)






		Returns:		True if it should, False otherwise



		Return type:		bool














		
protocol_type()[source]


		Unique identifier for the class of protocols implements
(e.g. “consumer” or “connect”).






		Returns:		protocol type name



		Return type:		str




















		
class kafka.coordinator.base.GroupCoordinatorMetrics(heartbeat, metrics, prefix, tags=None)[source]


		Bases: object









		
class kafka.coordinator.base.HeartbeatTask(coordinator)[source]


		Bases: object



		
disable()[source]


		






		
reset()[source]


		














kafka.coordinator.consumer module



		
class kafka.coordinator.consumer.AutoCommitTask(coordinator, interval)[source]


		Bases: object



		
reschedule(at=None)[source]


		












		
class kafka.coordinator.consumer.ConsumerCoordinator(client, subscription, metrics, **configs)[source]


		Bases: kafka.coordinator.base.BaseCoordinator


This class manages the coordination process with the consumer coordinator.



		
DEFAULT_CONFIG = {'assignors': (<class 'kafka.coordinator.assignors.range.RangePartitionAssignor'>, <class 'kafka.coordinator.assignors.roundrobin.RoundRobinPartitionAssignor'>), 'metric_group_prefix': 'consumer', 'exclude_internal_topics': True, 'session_timeout_ms': 30000, 'auto_commit_interval_ms': 5000, 'retry_backoff_ms': 100, 'default_offset_commit_callback': <function <lambda> at 0x7f5dbfc47a28>, 'enable_auto_commit': True, 'heartbeat_interval_ms': 3000, 'group_id': 'kafka-python-default-group', 'api_version': (0, 9)}


		






		
close()[source]


		






		
commit_offsets_async(offsets, callback=None)[source]


		Commit specific offsets asynchronously.






		Parameters:		
		(dict {TopicPartition (offsets) – OffsetAndMetadata}): what to commit


		callback (callable, optional) – called as callback(offsets, response)
response will be either an Exception or a OffsetCommitResponse
struct. This callback can be used to trigger custom actions when
a commit request completes.









		Returns:		indicating whether the commit was successful or not






		Return type:		Future

















		
commit_offsets_sync(offsets)[source]


		Commit specific offsets synchronously.


This method will retry until the commit completes successfully or an
unrecoverable error is encountered.






		Parameters:		(dict {TopicPartition (offsets) – OffsetAndMetadata}): what to commit







Raises error on failure









		
fetch_committed_offsets(partitions)[source]


		Fetch the current committed offsets for specified partitions






		Parameters:		partitions (list of TopicPartition) – partitions to fetch



		Returns:		{TopicPartition: OffsetAndMetadata}



		Return type:		dict














		
group_protocols()[source]


		Returns list of preferred (protocols, metadata)









		
need_rejoin()[source]


		Check whether the group should be rejoined






		Returns:		True if consumer should rejoin group, False otherwise



		Return type:		bool














		
protocol_type()[source]


		






		
refresh_committed_offsets_if_needed()[source]


		Fetch committed offsets for assigned partitions.















		
class kafka.coordinator.consumer.ConsumerCoordinatorMetrics(metrics, metric_group_prefix, subscription)[source]


		Bases: object











kafka.coordinator.heartbeat module



		
class kafka.coordinator.heartbeat.Heartbeat(**configs)[source]


		Bases: object



		
DEFAULT_CONFIG = {'session_timeout_ms': 30000, 'heartbeat_interval_ms': 3000}


		






		
received_heartbeat()[source]


		






		
reset_session_timeout()[source]


		






		
sent_heartbeat()[source]


		






		
session_expired()[source]


		






		
should_heartbeat()[source]


		






		
ttl()[source]


		














Module contents
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  Source code for kafka.protocol.api

from __future__ import absolute_import

from .struct import Struct
from .types import Int16, Int32, String, Schema


[docs]class RequestHeader(Struct):
    SCHEMA = Schema(
        ('api_key', Int16),
        ('api_version', Int16),
        ('correlation_id', Int32),
        ('client_id', String('utf-8'))
    )

    def __init__(self, request, correlation_id=0, client_id='kafka-python'):
        super(RequestHeader, self).__init__(
            request.API_KEY, request.API_VERSION, correlation_id, client_id
        )
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kafka.producer package



Submodules





kafka.producer.base module



		
class kafka.producer.base.Producer(client, req_acks=1, ack_timeout=1000, codec=None, codec_compresslevel=None, sync_fail_on_error=True, async=False, batch_send=False, batch_send_every_n=20, batch_send_every_t=20, async_retry_limit=None, async_retry_backoff_ms=100, async_retry_on_timeouts=True, async_queue_maxsize=0, async_queue_put_timeout=0, async_log_messages_on_error=True, async_stop_timeout=30)[source]


		Bases: object


Base class to be used by producers






		Parameters:		
		client (kafka.SimpleClient) – instance to use for broker
communications. If async=True, the background thread will use
client.copy(), which is expected to return a thread-safe object.


		codec (kafka.protocol.ALL_CODECS) – compression codec to use.


		req_acks (int, optional) – A value indicating the acknowledgements that
the server must receive before responding to the request,
defaults to 1 (local ack).


		ack_timeout (int, optional) – millisecond timeout to wait for the
configured req_acks, defaults to 1000.


		sync_fail_on_error (bool, optional) – whether sync producer should
raise exceptions (True), or just return errors (False),
defaults to True.


		async (bool, optional) – send message using a background thread,
defaults to False.


		batch_send_every_n (int, optional) – If async is True, messages are
sent in batches of this size, defaults to 20.


		batch_send_every_t (int or float, optional) – If async is True,
messages are sent immediately after this timeout in seconds, even
if there are fewer than batch_send_every_n, defaults to 20.


		async_retry_limit (int, optional) – number of retries for failed messages
or None for unlimited, defaults to None / unlimited.


		async_retry_backoff_ms (int, optional) – milliseconds to backoff on
failed messages, defaults to 100.


		async_retry_on_timeouts (bool, optional) – whether to retry on
RequestTimedOutError, defaults to True.


		async_queue_maxsize (int, optional) – limit to the size of the
internal message queue in number of messages (not size), defaults
to 0 (no limit).


		async_queue_put_timeout (int or float, optional) – timeout seconds
for queue.put in send_messages for async producers – will only
apply if async_queue_maxsize > 0 and the queue is Full,
defaults to 0 (fail immediately on full queue).


		async_log_messages_on_error (bool, optional) – set to False and the
async producer will only log hash() contents on failed produce
requests, defaults to True (log full messages). Hash logging
will not allow you to identify the specific message that failed,
but it will allow you to match failures with retries.


		async_stop_timeout (int or float, optional) – seconds to continue
attempting to send queued messages after producer.stop(),
defaults to 30.














		Deprecated Arguments:


		
		batch_send (bool, optional): If True, messages are sent by a background


		thread in batches, defaults to False. Deprecated, use ‘async’












		
ACK_AFTER_CLUSTER_COMMIT = -1


		






		
ACK_AFTER_LOCAL_WRITE = 1


		






		
ACK_NOT_REQUIRED = 0


		






		
DEFAULT_ACK_TIMEOUT = 1000


		






		
send_messages(topic, partition, *msg)[source]


		Helper method to send produce requests.


Note that msg type must be encoded to bytes by user. Passing unicode
message will not work, for example you should encode before calling
send_messages via something like unicode_message.encode(‘utf-8’)
All messages will set the message ‘key’ to None.






		Parameters:		
		topic (str) – name of topic for produce request


		partition (int) – partition number for produce request


		*msg (bytes) – one or more message payloads









		Returns:		ResponseRequest returned by server






		Raises:		
		FailedPayloadsError –
low-level connection error, can be caused by
networking failures, or a malformed request.


		ConnectionError


		KafkaUnavailableError –
all known brokers are down when attempting
to refresh metadata.


		LeaderNotAvailableError –
topic or partition is initializing or
a broker failed and leadership election is in progress.


		NotLeaderForPartitionError –
metadata is out of sync; the broker
that the request was sent to is not the leader for the topic
or partition.


		UnknownTopicOrPartitionError –
the topic or partition has not
been created yet and auto-creation is not available.


		AsyncProducerQueueFull –
in async mode, if too many messages are
unsent and remain in the internal queue.




















		
stop(timeout=None)[source]


		Stop the producer (async mode). Blocks until async thread completes.

















kafka.producer.keyed module



		
class kafka.producer.keyed.KeyedProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A producer which distributes messages to partitions based on the key


See Producer class for Arguments



		Additional Arguments:


		
		partitioner: A partitioner class that will be used to get the partition


		to send the message to. Must be derived from Partitioner.
Defaults to HashedPartitioner.












		
send(topic, key, msg)[source]


		






		
send_messages(topic, key, *msg)[source]


		














kafka.producer.simple module



		
class kafka.producer.simple.SimpleProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A simple, round-robin producer.


See Producer class for Base Arguments



		Additional Arguments:


		
		random_start (bool, optional): randomize the initial partition which


		the first message block will be published to, otherwise
if false, the first message block will always publish
to partition 0 before cycling through each partition,
defaults to True.












		
send_messages(topic, *msg)[source]


		














Module contents



		
class kafka.producer.KafkaProducer(**configs)[source]


		Bases: object


A Kafka client that publishes records to the Kafka cluster.


The producer is thread safe and sharing a single producer instance across
threads will generally be faster than having multiple instances.


The producer consists of a pool of buffer space that holds records that
haven’t yet been transmitted to the server as well as a background I/O
thread that is responsible for turning these records into requests and
transmitting them to the cluster.


The send() method is asynchronous. When called it adds the record to a
buffer of pending record sends and immediately returns. This allows the
producer to batch together individual records for efficiency.


The ‘acks’ config controls the criteria under which requests are considered
complete. The “all” setting will result in blocking on the full commit of
the record, the slowest but most durable setting.


If the request fails, the producer can automatically retry, unless
‘retries’ is configured to 0. Enabling retries also opens up the
possibility of duplicates (see the documentation on message
delivery semantics for details:
http://kafka.apache.org/documentation.html#semantics
).


The producer maintains buffers of unsent records for each partition. These
buffers are of a size specified by the ‘batch_size’ config. Making this
larger can result in more batching, but requires more memory (since we will
generally have one of these buffers for each active partition).


By default a buffer is available to send immediately even if there is
additional unused space in the buffer. However if you want to reduce the
number of requests you can set ‘linger_ms’ to something greater than 0.
This will instruct the producer to wait up to that number of milliseconds
before sending a request in hope that more records will arrive to fill up
the same batch. This is analogous to Nagle’s algorithm in TCP. Note that
records that arrive close together in time will generally batch together
even with linger_ms=0 so under heavy load batching will occur regardless of
the linger configuration; however setting this to something larger than 0
can lead to fewer, more efficient requests when not under maximal load at
the cost of a small amount of latency.


The buffer_memory controls the total amount of memory available to the
producer for buffering. If records are sent faster than they can be
transmitted to the server then this buffer space will be exhausted. When
the buffer space is exhausted additional send calls will block.


The key_serializer and value_serializer instruct how to turn the key and
value objects the user provides into bytes.






		Keyword Arguments:


		 		
		bootstrap_servers –
‘host[:port]’ string (or list of ‘host[:port]’
strings) that the producer should contact to bootstrap initial
cluster metadata. This does not have to be the full node list.
It just needs to have at least one broker that will respond to a
Metadata API Request. Default port is 9092. If no servers are
specified, will default to localhost:9092.





		client_id (str) –
a name for this client. This string is passed in
each request to servers and can be used to identify specific
server-side log entries that correspond to this client.
Default: ‘kafka-python-producer-#’ (appended with a unique number
per instance)





		key_serializer (callable) –
used to convert user-supplied keys to bytes
If not None, called as f(key), should return bytes. Default: None.





		value_serializer (callable) –
used to convert user-supplied message
values to bytes. If not None, called as f(value), should return
bytes. Default: None.





		acks (0, 1, ‘all’) –
The number of acknowledgments the producer requires
the leader to have received before considering a request complete.
This controls the durability of records that are sent. The
following settings are common:



		0: Producer will not wait for any acknowledgment from the server.


		The message will immediately be added to the socket
buffer and considered sent. No guarantee can be made that the
server has received the record in this case, and the retries
configuration will not take effect (as the client won’t
generally know of any failures). The offset given back for each
record will always be set to -1.





		1: Wait for leader to write the record to its local log only.


		Broker will respond without awaiting full acknowledgement from
all followers. In this case should the leader fail immediately
after acknowledging the record but before the followers have
replicated it then the record will be lost.





		all: Wait for the full set of in-sync replicas to write the record.


		This guarantees that the record will not be lost as long as at
least one in-sync replica remains alive. This is the strongest
available guarantee.








If unset, defaults to acks=1.





		compression_type (str) –
The compression type for all data generated by
the producer. Valid values are ‘gzip’, ‘snappy’, ‘lz4’, or None.
Compression is of full batches of data, so the efficacy of batching
will also impact the compression ratio (more batching means better
compression). Default: None.





		retries (int) –
Setting a value greater than zero will cause the client
to resend any record whose send fails with a potentially transient
error. Note that this retry is no different than if the client
resent the record upon receiving the error. Allowing retries
without setting max_in_flight_requests_per_connection to 1 will
potentially change the ordering of records because if two batches
are sent to a single partition, and the first fails and is retried
but the second succeeds, then the records in the second batch may
appear first.
Default: 0.





		batch_size (int) –
Requests sent to brokers will contain multiple
batches, one for each partition with data available to be sent.
A small batch size will make batching less common and may reduce
throughput (a batch size of zero will disable batching entirely).
Default: 16384





		linger_ms (int) –
The producer groups together any records that arrive
in between request transmissions into a single batched request.
Normally this occurs only under load when records arrive faster
than they can be sent out. However in some circumstances the client
may want to reduce the number of requests even under moderate load.
This setting accomplishes this by adding a small amount of
artificial delay; that is, rather than immediately sending out a
record the producer will wait for up to the given delay to allow
other records to be sent so that the sends can be batched together.
This can be thought of as analogous to Nagle’s algorithm in TCP.
This setting gives the upper bound on the delay for batching: once
we get batch_size worth of records for a partition it will be sent
immediately regardless of this setting, however if we have fewer
than this many bytes accumulated for this partition we will
‘linger’ for the specified time waiting for more records to show
up. This setting defaults to 0 (i.e. no delay). Setting linger_ms=5
would have the effect of reducing the number of requests sent but
would add up to 5ms of latency to records sent in the absense of
load. Default: 0.





		partitioner (callable) –
Callable used to determine which partition
each message is assigned to. Called (after key serialization):
partitioner(key_bytes, all_partitions, available_partitions).
The default partitioner implementation hashes each non-None key
using the same murmur2 algorithm as the java client so that
messages with the same key are assigned to the same partition.
When a key is None, the message is delivered to a random partition
(filtered to partitions with available leaders only, if possible).





		buffer_memory (int) –
The total bytes of memory the producer should use
to buffer records waiting to be sent to the server. If records are
sent faster than they can be delivered to the server the producer
will block up to max_block_ms, raising an exception on timeout.
In the current implementation, this setting is an approximation.
Default: 33554432 (32MB)





		max_block_ms (int) –
Number of milliseconds to block during send() and
partitions_for(). These methods can be blocked either because the
buffer is full or metadata unavailable. Blocking in the
user-supplied serializers or partitioner will not be counted against
this timeout. Default: 60000.





		max_request_size (int) –
The maximum size of a request. This is also
effectively a cap on the maximum record size. Note that the server
has its own cap on record size which may be different from this.
This setting will limit the number of record batches the producer
will send in a single request to avoid sending huge requests.
Default: 1048576.





		metadata_max_age_ms (int) –
The period of time in milliseconds after
which we force a refresh of metadata even if we haven’t seen any
partition leadership changes to proactively discover any new
brokers or partitions. Default: 300000





		retry_backoff_ms (int) –
Milliseconds to backoff when retrying on
errors. Default: 100.





		request_timeout_ms (int) –
Client request timeout in milliseconds.
Default: 30000.





		receive_buffer_bytes (int) –
The size of the TCP receive buffer
(SO_RCVBUF) to use when reading data. Default: None (relies on
system defaults). Java client defaults to 32768.





		send_buffer_bytes (int) –
The size of the TCP send buffer
(SO_SNDBUF) to use when sending data. Default: None (relies on
system defaults). Java client defaults to 131072.





		socket_options (list) –
List of tuple-arguments to socket.setsockopt
to apply to broker connection sockets. Default:
[(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]





		reconnect_backoff_ms (int) –
The amount of time in milliseconds to
wait before attempting to reconnect to a given host.
Default: 50.





		max_in_flight_requests_per_connection (int) –
Requests are pipelined
to kafka brokers up to this number of maximum requests per
broker connection. Default: 5.





		security_protocol (str) –
Protocol used to communicate with brokers.
Valid values are: PLAINTEXT, SSL, SASL_PLAINTEXT, SASL_SSL.
Default: PLAINTEXT.





		ssl_context (ssl.SSLContext) –
pre-configured SSLContext for wrapping
socket connections. If provided, all other ssl_* configurations
will be ignored. Default: None.





		ssl_check_hostname (bool) –
flag to configure whether ssl handshake
should verify that the certificate matches the brokers hostname.
default: true.





		ssl_cafile (str) –
optional filename of ca file to use in certificate
veriication. default: none.





		ssl_certfile (str) –
optional filename of file in pem format containing
the client certificate, as well as any ca certificates needed to
establish the certificate’s authenticity. default: none.





		ssl_keyfile (str) –
optional filename containing the client private key.
default: none.





		ssl_password (str) –
optional password to be used when loading the
certificate chain. default: none.





		ssl_crlfile (str) –
optional filename containing the CRL to check for
certificate expiration. By default, no CRL check is done. When
providing a file, only the leaf certificate will be checked against
this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
default: none.





		api_version (tuple) –
specify which kafka API version to use.
For a full list of supported versions, see KafkaClient.API_VERSIONS
If set to None, the client will attempt to infer the broker version
by probing various APIs. Default: None





		api_version_auto_timeout_ms (int) –
number of milliseconds to throw a
timeout exception from the constructor when checking the broker
api version. Only applies if api_version set to ‘auto’





		metric_reporters (list) –
A list of classes to use as metrics reporters.
Implementing the AbstractMetricsReporter interface allows plugging
in classes that will be notified of new metric creation. Default: []





		metrics_num_samples (int) –
The number of samples maintained to compute
metrics. Default: 2





		metrics_sample_window_ms (int) –
The maximum age in milliseconds of
samples used to compute metrics. Default: 30000





		selector (selectors.BaseSelector) –
Provide a specific selector
implementation to use for I/O multiplexing.
Default: selectors.DefaultSelector





		sasl_mechanism (str) –
string picking sasl mechanism when security_protocol
is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
Default: None





		sasl_plain_username (str) –
username for sasl PLAIN authentication.
Default: None





		sasl_plain_password (str) –
password for sasl PLAIN authentication.
Default: None

















Note


Configuration parameters are described in more detail at
https://kafka.apache.org/0100/configuration.html#producerconfigs





		
DEFAULT_CONFIG = {'reconnect_backoff_ms': 50, 'max_block_ms': 60000, 'metadata_max_age_ms': 300000, 'metrics_sample_window_ms': 30000, 'ssl_certfile': None, 'max_request_size': 1048576, 'send_buffer_bytes': None, 'ssl_crlfile': None, 'ssl_context': None, 'batch_size': 16384, 'selector': <class 'kafka.vendor.selectors34.EpollSelector'>, 'request_timeout_ms': 30000, 'receive_buffer_bytes': None, 'ssl_check_hostname': True, 'client_id': None, 'sasl_plain_username': None, 'bootstrap_servers': 'localhost', 'api_version_auto_timeout_ms': 2000, 'key_serializer': None, 'sasl_plain_password': None, 'metric_reporters': [], 'retries': 0, 'ssl_password': None, 'connections_max_idle_ms': 600000, 'socket_options': [(6, 1, 1)], 'metrics_num_samples': 2, 'retry_backoff_ms': 100, 'sasl_mechanism': None, 'ssl_cafile': None, 'compression_type': None, 'partitioner': <kafka.partitioner.default.DefaultPartitioner object at 0x7f5dbfbf9b10>, 'linger_ms': 0, 'security_protocol': 'PLAINTEXT', 'buffer_memory': 33554432, 'acks': 1, 'ssl_keyfile': None, 'value_serializer': None, 'max_in_flight_requests_per_connection': 5, 'api_version': None}


		






		
close(timeout=None)[source]


		Close this producer.






		Parameters:		timeout (float, optional) – timeout in seconds to wait for completion.














		
flush(timeout=None)[source]


		Invoking this method makes all buffered records immediately available
to send (even if linger_ms is greater than 0) and blocks on the
completion of the requests associated with these records. The
post-condition of flush() is that any previously sent record will have
completed (e.g. Future.is_done() == True). A request is considered
completed when either it is successfully acknowledged according to the
‘acks’ configuration for the producer, or it results in an error.


Other threads can continue sending messages while one thread is blocked
waiting for a flush call to complete; however, no guarantee is made
about the completion of messages sent after the flush call begins.






		Parameters:		timeout (float, optional) – timeout in seconds to wait for completion.














		
metrics(raw=False)[source]


		Warning: this is an unstable interface.
It may change in future releases without warning









		
partitions_for(topic)[source]


		Returns set of all known partitions for the topic.









		
send(topic, value=None, key=None, partition=None, timestamp_ms=None)[source]


		Publish a message to a topic.






		Parameters:		
		topic (str) – topic where the message will be published


		value (optional) – message value. Must be type bytes, or be
serializable to bytes via configured value_serializer. If value
is None, key is required and message acts as a ‘delete’.
See kafka compaction documentation for more details:
http://kafka.apache.org/documentation.html#compaction
(compaction requires kafka >= 0.8.1)


		partition (int, optional) – optionally specify a partition. If not
set, the partition will be selected using the configured
‘partitioner’.


		key (optional) – a key to associate with the message. Can be used to
determine which partition to send the message to. If partition
is None (and producer’s partitioner config is left as default),
then messages with the same key will be delivered to the same
partition (but if key is None, partition is chosen randomly).
Must be type bytes, or be serializable to bytes via configured
key_serializer.


		timestamp_ms (int, optional) – epoch milliseconds (from Jan 1 1970 UTC)
to use as the message timestamp. Defaults to current time.









		Returns:		resolves to RecordMetadata






		Return type:		FutureRecordMetadata






		Raises:		KafkaTimeoutError –
if unable to fetch topic metadata, or unable
to obtain memory buffer prior to configured max_block_ms























		
class kafka.producer.SimpleProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A simple, round-robin producer.


See Producer class for Base Arguments



		Additional Arguments:


		
		random_start (bool, optional): randomize the initial partition which


		the first message block will be published to, otherwise
if false, the first message block will always publish
to partition 0 before cycling through each partition,
defaults to True.












		
send_messages(topic, *msg)[source]


		












		
class kafka.producer.KeyedProducer(*args, **kwargs)[source]


		Bases: kafka.producer.base.Producer


A producer which distributes messages to partitions based on the key


See Producer class for Arguments



		Additional Arguments:


		
		partitioner: A partitioner class that will be used to get the partition


		to send the message to. Must be derived from Partitioner.
Defaults to HashedPartitioner.












		
send(topic, key, msg)[source]


		






		
send_messages(topic, key, *msg)[source]
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  Source code for kafka.protocol.produce

from __future__ import absolute_import

from .message import MessageSet
from .struct import Struct
from .types import Int16, Int32, Int64, String, Array, Schema


[docs]class ProduceResponse_v0(Struct):
    API_KEY = 0
    API_VERSION = 0
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16),
                ('offset', Int64)))))
    )



[docs]class ProduceResponse_v1(Struct):
    API_KEY = 0
    API_VERSION = 1
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16),
                ('offset', Int64))))),
        ('throttle_time_ms', Int32)
    )



[docs]class ProduceResponse_v2(Struct):
    API_KEY = 0
    API_VERSION = 2
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16),
                ('offset', Int64),
                ('timestamp', Int64))))),
        ('throttle_time_ms', Int32)
    )



[docs]class ProduceRequest_v0(Struct):
    API_KEY = 0
    API_VERSION = 0
    RESPONSE_TYPE = ProduceResponse_v0
    SCHEMA = Schema(
        ('required_acks', Int16),
        ('timeout', Int32),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('messages', MessageSet)))))
    )



[docs]class ProduceRequest_v1(Struct):
    API_KEY = 0
    API_VERSION = 1
    RESPONSE_TYPE = ProduceResponse_v1
    SCHEMA = ProduceRequest_v0.SCHEMA



[docs]class ProduceRequest_v2(Struct):
    API_KEY = 0
    API_VERSION = 2
    RESPONSE_TYPE = ProduceResponse_v2
    SCHEMA = ProduceRequest_v1.SCHEMA



ProduceRequest = [ProduceRequest_v0, ProduceRequest_v1, ProduceRequest_v2]
ProduceResponse = [ProduceResponse_v0, ProduceResponse_v1, ProduceResponse_v2]
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  Source code for kafka.protocol.message

from __future__ import absolute_import

import io
import time

from ..codec import (has_gzip, has_snappy, has_lz4,
                     gzip_decode, snappy_decode,
                     lz4_decode, lz4_decode_old_kafka)
from . import pickle
from .struct import Struct
from .types import (
    Int8, Int32, Int64, Bytes, Schema, AbstractType
)
from ..util import crc32


[docs]class Message(Struct):
    SCHEMAS = [
        Schema(
            ('crc', Int32),
            ('magic', Int8),
            ('attributes', Int8),
            ('key', Bytes),
            ('value', Bytes)),
        Schema(
            ('crc', Int32),
            ('magic', Int8),
            ('attributes', Int8),
            ('timestamp', Int64),
            ('key', Bytes),
            ('value', Bytes)),
    ]
    SCHEMA = SCHEMAS[1]
    CODEC_MASK = 0x07
    CODEC_GZIP = 0x01
    CODEC_SNAPPY = 0x02
    CODEC_LZ4 = 0x03
    TIMESTAMP_TYPE_MASK = 0x08
    HEADER_SIZE = 22 # crc(4), magic(1), attributes(1), timestamp(8), key+value size(4*2)

    def __init__(self, value, key=None, magic=0, attributes=0, crc=0,
                 timestamp=None):
        assert value is None or isinstance(value, bytes), 'value must be bytes'
        assert key is None or isinstance(key, bytes), 'key must be bytes'
        assert magic > 0 or timestamp is None, 'timestamp not supported in v0'

        # Default timestamp to now for v1 messages
        if magic > 0 and timestamp is None:
            timestamp = int(time.time() * 1000)
        self.timestamp = timestamp
        self.crc = crc
        self.magic = magic
        self.attributes = attributes
        self.key = key
        self.value = value
        self.encode = self._encode_self

    @property
    def timestamp_type(self):
        """0 for CreateTime; 1 for LogAppendTime; None if unsupported.

        Value is determined by broker; produced messages should always set to 0
        Requires Kafka >= 0.10 / message version >= 1
        """
        if self.magic == 0:
            return None
        elif self.attributes & self.TIMESTAMP_TYPE_MASK:
            return 1
        else:
            return 0

    def _encode_self(self, recalc_crc=True):
        version = self.magic
        if version == 1:
            fields = (self.crc, self.magic, self.attributes, self.timestamp, self.key, self.value)
        elif version == 0:
            fields = (self.crc, self.magic, self.attributes, self.key, self.value)
        else:
            raise ValueError('Unrecognized message version: %s' % version)
        message = Message.SCHEMAS[version].encode(fields)
        if not recalc_crc:
            return message
        self.crc = crc32(message[4:])
        crc_field = self.SCHEMAS[version].fields[0]
        return crc_field.encode(self.crc) + message[4:]

    @classmethod
[docs]    def decode(cls, data):
        if isinstance(data, bytes):
            data = io.BytesIO(data)
        # Partial decode required to determine message version
        base_fields = cls.SCHEMAS[0].fields[0:3]
        crc, magic, attributes = [field.decode(data) for field in base_fields]
        remaining = cls.SCHEMAS[magic].fields[3:]
        fields = [field.decode(data) for field in remaining]
        if magic == 1:
            timestamp = fields[0]
        else:
            timestamp = None
        return cls(fields[-1], key=fields[-2],
                   magic=magic, attributes=attributes, crc=crc,
                   timestamp=timestamp)


[docs]    def validate_crc(self):
        raw_msg = self._encode_self(recalc_crc=False)
        crc = crc32(raw_msg[4:])
        if crc == self.crc:
            return True
        return False


[docs]    def is_compressed(self):
        return self.attributes & self.CODEC_MASK != 0


[docs]    def decompress(self):
        codec = self.attributes & self.CODEC_MASK
        assert codec in (self.CODEC_GZIP, self.CODEC_SNAPPY, self.CODEC_LZ4)
        if codec == self.CODEC_GZIP:
            assert has_gzip(), 'Gzip decompression unsupported'
            raw_bytes = gzip_decode(self.value)
        elif codec == self.CODEC_SNAPPY:
            assert has_snappy(), 'Snappy decompression unsupported'
            raw_bytes = snappy_decode(self.value)
        elif codec == self.CODEC_LZ4:
            assert has_lz4(), 'LZ4 decompression unsupported'
            if self.magic == 0:
                raw_bytes = lz4_decode_old_kafka(self.value)
            else:
                raw_bytes = lz4_decode(self.value)
        else:
          raise Exception('This should be impossible')

        return MessageSet.decode(raw_bytes, bytes_to_read=len(raw_bytes))


    def __hash__(self):
        return hash(self._encode_self(recalc_crc=False))



[docs]class PartialMessage(bytes):
    def __repr__(self):
        return 'PartialMessage(%s)' % self



[docs]class MessageSet(AbstractType):
    ITEM = Schema(
        ('offset', Int64),
        ('message', Bytes)
    )
    HEADER_SIZE = 12 # offset + message_size

    @classmethod
[docs]    def encode(cls, items):
        # RecordAccumulator encodes messagesets internally
        if isinstance(items, io.BytesIO):
            size = Int32.decode(items)
            # rewind and return all the bytes
            items.seek(-4, 1)
            return items.read(size + 4)

        encoded_values = []
        for (offset, message) in items:
            encoded_values.append(Int64.encode(offset))
            encoded_values.append(Bytes.encode(message))
        encoded = b''.join(encoded_values)
        return Bytes.encode(encoded)


    @classmethod
[docs]    def decode(cls, data, bytes_to_read=None):
        """Compressed messages should pass in bytes_to_read (via message size)
        otherwise, we decode from data as Int32
        """
        if isinstance(data, bytes):
            data = io.BytesIO(data)
        if bytes_to_read is None:
            bytes_to_read = Int32.decode(data)

        # if FetchRequest max_bytes is smaller than the available message set
        # the server returns partial data for the final message
        # So create an internal buffer to avoid over-reading
        raw = io.BytesIO(data.read(bytes_to_read))

        items = []
        while bytes_to_read:
            try:
                offset = Int64.decode(raw)
                msg_bytes = Bytes.decode(raw)
                bytes_to_read -= 8 + 4 + len(msg_bytes)
                items.append((offset, len(msg_bytes), Message.decode(msg_bytes)))
            except ValueError:
                # PartialMessage to signal that max_bytes may be too small
                items.append((None, None, PartialMessage()))
                break
        return items


    @classmethod
[docs]    def repr(cls, messages):
        if isinstance(messages, io.BytesIO):
            offset = messages.tell()
            decoded = cls.decode(messages)
            messages.seek(offset)
            messages = decoded
        return str([cls.ITEM.repr(m) for m in messages])
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  Source code for kafka.protocol.abstract

from __future__ import absolute_import

import abc


[docs]class AbstractType(object):
    __metaclass__ = abc.ABCMeta

    @abc.abstractmethod
[docs]    def encode(cls, value): # pylint: disable=no-self-argument
        pass


    @abc.abstractmethod
[docs]    def decode(cls, data): # pylint: disable=no-self-argument
        pass


    @classmethod
[docs]    def repr(cls, value):
        return repr(value)
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kafka.coordinator.assignors package



Submodules





kafka.coordinator.assignors.abstract module



		
class kafka.coordinator.assignors.abstract.AbstractPartitionAssignor[source]


		Bases: object


Abstract assignor implementation which does some common grunt work (in particular collecting
partition counts which are always needed in assignors).



		
assign(cluster, members)[source]


		Perform group assignment given cluster metadata and member subscriptions






		Parameters:		
		cluster (ClusterMetadata) – metadata for use in assignment


		(dict of {member_id (members) – MemberMetadata}): decoded metadata for
each member in the group.









		Returns:		{member_id: MemberAssignment}






		Return type:		dict

















		
metadata(topics)[source]


		Generate ProtocolMetadata to be submitted via JoinGroupRequest.






		Parameters:		topics (set) – a member’s subscribed topics



		Returns:		MemberMetadata struct














		
name


		.name should be a string identifying the assignor









		
on_assignment(assignment)[source]


		Callback that runs on each assignment.


This method can be used to update internal state, if any, of the
partition assignor.






		Parameters:		assignment (MemberAssignment) – the member’s assignment






















kafka.coordinator.assignors.roundrobin module



		
class kafka.coordinator.assignors.roundrobin.RoundRobinPartitionAssignor[source]


		Bases: kafka.coordinator.assignors.abstract.AbstractPartitionAssignor


The roundrobin assignor lays out all the available partitions and all the
available consumers. It then proceeds to do a roundrobin assignment from
partition to consumer. If the subscriptions of all consumer instances are
identical, then the partitions will be uniformly distributed. (i.e., the
partition ownership counts will be within a delta of exactly one across all
consumers.)


For example, suppose there are two consumers C0 and C1, two topics t0 and
t1, and each topic has 3 partitions, resulting in partitions t0p0, t0p1,
t0p2, t1p0, t1p1, and t1p2.



		The assignment will be:


		C0: [t0p0, t0p2, t1p1]
C1: [t0p1, t1p0, t1p2]





When subscriptions differ across consumer instances, the assignment process
still considers each consumer instance in round robin fashion but skips
over an instance if it is not subscribed to the topic. Unlike the case when
subscriptions are identical, this can result in imbalanced assignments.


For example, suppose we have three consumers C0, C1, C2, and three topics
t0, t1, t2, with unbalanced partitions t0p0, t1p0, t1p1, t2p0, t2p1, t2p2,
where C0 is subscribed to t0; C1 is subscribed to t0, t1; and C2 is
subscribed to t0, t1, t2.



		The assignment will be:


		C0: [t0p0]
C1: [t1p0]
C2: [t1p1, t2p0, t2p1, t2p2]






		
classmethod assign(cluster, member_metadata)[source]


		






		
classmethod metadata(topics)[source]


		






		
name = 'roundrobin'


		






		
classmethod on_assignment(assignment)[source]


		






		
version = 0


		














Module contents
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  Source code for kafka.protocol.group

from __future__ import absolute_import

from .struct import Struct
from .types import Array, Bytes, Int16, Int32, Schema, String


[docs]class JoinGroupResponse_v0(Struct):
    API_KEY = 11
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16),
        ('generation_id', Int32),
        ('group_protocol', String('utf-8')),
        ('leader_id', String('utf-8')),
        ('member_id', String('utf-8')),
        ('members', Array(
            ('member_id', String('utf-8')),
            ('member_metadata', Bytes)))
    )



[docs]class JoinGroupRequest_v0(Struct):
    API_KEY = 11
    API_VERSION = 0
    RESPONSE_TYPE = JoinGroupResponse_v0
    SCHEMA = Schema(
        ('group', String('utf-8')),
        ('session_timeout', Int32),
        ('member_id', String('utf-8')),
        ('protocol_type', String('utf-8')),
        ('group_protocols', Array(
            ('protocol_name', String('utf-8')),
            ('protocol_metadata', Bytes)))
    )
    UNKNOWN_MEMBER_ID = ''



JoinGroupRequest = [JoinGroupRequest_v0]
JoinGroupResponse = [JoinGroupResponse_v0]


[docs]class ProtocolMetadata(Struct):
    SCHEMA = Schema(
        ('version', Int16),
        ('subscription', Array(String('utf-8'))), # topics list
        ('user_data', Bytes)
    )



[docs]class SyncGroupResponse_v0(Struct):
    API_KEY = 14
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16),
        ('member_assignment', Bytes)
    )



[docs]class SyncGroupRequest_v0(Struct):
    API_KEY = 14
    API_VERSION = 0
    RESPONSE_TYPE = SyncGroupResponse_v0
    SCHEMA = Schema(
        ('group', String('utf-8')),
        ('generation_id', Int32),
        ('member_id', String('utf-8')),
        ('group_assignment', Array(
            ('member_id', String('utf-8')),
            ('member_metadata', Bytes)))
    )



SyncGroupRequest = [SyncGroupRequest_v0]
SyncGroupResponse = [SyncGroupResponse_v0]


[docs]class MemberAssignment(Struct):
    SCHEMA = Schema(
        ('version', Int16),
        ('assignment', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(Int32)))),
        ('user_data', Bytes)
    )



[docs]class HeartbeatResponse_v0(Struct):
    API_KEY = 12
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16)
    )



[docs]class HeartbeatRequest_v0(Struct):
    API_KEY = 12
    API_VERSION = 0
    RESPONSE_TYPE = HeartbeatResponse_v0
    SCHEMA = Schema(
        ('group', String('utf-8')),
        ('generation_id', Int32),
        ('member_id', String('utf-8'))
    )



HeartbeatRequest = [HeartbeatRequest_v0]
HeartbeatResponse = [HeartbeatResponse_v0]


[docs]class LeaveGroupResponse_v0(Struct):
    API_KEY = 13
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16)
    )



[docs]class LeaveGroupRequest_v0(Struct):
    API_KEY = 13
    API_VERSION = 0
    RESPONSE_TYPE = LeaveGroupResponse_v0
    SCHEMA = Schema(
        ('group', String('utf-8')),
        ('member_id', String('utf-8'))
    )



LeaveGroupRequest = [LeaveGroupRequest_v0]
LeaveGroupResponse = [LeaveGroupResponse_v0]
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kafka.consumer package



Submodules





kafka.consumer.base module



		
class kafka.consumer.base.Consumer(client, group, topic, partitions=None, auto_commit=True, auto_commit_every_n=100, auto_commit_every_t=5000)[source]


		Bases: object


Base class to be used by other consumers. Not to be used directly


This base class provides logic for



		initialization and fetching metadata of partitions


		Auto-commit logic


		APIs for fetching pending message count






		
commit(partitions=None)[source]


		Commit stored offsets to Kafka via OffsetCommitRequest (v0)






		Keyword Arguments:


		 		partitions (list) –
list of partitions to commit, default is to commit
all of them







Returns: True on success, False on failure









		
fetch_last_known_offsets(partitions=None)[source]


		






		
pending(partitions=None)[source]


		Gets the pending message count






		Keyword Arguments:


		 		partitions (list) –
list of partitions to check for, default is to check all














		
provide_partition_info()[source]


		Indicates that partition info must be returned by the consumer









		
stop()[source]


		














kafka.consumer.kafka module





kafka.consumer.multiprocess module



		
class kafka.consumer.multiprocess.Events(start, pause, exit)


		Bases: tuple



		
__getnewargs__()


		Return self as a plain tuple.  Used by copy and pickle.









		
__getstate__()


		Exclude the OrderedDict from pickling









		
__repr__()


		Return a nicely formatted representation string









		
exit


		Alias for field number 2









		
pause


		Alias for field number 1









		
start


		Alias for field number 0















		
class kafka.consumer.multiprocess.MultiProcessConsumer(client, group, topic, partitions=None, auto_commit=True, auto_commit_every_n=100, auto_commit_every_t=5000, num_procs=1, partitions_per_proc=0, **simple_consumer_options)[source]


		Bases: kafka.consumer.base.Consumer


A consumer implementation that consumes partitions for a topic in
parallel using multiple processes






		Parameters:		
		client – a connected SimpleClient


		group – a name for this consumer, used for offset storage and must be unique
If you are connecting to a server that does not support offset
commit/fetch (any prior to 0.8.1.1), then you must set this to None


		topic – the topic to consume









		Keyword Arguments:


		 		
		partitions –
An optional list of partitions to consume the data from


		auto_commit –
default True. Whether or not to auto commit the offsets


		auto_commit_every_n –
default 100. How many messages to consume
before a commit


		auto_commit_every_t –
default 5000. How much time (in milliseconds) to
wait before commit


		num_procs –
Number of processes to start for consuming messages.
The available partitions will be divided among these processes


		partitions_per_proc –
Number of partitions to be allocated per process
(overrides num_procs)













Auto commit details:
If both auto_commit_every_n and auto_commit_every_t are set, they will
reset one another when one is triggered. These triggers simply call the
commit method on this class. A manual call to commit will also reset
these triggers



		
__iter__()[source]


		Iterator to consume the messages available on this consumer









		
get_messages(count=1, block=True, timeout=10)[source]


		Fetch the specified number of messages






		Keyword Arguments:


		 		
		count –
Indicates the maximum number of messages to be fetched


		block –
If True, the API will block till all messages are fetched.
If block is a positive integer the API will block until that
many messages are fetched.


		timeout –
When blocking is requested the function will block for
the specified time (in seconds) until count messages is
fetched. If None, it will block forever.




















		
stop()[source]


		














kafka.consumer.simple module



		
class kafka.consumer.simple.FetchContext(consumer, block, timeout)[source]


		Bases: object


Class for managing the state of a consumer during fetch



		
__enter__()[source]


		Set fetch values based on blocking status









		
__exit__(type, value, traceback)[source]


		Reset values















		
class kafka.consumer.simple.SimpleConsumer(client, group, topic, auto_commit=True, partitions=None, auto_commit_every_n=100, auto_commit_every_t=5000, fetch_size_bytes=4096, buffer_size=4096, max_buffer_size=32768, iter_timeout=None, auto_offset_reset='largest')[source]


		Bases: kafka.consumer.base.Consumer


A simple consumer implementation that consumes all/specified partitions
for a topic






		Parameters:		
		client – a connected SimpleClient


		group – a name for this consumer, used for offset storage and must be unique
If you are connecting to a server that does not support offset
commit/fetch (any prior to 0.8.1.1), then you must set this to None


		topic – the topic to consume









		Keyword Arguments:


		 		
		partitions –
An optional list of partitions to consume the data from


		auto_commit –
default True. Whether or not to auto commit the offsets


		auto_commit_every_n –
default 100. How many messages to consume
before a commit


		auto_commit_every_t –
default 5000. How much time (in milliseconds) to
wait before commit


		fetch_size_bytes –
number of bytes to request in a FetchRequest


		buffer_size –
default 4K. Initial number of bytes to tell kafka we
have available. This will double as needed.


		max_buffer_size –
default 16K. Max number of bytes to tell kafka we have
available. None means no limit.


		iter_timeout –
default None. How much time (in seconds) to wait for a
message in the iterator before exiting. None means no
timeout, so it will wait forever.


		auto_offset_reset –
default largest. Reset partition offsets upon
OffsetOutOfRangeError. Valid values are largest and smallest.
Otherwise, do not reset the offsets and raise OffsetOutOfRangeError.













Auto commit details:
If both auto_commit_every_n and auto_commit_every_t are set, they will
reset one another when one is triggered. These triggers simply call the
commit method on this class. A manual call to commit will also reset
these triggers



		
get_message(block=True, timeout=0.1, get_partition_info=None)[source]


		






		
get_messages(count=1, block=True, timeout=0.1)[source]


		Fetch the specified number of messages






		Keyword Arguments:


		 		
		count –
Indicates the maximum number of messages to be fetched


		block –
If True, the API will block till all messages are fetched.
If block is a positive integer the API will block until that
many messages are fetched.


		timeout –
When blocking is requested the function will block for
the specified time (in seconds) until count messages is
fetched. If None, it will block forever.




















		
reset_partition_offset(partition)[source]


		Update offsets using auto_offset_reset policy (smallest|largest)






		Parameters:		partition (int) – the partition for which offsets should be updated







Returns: Updated offset on success, None on failure









		
seek(offset, whence=None, partition=None)[source]


		Alter the current offset in the consumer, similar to fseek






		Parameters:		
		offset – how much to modify the offset


		whence – where to modify it from, default is None



		None is an absolute offset


		0    is relative to the earliest available offset (head)


		1    is relative to the current offset


		2    is relative to the latest known offset (tail)








		partition – modify which partition, default is None.
If partition is None, would modify all partitions.




























Module contents



		
class kafka.consumer.SimpleConsumer(client, group, topic, auto_commit=True, partitions=None, auto_commit_every_n=100, auto_commit_every_t=5000, fetch_size_bytes=4096, buffer_size=4096, max_buffer_size=32768, iter_timeout=None, auto_offset_reset='largest')[source]


		Bases: kafka.consumer.base.Consumer


A simple consumer implementation that consumes all/specified partitions
for a topic






		Parameters:		
		client – a connected SimpleClient


		group – a name for this consumer, used for offset storage and must be unique
If you are connecting to a server that does not support offset
commit/fetch (any prior to 0.8.1.1), then you must set this to None


		topic – the topic to consume









		Keyword Arguments:


		 		
		partitions –
An optional list of partitions to consume the data from


		auto_commit –
default True. Whether or not to auto commit the offsets


		auto_commit_every_n –
default 100. How many messages to consume
before a commit


		auto_commit_every_t –
default 5000. How much time (in milliseconds) to
wait before commit


		fetch_size_bytes –
number of bytes to request in a FetchRequest


		buffer_size –
default 4K. Initial number of bytes to tell kafka we
have available. This will double as needed.


		max_buffer_size –
default 16K. Max number of bytes to tell kafka we have
available. None means no limit.


		iter_timeout –
default None. How much time (in seconds) to wait for a
message in the iterator before exiting. None means no
timeout, so it will wait forever.


		auto_offset_reset –
default largest. Reset partition offsets upon
OffsetOutOfRangeError. Valid values are largest and smallest.
Otherwise, do not reset the offsets and raise OffsetOutOfRangeError.













Auto commit details:
If both auto_commit_every_n and auto_commit_every_t are set, they will
reset one another when one is triggered. These triggers simply call the
commit method on this class. A manual call to commit will also reset
these triggers



		
get_message(block=True, timeout=0.1, get_partition_info=None)[source]


		






		
get_messages(count=1, block=True, timeout=0.1)[source]


		Fetch the specified number of messages






		Keyword Arguments:


		 		
		count –
Indicates the maximum number of messages to be fetched


		block –
If True, the API will block till all messages are fetched.
If block is a positive integer the API will block until that
many messages are fetched.


		timeout –
When blocking is requested the function will block for
the specified time (in seconds) until count messages is
fetched. If None, it will block forever.




















		
reset_partition_offset(partition)[source]


		Update offsets using auto_offset_reset policy (smallest|largest)






		Parameters:		partition (int) – the partition for which offsets should be updated







Returns: Updated offset on success, None on failure









		
seek(offset, whence=None, partition=None)[source]


		Alter the current offset in the consumer, similar to fseek






		Parameters:		
		offset – how much to modify the offset


		whence – where to modify it from, default is None



		None is an absolute offset


		0    is relative to the earliest available offset (head)


		1    is relative to the current offset


		2    is relative to the latest known offset (tail)








		partition – modify which partition, default is None.
If partition is None, would modify all partitions.


























		
class kafka.consumer.MultiProcessConsumer(client, group, topic, partitions=None, auto_commit=True, auto_commit_every_n=100, auto_commit_every_t=5000, num_procs=1, partitions_per_proc=0, **simple_consumer_options)[source]


		Bases: kafka.consumer.base.Consumer


A consumer implementation that consumes partitions for a topic in
parallel using multiple processes






		Parameters:		
		client – a connected SimpleClient


		group – a name for this consumer, used for offset storage and must be unique
If you are connecting to a server that does not support offset
commit/fetch (any prior to 0.8.1.1), then you must set this to None


		topic – the topic to consume









		Keyword Arguments:


		 		
		partitions –
An optional list of partitions to consume the data from


		auto_commit –
default True. Whether or not to auto commit the offsets


		auto_commit_every_n –
default 100. How many messages to consume
before a commit


		auto_commit_every_t –
default 5000. How much time (in milliseconds) to
wait before commit


		num_procs –
Number of processes to start for consuming messages.
The available partitions will be divided among these processes


		partitions_per_proc –
Number of partitions to be allocated per process
(overrides num_procs)













Auto commit details:
If both auto_commit_every_n and auto_commit_every_t are set, they will
reset one another when one is triggered. These triggers simply call the
commit method on this class. A manual call to commit will also reset
these triggers



		
__iter__()[source]


		Iterator to consume the messages available on this consumer









		
get_messages(count=1, block=True, timeout=10)[source]


		Fetch the specified number of messages






		Keyword Arguments:


		 		
		count –
Indicates the maximum number of messages to be fetched


		block –
If True, the API will block till all messages are fetched.
If block is a positive integer the API will block until that
many messages are fetched.


		timeout –
When blocking is requested the function will block for
the specified time (in seconds) until count messages is
fetched. If None, it will block forever.




















		
stop()[source]


		












		
class kafka.consumer.KafkaConsumer(*topics, **configs)[source]


		Bases: kafka.vendor.six.Iterator


Consume records from a Kafka cluster.


The consumer will transparently handle the failure of servers in the Kafka
cluster, and adapt as topic-partitions are created or migrate between
brokers. It also interacts with the assigned kafka Group Coordinator node
to allow multiple consumers to load balance consumption of topics (requires
kafka >= 0.9.0.0).






		Parameters:		*topics (str) – optional list of topics to subscribe to. If not set,
call subscribe() or assign() before consuming records.






		Keyword Arguments:


		 		
		bootstrap_servers –
‘host[:port]’ string (or list of ‘host[:port]’
strings) that the consumer should contact to bootstrap initial
cluster metadata. This does not have to be the full node list.
It just needs to have at least one broker that will respond to a
Metadata API Request. Default port is 9092. If no servers are
specified, will default to localhost:9092.





		client_id (str) –
a name for this client. This string is passed in
each request to servers and can be used to identify specific
server-side log entries that correspond to this client. Also
submitted to GroupCoordinator for logging with respect to
consumer group administration. Default: ‘kafka-python-{version}’





		group_id (str or None) –
name of the consumer group to join for dynamic
partition assignment (if enabled), and to use for fetching and
committing offsets. If None, auto-partition assignment (via
group coordinator) and offset commits are disabled.
Default: ‘kafka-python-default-group’





		key_deserializer (callable) –
Any callable that takes a
raw message key and returns a deserialized key.





		value_deserializer (callable) –
Any callable that takes a
raw message value and returns a deserialized value.





		fetch_min_bytes (int) –
Minimum amount of data the server should
return for a fetch request, otherwise wait up to
fetch_max_wait_ms for more data to accumulate. Default: 1.





		fetch_max_wait_ms (int) –
The maximum amount of time in milliseconds
the server will block before answering the fetch request if
there isn’t sufficient data to immediately satisfy the
requirement given by fetch_min_bytes. Default: 500.





		max_partition_fetch_bytes (int) –
The maximum amount of data
per-partition the server will return. The maximum total memory
used for a request = #partitions * max_partition_fetch_bytes.
This size must be at least as large as the maximum message size
the server allows or else it is possible for the producer to
send messages larger than the consumer can fetch. If that
happens, the consumer can get stuck trying to fetch a large
message on a certain partition. Default: 1048576.





		request_timeout_ms (int) –
Client request timeout in milliseconds.
Default: 40000.





		retry_backoff_ms (int) –
Milliseconds to backoff when retrying on
errors. Default: 100.





		reconnect_backoff_ms (int) –
The amount of time in milliseconds to
wait before attempting to reconnect to a given host.
Default: 50.





		max_in_flight_requests_per_connection (int) –
Requests are pipelined
to kafka brokers up to this number of maximum requests per
broker connection. Default: 5.





		auto_offset_reset (str) –
A policy for resetting offsets on
OffsetOutOfRange errors: ‘earliest’ will move to the oldest
available message, ‘latest’ will move to the most recent. Any
other value will raise the exception. Default: ‘latest’.





		enable_auto_commit (bool) –
If true the consumer’s offset will be
periodically committed in the background. Default: True.





		auto_commit_interval_ms (int) –
milliseconds between automatic
offset commits, if enable_auto_commit is True. Default: 5000.





		default_offset_commit_callback (callable) –
called as
callback(offsets, response) response will be either an Exception
or a OffsetCommitResponse struct. This callback can be used to
trigger custom actions when a commit request completes.





		check_crcs (bool) –
Automatically check the CRC32 of the records
consumed. This ensures no on-the-wire or on-disk corruption to
the messages occurred. This check adds some overhead, so it may
be disabled in cases seeking extreme performance. Default: True





		metadata_max_age_ms (int) –
The period of time in milliseconds after
which we force a refresh of metadata even if we haven’t seen any
partition leadership changes to proactively discover any new
brokers or partitions. Default: 300000





		partition_assignment_strategy (list) –
List of objects to use to
distribute partition ownership amongst consumer instances when
group management is used.
Default: [RangePartitionAssignor, RoundRobinPartitionAssignor]





		heartbeat_interval_ms (int) –
The expected time in milliseconds
between heartbeats to the consumer coordinator when using
Kafka’s group management feature. Heartbeats are used to ensure
that the consumer’s session stays active and to facilitate
rebalancing when new consumers join or leave the group. The
value must be set lower than session_timeout_ms, but typically
should be set no higher than 1/3 of that value. It can be
adjusted even lower to control the expected time for normal
rebalances. Default: 3000





		session_timeout_ms (int) –
The timeout used to detect failures when
using Kafka’s group managementment facilities. Default: 30000





		max_poll_records (int) –
The maximum number of records returned in a
single call to poll().





		receive_buffer_bytes (int) –
The size of the TCP receive buffer
(SO_RCVBUF) to use when reading data. Default: None (relies on
system defaults). The java client defaults to 32768.





		send_buffer_bytes (int) –
The size of the TCP send buffer
(SO_SNDBUF) to use when sending data. Default: None (relies on
system defaults). The java client defaults to 131072.





		socket_options (list) –
List of tuple-arguments to socket.setsockopt
to apply to broker connection sockets. Default:
[(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]





		consumer_timeout_ms (int) –
number of milliseconds to block during
message iteration before raising StopIteration (i.e., ending the
iterator). Default block forever [float(‘inf’)].





		skip_double_compressed_messages (bool) –
A bug in KafkaProducer <= 1.2.4
caused some messages to be corrupted via double-compression.
By default, the fetcher will return these messages as a compressed
blob of bytes with a single offset, i.e. how the message was
actually published to the cluster. If you prefer to have the
fetcher automatically detect corrupt messages and skip them,
set this option to True. Default: False.





		security_protocol (str) –
Protocol used to communicate with brokers.
Valid values are: PLAINTEXT, SSL. Default: PLAINTEXT.





		ssl_context (ssl.SSLContext) –
pre-configured SSLContext for wrapping
socket connections. If provided, all other ssl_* configurations
will be ignored. Default: None.





		ssl_check_hostname (bool) –
flag to configure whether ssl handshake
should verify that the certificate matches the brokers hostname.
default: true.





		ssl_cafile (str) –
optional filename of ca file to use in certificate
verification. default: none.





		ssl_certfile (str) –
optional filename of file in pem format containing
the client certificate, as well as any ca certificates needed to
establish the certificate’s authenticity. default: none.





		ssl_keyfile (str) –
optional filename containing the client private key.
default: none.





		ssl_password (str) –
optional password to be used when loading the
certificate chain. default: None.





		ssl_crlfile (str) –
optional filename containing the CRL to check for
certificate expiration. By default, no CRL check is done. When
providing a file, only the leaf certificate will be checked against
this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
default: none.





		api_version (tuple) –
specify which kafka API version to use.
If set to None, the client will attempt to infer the broker version
by probing various APIs. Default: None
.. rubric:: Examples



		(0, 9) enables full group coordination features with automatic


		partition assignment and rebalancing,





		(0, 8, 2) enables kafka-storage offset commits with manual


		partition assignment only,





		(0, 8, 1) enables zookeeper-storage offset commits with manual


		partition assignment only,





		(0, 8, 0) enables basic functionality but requires manual


		partition assignment and offset management.








For a full list of supported versions, see KafkaClient.API_VERSIONS





		api_version_auto_timeout_ms (int) –
number of milliseconds to throw a
timeout exception from the constructor when checking the broker
api version. Only applies if api_version set to ‘auto’





		metric_reporters (list) –
A list of classes to use as metrics reporters.
Implementing the AbstractMetricsReporter interface allows plugging
in classes that will be notified of new metric creation. Default: []





		metrics_num_samples (int) –
The number of samples maintained to compute
metrics. Default: 2





		metrics_sample_window_ms (int) –
The maximum age in milliseconds of
samples used to compute metrics. Default: 30000





		selector (selectors.BaseSelector) –
Provide a specific selector
implementation to use for I/O multiplexing.
Default: selectors.DefaultSelector





		exclude_internal_topics (bool) –
Whether records from internal topics
(such as offsets) should be exposed to the consumer. If set to True
the only way to receive records from an internal topic is
subscribing to it. Requires 0.10+ Default: True





		sasl_mechanism (str) –
string picking sasl mechanism when security_protocol
is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
Default: None





		sasl_plain_username (str) –
username for sasl PLAIN authentication.
Default: None





		sasl_plain_password (str) –
password for sasl PLAIN authentication.
Default: None

















Note


Configuration parameters are described in more detail at
https://kafka.apache.org/0100/configuration.html#newconsumerconfigs





		
DEFAULT_CONFIG = {'reconnect_backoff_ms': 50, 'ssl_check_hostname': True, 'sasl_mechanism': None, 'partition_assignment_strategy': (<class 'kafka.coordinator.assignors.range.RangePartitionAssignor'>, <class 'kafka.coordinator.assignors.roundrobin.RoundRobinPartitionAssignor'>), 'bootstrap_servers': 'localhost', 'sasl_plain_password': None, 'ssl_password': None, 'ssl_cafile': None, 'request_timeout_ms': 40000, 'enable_auto_commit': True, 'heartbeat_interval_ms': 3000, 'ssl_keyfile': None, 'max_in_flight_requests_per_connection': 5, 'max_poll_records': 9223372036854775807, 'selector': <class 'kafka.vendor.selectors34.EpollSelector'>, 'client_id': 'kafka-python-1.3.2', 'connections_max_idle_ms': 540000, 'security_protocol': 'PLAINTEXT', 'group_id': 'kafka-python-default-group', 'fetch_min_bytes': 1, 'skip_double_compressed_messages': False, 'receive_buffer_bytes': None, 'auto_offset_reset': 'latest', 'consumer_timeout_ms': inf, 'exclude_internal_topics': True, 'sasl_plain_username': None, 'default_offset_commit_callback': <function <lambda> at 0x7f5dbfbd9758>, 'metric_reporters': [], 'api_version': None, 'ssl_certfile': None, 'api_version_auto_timeout_ms': 2000, 'metadata_max_age_ms': 300000, 'key_deserializer': None, 'send_buffer_bytes': None, 'ssl_crlfile': None, 'max_partition_fetch_bytes': 1048576, 'ssl_context': None, 'check_crcs': True, 'metrics_num_samples': 2, 'metric_group_prefix': 'consumer', 'session_timeout_ms': 30000, 'auto_commit_interval_ms': 5000, 'retry_backoff_ms': 100, 'metrics_sample_window_ms': 30000, 'value_deserializer': None, 'socket_options': [(6, 1, 1)], 'fetch_max_wait_ms': 500}


		






		
assign(partitions)[source]


		Manually assign a list of TopicPartitions to this consumer.






		Parameters:		partitions (list of TopicPartition) – assignment for this instance.



		Raises:		IllegalStateError –
if consumer has already called subscribe()








Warning


It is not possible to use both manual partition assignment with
assign() and group assignment with subscribe().





Note


This interface does not support incremental assignment and will
replace the previous assignment (if there was one).





Note


Manual topic assignment through this method does not use the
consumer’s group management functionality. As such, there will be
no rebalance operation triggered when group membership or cluster
and topic metadata change.











		
assignment()[source]


		Get the TopicPartitions currently assigned to this consumer.


If partitions were directly assigned using assign(), then this will
simply return the same partitions that were previously assigned.
If topics were subscribed using subscribe(), then this will give the
set of topic partitions currently assigned to the consumer (which may
be none if the assignment hasn’t happened yet, or if the partitions are
in the process of being reassigned).






		Returns:		{TopicPartition, ...}



		Return type:		set














		
close()[source]


		Close the consumer, waiting indefinitely for any needed cleanup.









		
commit(offsets=None)[source]


		Commit offsets to kafka, blocking until success or error


This commits offsets only to Kafka. The offsets committed using this API
will be used on the first fetch after every rebalance and also on
startup. As such, if you need to store offsets in anything other than
Kafka, this API should not be used. To avoid re-processing the last
message read if a consumer is restarted, the committed offset should be
the next message your application should consume, i.e.: last_offset + 1.


Blocks until either the commit succeeds or an unrecoverable error is
encountered (in which case it is thrown to the caller).


Currently only supports kafka-topic offset storage (not zookeeper)






		Parameters:		offsets (dict, optional) – {TopicPartition: OffsetAndMetadata} dict
to commit with the configured group_id. Defaults to current
consumed offsets for all subscribed partitions.














		
commit_async(offsets=None, callback=None)[source]


		Commit offsets to kafka asynchronously, optionally firing callback


This commits offsets only to Kafka. The offsets committed using this API
will be used on the first fetch after every rebalance and also on
startup. As such, if you need to store offsets in anything other than
Kafka, this API should not be used. To avoid re-processing the last
message read if a consumer is restarted, the committed offset should be
the next message your application should consume, i.e.: last_offset + 1.


This is an asynchronous call and will not block. Any errors encountered
are either passed to the callback (if provided) or discarded.






		Parameters:		
		offsets (dict, optional) – {TopicPartition: OffsetAndMetadata} dict
to commit with the configured group_id. Defaults to current
consumed offsets for all subscribed partitions.


		callback (callable, optional) – called as callback(offsets, response)
with response as either an Exception or a OffsetCommitResponse
struct. This callback can be used to trigger custom actions when
a commit request completes.









		Returns:		kafka.future.Future

















		
committed(partition)[source]


		Get the last committed offset for the given partition


This offset will be used as the position for the consumer
in the event of a failure.


This call may block to do a remote call if the partition in question
isn’t assigned to this consumer or if the consumer hasn’t yet
initialized its cache of committed offsets.






		Parameters:		partition (TopicPartition) – the partition to check



		Returns:		The last committed offset, or None if there was no prior commit.














		
configure(**configs)[source]


		






		
fetch_messages()[source]


		






		
get_partition_offsets(topic, partition, request_time_ms, max_num_offsets)[source]


		






		
highwater(partition)[source]


		Last known highwater offset for a partition


A highwater offset is the offset that will be assigned to the next
message that is produced. It may be useful for calculating lag, by
comparing with the reported position. Note that both position and
highwater refer to the next offset – i.e., highwater offset is
one greater than the newest available message.


Highwater offsets are returned in FetchResponse messages, so will
not be available if no FetchRequests have been sent for this partition
yet.






		Parameters:		partition (TopicPartition) – partition to check



		Returns:		offset if available



		Return type:		int or None














		
metrics(raw=False)[source]


		Warning: this is an unstable interface.
It may change in future releases without warning









		
offsets(group=None)[source]


		






		
partitions_for_topic(topic)[source]


		Get metadata about the partitions for a given topic.






		Parameters:		topic (str) – topic to check



		Returns:		partition ids



		Return type:		set














		
pause(*partitions)[source]


		Suspend fetching from the requested partitions.


Future calls to poll() will not return any records from these partitions
until they have been resumed using resume(). Note that this method does
not affect partition subscription. In particular, it does not cause a
group rebalance when automatic assignment is used.






		Parameters:		*partitions (TopicPartition) – partitions to pause














		
paused()[source]


		Get the partitions that were previously paused by a call to pause().






		Returns:		{partition (TopicPartition), ...}



		Return type:		set














		
poll(timeout_ms=0, max_records=None)[source]


		Fetch data from assigned topics / partitions.


Records are fetched and returned in batches by topic-partition.
On each poll, consumer will try to use the last consumed offset as the
starting offset and fetch sequentially. The last consumed offset can be
manually set through seek(partition, offset) or automatically set as
the last committed offset for the subscribed list of partitions.


Incompatible with iterator interface – use one or the other, not both.






		Parameters:		
		timeout_ms (int, optional) – milliseconds spent waiting in poll if
data is not available in the buffer. If 0, returns immediately
with any records that are available currently in the buffer,
else returns empty. Must not be negative. Default: 0


		max_records (int, optional) – The maximum number of records returned
in a single call to poll(). Default: Inherit value from
max_poll_records.









		Returns:		topic to list of records since the last fetch for the
subscribed list of topics and partitions






		Return type:		dict

















		
position(partition)[source]


		Get the offset of the next record that will be fetched






		Parameters:		partition (TopicPartition) – partition to check



		Returns:		offset



		Return type:		int














		
resume(*partitions)[source]


		Resume fetching from the specified (paused) partitions.






		Parameters:		*partitions (TopicPartition) – partitions to resume














		
seek(partition, offset)[source]


		Manually specify the fetch offset for a TopicPartition.


Overrides the fetch offsets that the consumer will use on the next
poll(). If this API is invoked for the same partition more than once,
the latest offset will be used on the next poll(). Note that you may
lose data if this API is arbitrarily used in the middle of consumption,
to reset the fetch offsets.






		Parameters:		
		partition (TopicPartition) – partition for seek operation


		offset (int) – message offset in partition









		Raises:		AssertionError –
if offset is not an int >= 0; or if partition is not
currently assigned.

















		
seek_to_beginning(*partitions)[source]


		Seek to the oldest available offset for partitions.






		Parameters:		*partitions – optionally provide specific TopicPartitions, otherwise
default to all assigned partitions



		Raises:		AssertionError –
if any partition is not currently assigned, or if
no partitions are assigned














		
seek_to_end(*partitions)[source]


		Seek to the most recent available offset for partitions.






		Parameters:		*partitions – optionally provide specific TopicPartitions, otherwise
default to all assigned partitions



		Raises:		AssertionError –
if any partition is not currently assigned, or if
no partitions are assigned














		
set_topic_partitions(*topics)[source]


		






		
subscribe(topics=(), pattern=None, listener=None)[source]


		Subscribe to a list of topics, or a topic regex pattern


Partitions will be dynamically assigned via a group coordinator.
Topic subscriptions are not incremental: this list will replace the
current assignment (if there is one).


This method is incompatible with assign()






		Parameters:		
		topics (list) – List of topics for subscription.


		pattern (str) – Pattern to match available topics. You must provide
either topics or pattern, but not both.


		listener (ConsumerRebalanceListener) – Optionally include listener
callback, which will be called before and after each rebalance
operation.


As part of group management, the consumer will keep track of the
list of consumers that belong to a particular group and will
trigger a rebalance operation if one of the following events
trigger:



		Number of partitions change for any of the subscribed topics


		Topic is created or deleted


		An existing member of the consumer group dies


		A new member is added to the consumer group





When any of these events are triggered, the provided listener
will be invoked first to indicate that the consumer’s assignment
has been revoked, and then again when the new assignment has
been received. Note that this listener will immediately override
any listener set in a previous call to subscribe. It is
guaranteed, however, that the partitions revoked/assigned
through this interface are from topics subscribed in this call.












		Raises:		
		IllegalStateError –
if called after previously calling assign()


		AssertionError –
if neither topics or pattern is provided


		TypeError –
if listener is not a ConsumerRebalanceListener




















		
subscription()[source]


		Get the current topic subscription.






		Returns:		{topic, ...}



		Return type:		set














		
task_done(message)[source]


		






		
topics()[source]


		Get all topics the user is authorized to view.






		Returns:		topics



		Return type:		set














		
unsubscribe()[source]


		Unsubscribe from all topics and clear all assigned partitions.
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  Source code for kafka.protocol.commit

from __future__ import absolute_import

from .struct import Struct
from .types import Array, Int16, Int32, Int64, Schema, String


[docs]class OffsetCommitResponse_v0(Struct):
    API_KEY = 8
    API_VERSION = 0
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16)))))
    )



[docs]class OffsetCommitResponse_v1(Struct):
    API_KEY = 8
    API_VERSION = 1
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16)))))
    )



[docs]class OffsetCommitResponse_v2(Struct):
    API_KEY = 8
    API_VERSION = 2
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16)))))
    )



[docs]class OffsetCommitRequest_v0(Struct):
    API_KEY = 8
    API_VERSION = 0 # Zookeeper-backed storage
    RESPONSE_TYPE = OffsetCommitResponse_v0
    SCHEMA = Schema(
        ('consumer_group', String('utf-8')),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('offset', Int64),
                ('metadata', String('utf-8'))))))
    )



[docs]class OffsetCommitRequest_v1(Struct):
    API_KEY = 8
    API_VERSION = 1 # Kafka-backed storage
    RESPONSE_TYPE = OffsetCommitResponse_v1
    SCHEMA = Schema(
        ('consumer_group', String('utf-8')),
        ('consumer_group_generation_id', Int32),
        ('consumer_id', String('utf-8')),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('offset', Int64),
                ('timestamp', Int64),
                ('metadata', String('utf-8'))))))
    )



[docs]class OffsetCommitRequest_v2(Struct):
    API_KEY = 8
    API_VERSION = 2 # added retention_time, dropped timestamp
    RESPONSE_TYPE = OffsetCommitResponse_v2
    SCHEMA = Schema(
        ('consumer_group', String('utf-8')),
        ('consumer_group_generation_id', Int32),
        ('consumer_id', String('utf-8')),
        ('retention_time', Int64),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('offset', Int64),
                ('metadata', String('utf-8'))))))
    )
    DEFAULT_GENERATION_ID = -1
    DEFAULT_RETENTION_TIME = -1



OffsetCommitRequest = [OffsetCommitRequest_v0, OffsetCommitRequest_v1,
                       OffsetCommitRequest_v2]
OffsetCommitResponse = [OffsetCommitResponse_v0, OffsetCommitResponse_v1,
                        OffsetCommitResponse_v2]


[docs]class OffsetFetchResponse_v0(Struct):
    API_KEY = 9
    API_VERSION = 0
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('offset', Int64),
                ('metadata', String('utf-8')),
                ('error_code', Int16)))))
    )



[docs]class OffsetFetchResponse_v1(Struct):
    API_KEY = 9
    API_VERSION = 1
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('offset', Int64),
                ('metadata', String('utf-8')),
                ('error_code', Int16)))))
    )



[docs]class OffsetFetchRequest_v0(Struct):
    API_KEY = 9
    API_VERSION = 0 # zookeeper-backed storage
    RESPONSE_TYPE = OffsetFetchResponse_v0
    SCHEMA = Schema(
        ('consumer_group', String('utf-8')),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(Int32))))
    )



[docs]class OffsetFetchRequest_v1(Struct):
    API_KEY = 9
    API_VERSION = 1 # kafka-backed storage
    RESPONSE_TYPE = OffsetFetchResponse_v1
    SCHEMA = Schema(
        ('consumer_group', String('utf-8')),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(Int32))))
    )



OffsetFetchRequest = [OffsetFetchRequest_v0, OffsetFetchRequest_v1]
OffsetFetchResponse = [OffsetFetchResponse_v0, OffsetFetchResponse_v1]


[docs]class GroupCoordinatorResponse_v0(Struct):
    API_KEY = 10
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16),
        ('coordinator_id', Int32),
        ('host', String('utf-8')),
        ('port', Int32)
    )



[docs]class GroupCoordinatorRequest_v0(Struct):
    API_KEY = 10
    API_VERSION = 0
    RESPONSE_TYPE = GroupCoordinatorResponse_v0
    SCHEMA = Schema(
        ('consumer_group', String('utf-8'))
    )



GroupCoordinatorRequest = [GroupCoordinatorRequest_v0]
GroupCoordinatorResponse = [GroupCoordinatorResponse_v0]
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  Source code for kafka.protocol.admin

from __future__ import absolute_import

from .struct import Struct
from .types import Array, Bytes, Int16, Schema, String


[docs]class ApiVersionResponse_v0(Struct):
    API_KEY = 18
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16),
        ('api_versions', Array(
            ('api_key', Int16),
            ('min_version', Int16),
            ('max_version', Int16))))



[docs]class ApiVersionRequest_v0(Struct):
    API_KEY = 18
    API_VERSION = 0
    RESPONSE_TYPE = ApiVersionResponse_v0
    SCHEMA = Schema()



ApiVersionRequest = [ApiVersionRequest_v0]
ApiVersionResponse = [ApiVersionResponse_v0]


[docs]class ListGroupsResponse_v0(Struct):
    API_KEY = 16
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16),
        ('groups', Array(
            ('group', String('utf-8')),
            ('protocol_type', String('utf-8'))))
    )



[docs]class ListGroupsRequest_v0(Struct):
    API_KEY = 16
    API_VERSION = 0
    RESPONSE_TYPE = ListGroupsResponse_v0
    SCHEMA = Schema()



ListGroupsRequest = [ListGroupsRequest_v0]
ListGroupsResponse = [ListGroupsResponse_v0]


[docs]class DescribeGroupsResponse_v0(Struct):
    API_KEY = 15
    API_VERSION = 0
    SCHEMA = Schema(
        ('groups', Array(
            ('error_code', Int16),
            ('group', String('utf-8')),
            ('state', String('utf-8')),
            ('protocol_type', String('utf-8')),
            ('protocol', String('utf-8')),
            ('members', Array(
                ('member_id', String('utf-8')),
                ('client_id', String('utf-8')),
                ('client_host', String('utf-8')),
                ('member_metadata', Bytes),
                ('member_assignment', Bytes)))))
    )



[docs]class DescribeGroupsRequest_v0(Struct):
    API_KEY = 15
    API_VERSION = 0
    RESPONSE_TYPE = DescribeGroupsResponse_v0
    SCHEMA = Schema(
        ('groups', Array(String('utf-8')))
    )



DescribeGroupsRequest = [DescribeGroupsRequest_v0]
DescribeGroupsResponse = [DescribeGroupsResponse_v0]


[docs]class SaslHandShakeResponse_v0(Struct):
    API_KEY = 17
    API_VERSION = 0
    SCHEMA = Schema(
        ('error_code', Int16),
        ('enabled_mechanisms', Array(String('utf-8')))
    )



[docs]class SaslHandShakeRequest_v0(Struct):
    API_KEY = 17
    API_VERSION = 0
    RESPONSE_TYPE = SaslHandShakeResponse_v0
    SCHEMA = Schema(
        ('mechanism', String('utf-8'))
    )


SaslHandShakeRequest = [SaslHandShakeRequest_v0]
SaslHandShakeResponse = [SaslHandShakeResponse_v0]
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kafka.partitioner package



Submodules





kafka.partitioner.base module



		
class kafka.partitioner.base.Partitioner(partitions=None)[source]


		Bases: object


Base class for a partitioner



		
__call__(key, all_partitions=None, available_partitions=None)[source]


		Takes a string key, num_partitions and available_partitions as argument and returns
a partition to be used for the message






		Parameters:		
		key – the key to use for partitioning.


		all_partitions – a list of the topic’s partitions.


		available_partitions – a list of the broker’s currently avaliable partitions(optional).




























kafka.partitioner.hashed module



		
kafka.partitioner.hashed.HashedPartitioner


		alias of LegacyPartitioner









		
class kafka.partitioner.hashed.LegacyPartitioner(partitions)[source]


		Bases: object


DEPRECATED – See Issue 374


Implements a partitioner which selects the target partition based on
the hash of the key



		
partition(key, partitions=None)[source]


		












		
class kafka.partitioner.hashed.Murmur2Partitioner(partitions=None)[source]


		Bases: kafka.partitioner.base.Partitioner


Implements a partitioner which selects the target partition based on
the hash of the key. Attempts to apply the same hashing
function as mainline java client.



		
partition(key, partitions=None)[source]


		












		
kafka.partitioner.hashed.murmur2(data)[source]


		Pure-python Murmur2 implementation.


Based on java client, see org.apache.kafka.common.utils.Utils.murmur2






		Parameters:		data (bytes) – opaque bytes







Returns: MurmurHash2 of data











kafka.partitioner.roundrobin module



		
class kafka.partitioner.roundrobin.CachedPartitionCycler(partitions=None)[source]


		Bases: object



		
next()[source]


		






		
set_partitions(partitions)[source]


		












		
class kafka.partitioner.roundrobin.RoundRobinPartitioner(partitions=None)[source]


		Bases: kafka.partitioner.base.Partitioner



		
partition(key, all_partitions=None, available_partitions=None)[source]


		














Module contents



		
class kafka.partitioner.DefaultPartitioner[source]


		Bases: object


Default partitioner.


Hashes key to partition using murmur2 hashing (from java client)
If key is None, selects partition randomly from available,
or from all partitions if none are currently available



		
classmethod __call__(key, all_partitions, available)[source]


		Get the partition corresponding to key
:param key: partitioning key
:param all_partitions: list of all partitions sorted by partition ID
:param available: list of available partitions in no particular order
:return: one of the values from all_partitions or available















		
class kafka.partitioner.RoundRobinPartitioner(partitions=None)[source]


		Bases: kafka.partitioner.base.Partitioner



		
partition(key, all_partitions=None, available_partitions=None)[source]


		












		
kafka.partitioner.HashedPartitioner


		alias of LegacyPartitioner









		
class kafka.partitioner.Murmur2Partitioner(partitions=None)[source]


		Bases: kafka.partitioner.base.Partitioner


Implements a partitioner which selects the target partition based on
the hash of the key. Attempts to apply the same hashing
function as mainline java client.



		
partition(key, partitions=None)[source]


		












		
class kafka.partitioner.LegacyPartitioner(partitions)[source]


		Bases: object


DEPRECATED – See Issue 374


Implements a partitioner which selects the target partition based on
the hash of the key



		
partition(key, partitions=None)[source]
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  Source code for kafka.protocol.struct

from __future__ import absolute_import

#from collections import namedtuple
from io import BytesIO

from .abstract import AbstractType
from .types import Schema


[docs]class Struct(AbstractType):
    SCHEMA = Schema()

    def __init__(self, *args, **kwargs):
        if len(args) == len(self.SCHEMA.fields):
            for i, name in enumerate(self.SCHEMA.names):
                self.__dict__[name] = args[i]
        elif len(args) > 0:
            raise ValueError('Args must be empty or mirror schema')
        else:
            self.__dict__.update(kwargs)

        # overloading encode() to support both class and instance
        self.encode = self._encode_self

    @classmethod
[docs]    def encode(cls, item): # pylint: disable=E0202
        bits = []
        for i, field in enumerate(cls.SCHEMA.fields):
            bits.append(field.encode(item[i]))
        return b''.join(bits)


    def _encode_self(self):
        return self.SCHEMA.encode(
            [self.__dict__[name] for name in self.SCHEMA.names]
        )

    @classmethod
[docs]    def decode(cls, data):
        if isinstance(data, bytes):
            data = BytesIO(data)
        return cls(*[field.decode(data) for field in cls.SCHEMA.fields])


    def __repr__(self):
        key_vals = []
        for name, field in zip(self.SCHEMA.names, self.SCHEMA.fields):
            key_vals.append('%s=%s' % (name, field.repr(self.__dict__[name])))
        return self.__class__.__name__ + '(' + ', '.join(key_vals) + ')'

    def __hash__(self):
        return hash(self.encode())

    def __eq__(self, other):
        if self.SCHEMA != other.SCHEMA:
            return False
        for attr in self.SCHEMA.names:
            if self.__dict__[attr] != other.__dict__[attr]:
                return False
        return True


"""
class MetaStruct(type):
    def __new__(cls, clsname, bases, dct):
        nt = namedtuple(clsname, [name for (name, _) in dct['SCHEMA']])
        bases = tuple([Struct, nt] + list(bases))
        return super(MetaStruct, cls).__new__(cls, clsname, bases, dct)
"""
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  Source code for kafka.protocol.fetch

from __future__ import absolute_import

from .message import MessageSet
from .struct import Struct
from .types import Array, Int16, Int32, Int64, Schema, String


[docs]class FetchResponse_v0(Struct):
    API_KEY = 1
    API_VERSION = 0
    SCHEMA = Schema(
        ('topics', Array(
            ('topics', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16),
                ('highwater_offset', Int64),
                ('message_set', MessageSet)))))
    )



[docs]class FetchResponse_v1(Struct):
    API_KEY = 1
    API_VERSION = 1
    SCHEMA = Schema(
        ('throttle_time_ms', Int32),
        ('topics', Array(
            ('topics', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16),
                ('highwater_offset', Int64),
                ('message_set', MessageSet)))))
    )



[docs]class FetchResponse_v2(Struct):
    API_KEY = 1
    API_VERSION = 2
    SCHEMA = FetchResponse_v1.SCHEMA # message format changed internally



[docs]class FetchRequest_v0(Struct):
    API_KEY = 1
    API_VERSION = 0
    RESPONSE_TYPE = FetchResponse_v0
    SCHEMA = Schema(
        ('replica_id', Int32),
        ('max_wait_time', Int32),
        ('min_bytes', Int32),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('offset', Int64),
                ('max_bytes', Int32)))))
    )



[docs]class FetchRequest_v1(Struct):
    API_KEY = 1
    API_VERSION = 1
    RESPONSE_TYPE = FetchResponse_v1
    SCHEMA = FetchRequest_v0.SCHEMA



[docs]class FetchRequest_v2(Struct):
    API_KEY = 1
    API_VERSION = 2
    RESPONSE_TYPE = FetchResponse_v2
    SCHEMA = FetchRequest_v1.SCHEMA



FetchRequest = [FetchRequest_v0, FetchRequest_v1, FetchRequest_v2]
FetchResponse = [FetchResponse_v0, FetchResponse_v1, FetchResponse_v2]
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  Source code for kafka.protocol.metadata

from __future__ import absolute_import

from .struct import Struct
from .types import Array, Boolean, Int16, Int32, Schema, String


[docs]class MetadataResponse_v0(Struct):
    API_KEY = 3
    API_VERSION = 0
    SCHEMA = Schema(
        ('brokers', Array(
            ('node_id', Int32),
            ('host', String('utf-8')),
            ('port', Int32))),
        ('topics', Array(
            ('error_code', Int16),
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('error_code', Int16),
                ('partition', Int32),
                ('leader', Int32),
                ('replicas', Array(Int32)),
                ('isr', Array(Int32))))))
    )



[docs]class MetadataResponse_v1(Struct):
    API_KEY = 3
    API_VERSION = 1
    SCHEMA = Schema(
        ('brokers', Array(
            ('node_id', Int32),
            ('host', String('utf-8')),
            ('port', Int32),
            ('rack', String('utf-8')))),
        ('controller_id', Int32),
        ('topics', Array(
            ('error_code', Int16),
            ('topic', String('utf-8')),
            ('is_internal', Boolean),
            ('partitions', Array(
                ('error_code', Int16),
                ('partition', Int32),
                ('leader', Int32),
                ('replicas', Array(Int32)),
                ('isr', Array(Int32))))))
    )



[docs]class MetadataRequest_v0(Struct):
    API_KEY = 3
    API_VERSION = 0
    RESPONSE_TYPE = MetadataResponse_v0
    SCHEMA = Schema(
        ('topics', Array(String('utf-8'))) # Empty Array (len 0) for all topics
    )



[docs]class MetadataRequest_v1(Struct):
    API_KEY = 3
    API_VERSION = 1
    RESPONSE_TYPE = MetadataResponse_v1
    SCHEMA = Schema(
        ('topics', Array(String('utf-8'))) # Null Array (len -1) for all topics
    )



MetadataRequest = [MetadataRequest_v0, MetadataRequest_v1]
MetadataResponse = [MetadataResponse_v0, MetadataResponse_v1]
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  Source code for kafka.coordinator.heartbeat

from __future__ import absolute_import

import copy
import time


[docs]class Heartbeat(object):
    DEFAULT_CONFIG = {
        'heartbeat_interval_ms': 3000,
        'session_timeout_ms': 30000,
    }

    def __init__(self, **configs):
        self.config = copy.copy(self.DEFAULT_CONFIG)
        for key in self.config:
            if key in configs:
                self.config[key] = configs[key]

        assert (self.config['heartbeat_interval_ms']
                <= self.config['session_timeout_ms']), (
                'Heartbeat interval must be lower than the session timeout')

        self.interval = self.config['heartbeat_interval_ms'] / 1000.0
        self.timeout = self.config['session_timeout_ms'] / 1000.0
        self.last_send = -1 * float('inf')
        self.last_receive = -1 * float('inf')
        self.last_reset = time.time()

[docs]    def sent_heartbeat(self):
        self.last_send = time.time()


[docs]    def received_heartbeat(self):
        self.last_receive = time.time()


[docs]    def ttl(self):
        last_beat = max(self.last_send, self.last_reset)
        return max(0, last_beat + self.interval - time.time())


[docs]    def should_heartbeat(self):
        return self.ttl() == 0


[docs]    def session_expired(self):
        last_recv = max(self.last_receive, self.last_reset)
        return (time.time() - last_recv) > self.timeout


[docs]    def reset_session_timeout(self):
        self.last_reset = time.time()
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  Source code for kafka.coordinator.consumer

from __future__ import absolute_import

import copy
import collections
import logging
import time
import weakref

from kafka.vendor import six

from .base import BaseCoordinator
from .assignors.range import RangePartitionAssignor
from .assignors.roundrobin import RoundRobinPartitionAssignor
from .protocol import ConsumerProtocol
from .. import errors as Errors
from ..future import Future
from ..metrics import AnonMeasurable
from ..metrics.stats import Avg, Count, Max, Rate
from ..protocol.commit import OffsetCommitRequest, OffsetFetchRequest
from ..structs import OffsetAndMetadata, TopicPartition
from ..util import WeakMethod


log = logging.getLogger(__name__)


[docs]class ConsumerCoordinator(BaseCoordinator):
    """This class manages the coordination process with the consumer coordinator."""
    DEFAULT_CONFIG = {
        'group_id': 'kafka-python-default-group',
        'enable_auto_commit': True,
        'auto_commit_interval_ms': 5000,
        'default_offset_commit_callback': lambda offsets, response: True,
        'assignors': (RangePartitionAssignor, RoundRobinPartitionAssignor),
        'session_timeout_ms': 30000,
        'heartbeat_interval_ms': 3000,
        'retry_backoff_ms': 100,
        'api_version': (0, 9),
        'exclude_internal_topics': True,
        'metric_group_prefix': 'consumer'
    }

    def __init__(self, client, subscription, metrics, **configs):
        """Initialize the coordination manager.

        Keyword Arguments:
            group_id (str): name of the consumer group to join for dynamic
                partition assignment (if enabled), and to use for fetching and
                committing offsets. Default: 'kafka-python-default-group'
            enable_auto_commit (bool): If true the consumer's offset will be
                periodically committed in the background. Default: True.
            auto_commit_interval_ms (int): milliseconds between automatic
                offset commits, if enable_auto_commit is True. Default: 5000.
            default_offset_commit_callback (callable): called as
                callback(offsets, response) response will be either an Exception
                or a OffsetCommitResponse struct. This callback can be used to
                trigger custom actions when a commit request completes.
            assignors (list): List of objects to use to distribute partition
                ownership amongst consumer instances when group management is
                used. Default: [RangePartitionAssignor, RoundRobinPartitionAssignor]
            heartbeat_interval_ms (int): The expected time in milliseconds
                between heartbeats to the consumer coordinator when using
                Kafka's group management feature. Heartbeats are used to ensure
                that the consumer's session stays active and to facilitate
                rebalancing when new consumers join or leave the group. The
                value must be set lower than session_timeout_ms, but typically
                should be set no higher than 1/3 of that value. It can be
                adjusted even lower to control the expected time for normal
                rebalances. Default: 3000
            session_timeout_ms (int): The timeout used to detect failures when
                using Kafka's group managementment facilities. Default: 30000
            retry_backoff_ms (int): Milliseconds to backoff when retrying on
                errors. Default: 100.
            exclude_internal_topics (bool): Whether records from internal topics
                (such as offsets) should be exposed to the consumer. If set to
                True the only way to receive records from an internal topic is
                subscribing to it. Requires 0.10+. Default: True
        """
        super(ConsumerCoordinator, self).__init__(client, metrics, **configs)

        self.config = copy.copy(self.DEFAULT_CONFIG)
        for key in self.config:
            if key in configs:
                self.config[key] = configs[key]

        if self.config['api_version'] >= (0, 9) and self.config['group_id'] is not None:
            assert self.config['assignors'], 'Coordinator requires assignors'

        self._subscription = subscription
        self._metadata_snapshot = {}
        self._assignment_snapshot = None
        self._cluster = client.cluster
        self._cluster.request_update()
        self._cluster.add_listener(WeakMethod(self._handle_metadata_update))

        self._auto_commit_task = None
        if self.config['enable_auto_commit']:
            if self.config['api_version'] < (0, 8, 1):
                log.warning('Broker version (%s) does not support offset'
                            ' commits; disabling auto-commit.',
                            self.config['api_version'])
                self.config['enable_auto_commit'] = False
            elif self.config['group_id'] is None:
                log.warning('group_id is None: disabling auto-commit.')
                self.config['enable_auto_commit'] = False
            else:
                interval = self.config['auto_commit_interval_ms'] / 1000.0
                self._auto_commit_task = AutoCommitTask(weakref.proxy(self), interval)
                self._auto_commit_task.reschedule()

        self.consumer_sensors = ConsumerCoordinatorMetrics(
            metrics, self.config['metric_group_prefix'], self._subscription)

    def __del__(self):
        if hasattr(self, '_cluster') and self._cluster:
            self._cluster.remove_listener(WeakMethod(self._handle_metadata_update))

[docs]    def protocol_type(self):
        return ConsumerProtocol.PROTOCOL_TYPE


[docs]    def group_protocols(self):
        """Returns list of preferred (protocols, metadata)"""
        topics = self._subscription.subscription
        assert topics is not None, 'Consumer has not subscribed to topics'
        metadata_list = []
        for assignor in self.config['assignors']:
            metadata = assignor.metadata(topics)
            group_protocol = (assignor.name, metadata)
            metadata_list.append(group_protocol)
        return metadata_list


    def _handle_metadata_update(self, cluster):
        # if we encounter any unauthorized topics, raise an exception
        if cluster.unauthorized_topics:
            raise Errors.TopicAuthorizationFailedError(cluster.unauthorized_topics)

        if self._subscription.subscribed_pattern:
            topics = []
            for topic in cluster.topics(self.config['exclude_internal_topics']):
                if self._subscription.subscribed_pattern.match(topic):
                    topics.append(topic)

            self._subscription.change_subscription(topics)
            self._client.set_topics(self._subscription.group_subscription())

        # check if there are any changes to the metadata which should trigger
        # a rebalance
        if self._subscription_metadata_changed(cluster):

            if (self.config['api_version'] >= (0, 9)
                and self.config['group_id'] is not None):

                self._subscription.mark_for_reassignment()

            # If we haven't got group coordinator support,
            # just assign all partitions locally
            else:
                self._subscription.assign_from_subscribed([
                    TopicPartition(topic, partition)
                    for topic in self._subscription.subscription
                    for partition in self._metadata_snapshot[topic]
                ])

    def _subscription_metadata_changed(self, cluster):
        if not self._subscription.partitions_auto_assigned():
            return False

        metadata_snapshot = {}
        for topic in self._subscription.group_subscription():
            partitions = cluster.partitions_for_topic(topic) or []
            metadata_snapshot[topic] = set(partitions)

        if self._metadata_snapshot != metadata_snapshot:
            self._metadata_snapshot = metadata_snapshot
            return True
        return False

    def _lookup_assignor(self, name):
        for assignor in self.config['assignors']:
            if assignor.name == name:
                return assignor
        return None

    def _on_join_complete(self, generation, member_id, protocol,
                          member_assignment_bytes):
        # if we were the assignor, then we need to make sure that there have
        # been no metadata updates since the rebalance begin. Otherwise, we
        # won't rebalance again until the next metadata change
        if self._assignment_snapshot and self._assignment_snapshot != self._metadata_snapshot:
            self._subscription.mark_for_reassignment()
            return

        assignor = self._lookup_assignor(protocol)
        assert assignor, 'Coordinator selected invalid assignment protocol: %s' % protocol

        assignment = ConsumerProtocol.ASSIGNMENT.decode(member_assignment_bytes)

        # set the flag to refresh last committed offsets
        self._subscription.needs_fetch_committed_offsets = True

        # update partition assignment
        self._subscription.assign_from_subscribed(assignment.partitions())

        # give the assignor a chance to update internal state
        # based on the received assignment
        assignor.on_assignment(assignment)

        # reschedule the auto commit starting from now
        if self._auto_commit_task:
            self._auto_commit_task.reschedule()

        assigned = set(self._subscription.assigned_partitions())
        log.info("Setting newly assigned partitions %s for group %s",
                 assigned, self.group_id)

        # execute the user's callback after rebalance
        if self._subscription.listener:
            try:
                self._subscription.listener.on_partitions_assigned(assigned)
            except Exception:
                log.exception("User provided listener %s for group %s"
                              " failed on partition assignment: %s",
                              self._subscription.listener, self.group_id,
                              assigned)

    def _perform_assignment(self, leader_id, assignment_strategy, members):
        assignor = self._lookup_assignor(assignment_strategy)
        assert assignor, 'Invalid assignment protocol: %s' % assignment_strategy
        member_metadata = {}
        all_subscribed_topics = set()
        for member_id, metadata_bytes in members:
            metadata = ConsumerProtocol.METADATA.decode(metadata_bytes)
            member_metadata[member_id] = metadata
            all_subscribed_topics.update(metadata.subscription) # pylint: disable-msg=no-member

        # the leader will begin watching for changes to any of the topics
        # the group is interested in, which ensures that all metadata changes
        # will eventually be seen
        # Because assignment typically happens within response callbacks,
        # we cannot block on metadata updates here (no recursion into poll())
        self._subscription.group_subscribe(all_subscribed_topics)
        self._client.set_topics(self._subscription.group_subscription())

        # keep track of the metadata used for assignment so that we can check
        # after rebalance completion whether anything has changed
        self._cluster.request_update()
        self._assignment_snapshot = self._metadata_snapshot

        log.debug("Performing assignment for group %s using strategy %s"
                  " with subscriptions %s", self.group_id, assignor.name,
                  member_metadata)

        assignments = assignor.assign(self._cluster, member_metadata)

        log.debug("Finished assignment for group %s: %s", self.group_id, assignments)

        group_assignment = {}
        for member_id, assignment in six.iteritems(assignments):
            group_assignment[member_id] = assignment
        return group_assignment

    def _on_join_prepare(self, generation, member_id):
        # commit offsets prior to rebalance if auto-commit enabled
        self._maybe_auto_commit_offsets_sync()

        # execute the user's callback before rebalance
        log.info("Revoking previously assigned partitions %s for group %s",
                 self._subscription.assigned_partitions(), self.group_id)
        if self._subscription.listener:
            try:
                revoked = set(self._subscription.assigned_partitions())
                self._subscription.listener.on_partitions_revoked(revoked)
            except Exception:
                log.exception("User provided subscription listener %s"
                              " for group %s failed on_partitions_revoked",
                              self._subscription.listener, self.group_id)

        self._assignment_snapshot = None
        self._subscription.mark_for_reassignment()

[docs]    def need_rejoin(self):
        """Check whether the group should be rejoined

        Returns:
            bool: True if consumer should rejoin group, False otherwise
        """
        return (self._subscription.partitions_auto_assigned() and
               (super(ConsumerCoordinator, self).need_rejoin() or
                self._subscription.needs_partition_assignment))


[docs]    def refresh_committed_offsets_if_needed(self):
        """Fetch committed offsets for assigned partitions."""
        if self._subscription.needs_fetch_committed_offsets:
            offsets = self.fetch_committed_offsets(self._subscription.assigned_partitions())
            for partition, offset in six.iteritems(offsets):
                # verify assignment is still active
                if self._subscription.is_assigned(partition):
                    self._subscription.assignment[partition].committed = offset.offset
            self._subscription.needs_fetch_committed_offsets = False


[docs]    def fetch_committed_offsets(self, partitions):
        """Fetch the current committed offsets for specified partitions

        Arguments:
            partitions (list of TopicPartition): partitions to fetch

        Returns:
            dict: {TopicPartition: OffsetAndMetadata}
        """
        if not partitions:
            return {}

        while True:
            self.ensure_coordinator_known()

            # contact coordinator to fetch committed offsets
            future = self._send_offset_fetch_request(partitions)
            self._client.poll(future=future)

            if future.succeeded():
                return future.value

            if not future.retriable():
                raise future.exception # pylint: disable-msg=raising-bad-type

            time.sleep(self.config['retry_backoff_ms'] / 1000.0)


[docs]    def close(self):
        try:
            self._maybe_auto_commit_offsets_sync()
        finally:
            super(ConsumerCoordinator, self).close()


[docs]    def commit_offsets_async(self, offsets, callback=None):
        """Commit specific offsets asynchronously.

        Arguments:
            offsets (dict {TopicPartition: OffsetAndMetadata}): what to commit
            callback (callable, optional): called as callback(offsets, response)
                response will be either an Exception or a OffsetCommitResponse
                struct. This callback can be used to trigger custom actions when
                a commit request completes.
        Returns:
            Future: indicating whether the commit was successful or not
        """
        assert self.config['api_version'] >= (0, 8, 1), 'Unsupported Broker API'
        assert all(map(lambda k: isinstance(k, TopicPartition), offsets))
        assert all(map(lambda v: isinstance(v, OffsetAndMetadata),
                       offsets.values()))
        if callback is None:
            callback = self.config['default_offset_commit_callback']
        self._subscription.needs_fetch_committed_offsets = True
        future = self._send_offset_commit_request(offsets)
        future.add_both(callback, offsets)
        return future


[docs]    def commit_offsets_sync(self, offsets):
        """Commit specific offsets synchronously.

        This method will retry until the commit completes successfully or an
        unrecoverable error is encountered.

        Arguments:
            offsets (dict {TopicPartition: OffsetAndMetadata}): what to commit

        Raises error on failure
        """
        assert self.config['api_version'] >= (0, 8, 1), 'Unsupported Broker API'
        assert all(map(lambda k: isinstance(k, TopicPartition), offsets))
        assert all(map(lambda v: isinstance(v, OffsetAndMetadata),
                       offsets.values()))
        if not offsets:
            return

        while True:
            self.ensure_coordinator_known()

            future = self._send_offset_commit_request(offsets)
            self._client.poll(future=future)

            if future.succeeded():
                return future.value

            if not future.retriable():
                raise future.exception # pylint: disable-msg=raising-bad-type

            time.sleep(self.config['retry_backoff_ms'] / 1000.0)


    def _maybe_auto_commit_offsets_sync(self):
        if self._auto_commit_task is None:
            return

        try:
            self.commit_offsets_sync(self._subscription.all_consumed_offsets())

        # The three main group membership errors are known and should not
        # require a stacktrace -- just a warning
        except (Errors.UnknownMemberIdError,
                Errors.IllegalGenerationError,
                Errors.RebalanceInProgressError):
            log.warning("Offset commit failed: group membership out of date"
                        " This is likely to cause duplicate message"
                        " delivery.")
        except Exception:
            log.exception("Offset commit failed: This is likely to cause"
                          " duplicate message delivery")

    def _send_offset_commit_request(self, offsets):
        """Commit offsets for the specified list of topics and partitions.

        This is a non-blocking call which returns a request future that can be
        polled in the case of a synchronous commit or ignored in the
        asynchronous case.

        Arguments:
            offsets (dict of {TopicPartition: OffsetAndMetadata}): what should
                be committed

        Returns:
            Future: indicating whether the commit was successful or not
        """
        assert self.config['api_version'] >= (0, 8, 1), 'Unsupported Broker API'
        assert all(map(lambda k: isinstance(k, TopicPartition), offsets))
        assert all(map(lambda v: isinstance(v, OffsetAndMetadata),
                       offsets.values()))
        if not offsets:
            log.debug('No offsets to commit')
            return Future().success(True)

        elif self.coordinator_unknown():
            return Future().failure(Errors.GroupCoordinatorNotAvailableError)

        node_id = self.coordinator_id

        # create the offset commit request
        offset_data = collections.defaultdict(dict)
        for tp, offset in six.iteritems(offsets):
            offset_data[tp.topic][tp.partition] = offset

        if self.config['api_version'] >= (0, 9):
            request = OffsetCommitRequest[2](
                self.group_id,
                self.generation,
                self.member_id,
                OffsetCommitRequest[2].DEFAULT_RETENTION_TIME,
                [(
                    topic, [(
                        partition,
                        offset.offset,
                        offset.metadata
                    ) for partition, offset in six.iteritems(partitions)]
                ) for topic, partitions in six.iteritems(offset_data)]
            )
        elif self.config['api_version'] >= (0, 8, 2):
            request = OffsetCommitRequest[1](
                self.group_id, -1, '',
                [(
                    topic, [(
                        partition,
                        offset.offset,
                        -1,
                        offset.metadata
                    ) for partition, offset in six.iteritems(partitions)]
                ) for topic, partitions in six.iteritems(offset_data)]
            )
        elif self.config['api_version'] >= (0, 8, 1):
            request = OffsetCommitRequest[0](
                self.group_id,
                [(
                    topic, [(
                        partition,
                        offset.offset,
                        offset.metadata
                    ) for partition, offset in six.iteritems(partitions)]
                ) for topic, partitions in six.iteritems(offset_data)]
            )

        log.debug("Sending offset-commit request with %s for group %s to %s",
                  offsets, self.group_id, node_id)

        future = Future()
        _f = self._client.send(node_id, request)
        _f.add_callback(self._handle_offset_commit_response, offsets, future, time.time())
        _f.add_errback(self._failed_request, node_id, request, future)
        return future

    def _handle_offset_commit_response(self, offsets, future, send_time, response):
        # TODO look at adding request_latency_ms to response (like java kafka)
        self.consumer_sensors.commit_latency.record((time.time() - send_time) * 1000)
        unauthorized_topics = set()

        for topic, partitions in response.topics:
            for partition, error_code in partitions:
                tp = TopicPartition(topic, partition)
                offset = offsets[tp]

                error_type = Errors.for_code(error_code)
                if error_type is Errors.NoError:
                    log.debug("Group %s committed offset %s for partition %s",
                              self.group_id, offset, tp)
                    if self._subscription.is_assigned(tp):
                        self._subscription.assignment[tp].committed = offset.offset
                elif error_type is Errors.GroupAuthorizationFailedError:
                    log.error("Not authorized to commit offsets for group %s",
                              self.group_id)
                    future.failure(error_type(self.group_id))
                    return
                elif error_type is Errors.TopicAuthorizationFailedError:
                    unauthorized_topics.add(topic)
                elif error_type in (Errors.OffsetMetadataTooLargeError,
                                    Errors.InvalidCommitOffsetSizeError):
                    # raise the error to the user
                    log.debug("OffsetCommit for group %s failed on partition %s"
                              " %s", self.group_id, tp, error_type.__name__)
                    future.failure(error_type())
                    return
                elif error_type is Errors.GroupLoadInProgressError:
                    # just retry
                    log.debug("OffsetCommit for group %s failed: %s",
                              self.group_id, error_type.__name__)
                    future.failure(error_type(self.group_id))
                    return
                elif error_type in (Errors.GroupCoordinatorNotAvailableError,
                                    Errors.NotCoordinatorForGroupError,
                                    Errors.RequestTimedOutError):
                    log.debug("OffsetCommit for group %s failed: %s",
                              self.group_id, error_type.__name__)
                    self.coordinator_dead(error_type())
                    future.failure(error_type(self.group_id))
                    return
                elif error_type in (Errors.UnknownMemberIdError,
                                    Errors.IllegalGenerationError,
                                    Errors.RebalanceInProgressError):
                    # need to re-join group
                    error = error_type(self.group_id)
                    log.debug("OffsetCommit for group %s failed: %s",
                              self.group_id, error)
                    self._subscription.mark_for_reassignment()
                    future.failure(Errors.CommitFailedError(
                        "Commit cannot be completed since the group has"
                        " already rebalanced and assigned the partitions to"
                        " another member. This means that the time between"
                        " subsequent calls to poll() was longer than the"
                        " configured session.timeout.ms, which typically"
                        " implies that the poll loop is spending too much time"
                        " message processing. You can address this either by"
                        " increasing the session timeout or by reducing the"
                        " maximum size of batches returned in poll() with"
                        " max.poll.records."))
                    return
                else:
                    log.error("Group %s failed to commit partition %s at offset"
                              " %s: %s", self.group_id, tp, offset,
                              error_type.__name__)
                    future.failure(error_type())
                    return

        if unauthorized_topics:
            log.error("Not authorized to commit to topics %s for group %s",
                      unauthorized_topics, self.group_id)
            future.failure(Errors.TopicAuthorizationFailedError(unauthorized_topics))
        else:
            future.success(True)

    def _send_offset_fetch_request(self, partitions):
        """Fetch the committed offsets for a set of partitions.

        This is a non-blocking call. The returned future can be polled to get
        the actual offsets returned from the broker.

        Arguments:
            partitions (list of TopicPartition): the partitions to fetch

        Returns:
            Future: resolves to dict of offsets: {TopicPartition: int}
        """
        assert self.config['api_version'] >= (0, 8, 1), 'Unsupported Broker API'
        assert all(map(lambda k: isinstance(k, TopicPartition), partitions))
        if not partitions:
            return Future().success({})

        elif self.coordinator_unknown():
            return Future().failure(Errors.GroupCoordinatorNotAvailableError)

        node_id = self.coordinator_id

        # Verify node is ready
        if not self._client.ready(node_id):
            log.debug("Node %s not ready -- failing offset fetch request",
                      node_id)
            return Future().failure(Errors.NodeNotReadyError)

        log.debug("Group %s fetching committed offsets for partitions: %s",
                  self.group_id, partitions)
        # construct the request
        topic_partitions = collections.defaultdict(set)
        for tp in partitions:
            topic_partitions[tp.topic].add(tp.partition)

        if self.config['api_version'] >= (0, 8, 2):
            request = OffsetFetchRequest[1](
                self.group_id,
                list(topic_partitions.items())
            )
        else:
            request = OffsetFetchRequest[0](
                self.group_id,
                list(topic_partitions.items())
            )

        # send the request with a callback
        future = Future()
        _f = self._client.send(node_id, request)
        _f.add_callback(self._handle_offset_fetch_response, future)
        _f.add_errback(self._failed_request, node_id, request, future)
        return future

    def _handle_offset_fetch_response(self, future, response):
        offsets = {}
        for topic, partitions in response.topics:
            for partition, offset, metadata, error_code in partitions:
                tp = TopicPartition(topic, partition)
                error_type = Errors.for_code(error_code)
                if error_type is not Errors.NoError:
                    error = error_type()
                    log.debug("Group %s failed to fetch offset for partition"
                              " %s: %s", self.group_id, tp, error)
                    if error_type is Errors.GroupLoadInProgressError:
                        # just retry
                        future.failure(error)
                    elif error_type is Errors.NotCoordinatorForGroupError:
                        # re-discover the coordinator and retry
                        self.coordinator_dead(error_type())
                        future.failure(error)
                    elif error_type in (Errors.UnknownMemberIdError,
                                        Errors.IllegalGenerationError):
                        # need to re-join group
                        self._subscription.mark_for_reassignment()
                        future.failure(error)
                    elif error_type is Errors.UnknownTopicOrPartitionError:
                        log.warning("OffsetFetchRequest -- unknown topic %s"
                                    " (have you committed any offsets yet?)",
                                    topic)
                        continue
                    else:
                        log.error("Unknown error fetching offsets for %s: %s",
                                  tp, error)
                        future.failure(error)
                    return
                elif offset >= 0:
                    # record the position with the offset
                    # (-1 indicates no committed offset to fetch)
                    offsets[tp] = OffsetAndMetadata(offset, metadata)
                else:
                    log.debug("Group %s has no committed offset for partition"
                              " %s", self.group_id, tp)
        future.success(offsets)



[docs]class AutoCommitTask(object):
    def __init__(self, coordinator, interval):
        self._coordinator = coordinator
        self._client = coordinator._client
        self._interval = interval

[docs]    def reschedule(self, at=None):
        if at is None:
            at = time.time() + self._interval
        self._client.schedule(self, at)


    def __call__(self):
        if self._coordinator.coordinator_unknown():
            log.debug("Cannot auto-commit offsets for group %s because the"
                      " coordinator is unknown", self._coordinator.group_id)
            backoff = self._coordinator.config['retry_backoff_ms'] / 1000.0
            self.reschedule(time.time() + backoff)
            return

        self._coordinator.commit_offsets_async(
            self._coordinator._subscription.all_consumed_offsets(),
            self._handle_commit_response)

    def _handle_commit_response(self, offsets, result):
        if result is True:
            log.debug("Successfully auto-committed offsets for group %s",
                      self._coordinator.group_id)
            next_at = time.time() + self._interval
        elif not isinstance(result, BaseException):
            raise Errors.IllegalStateError(
                'Unrecognized result in _handle_commit_response: %s'
                % result)
        elif hasattr(result, 'retriable') and result.retriable:
            log.debug("Failed to auto-commit offsets for group %s: %s,"
                      " will retry immediately", self._coordinator.group_id,
                      result)
            next_at = time.time()
        else:
            log.warning("Auto offset commit failed for group %s: %s",
                        self._coordinator.group_id, result)
            next_at = time.time() + self._interval

        self.reschedule(next_at)



[docs]class ConsumerCoordinatorMetrics(object):
    def __init__(self, metrics, metric_group_prefix, subscription):
        self.metrics = metrics
        self.metric_group_name = '%s-coordinator-metrics' % metric_group_prefix

        self.commit_latency = metrics.sensor('commit-latency')
        self.commit_latency.add(metrics.metric_name(
            'commit-latency-avg', self.metric_group_name,
            'The average time taken for a commit request'), Avg())
        self.commit_latency.add(metrics.metric_name(
            'commit-latency-max', self.metric_group_name,
            'The max time taken for a commit request'), Max())
        self.commit_latency.add(metrics.metric_name(
            'commit-rate', self.metric_group_name,
            'The number of commit calls per second'), Rate(sampled_stat=Count()))

        num_parts = AnonMeasurable(lambda config, now:
                                   len(subscription.assigned_partitions()))
        metrics.add_metric(metrics.metric_name(
            'assigned-partitions', self.metric_group_name,
            'The number of partitions currently assigned to this consumer'),
            num_parts)






          

      

      

    


    
        © Copyright 2016 -- Dana Powers, David Arthur, and Contributors.
      Created using Sphinx 1.3.5.
    

  

_modules/kafka/protocol/types.html


    
      Navigation


      
        		
          index


        		
          modules |


        		kafka-python 1.3.2 documentation »


          		Module code »


          		kafka »

 
      


    


    
      
          
            
  Source code for kafka.protocol.types

from __future__ import absolute_import

from struct import pack, unpack, error

from .abstract import AbstractType


def _pack(f, value):
    try:
        return pack(f, value)
    except error:
        raise ValueError(error)


def _unpack(f, data):
    try:
        (value,) = unpack(f, data)
        return value
    except error:
        raise ValueError(error)


[docs]class Int8(AbstractType):
    @classmethod
[docs]    def encode(cls, value):
        return _pack('>b', value)


    @classmethod
[docs]    def decode(cls, data):
        return _unpack('>b', data.read(1))




[docs]class Int16(AbstractType):
    @classmethod
[docs]    def encode(cls, value):
        return _pack('>h', value)


    @classmethod
[docs]    def decode(cls, data):
        return _unpack('>h', data.read(2))




[docs]class Int32(AbstractType):
    @classmethod
[docs]    def encode(cls, value):
        return _pack('>i', value)


    @classmethod
[docs]    def decode(cls, data):
        return _unpack('>i', data.read(4))




[docs]class Int64(AbstractType):
    @classmethod
[docs]    def encode(cls, value):
        return _pack('>q', value)


    @classmethod
[docs]    def decode(cls, data):
        return _unpack('>q', data.read(8))




[docs]class String(AbstractType):
    def __init__(self, encoding='utf-8'):
        self.encoding = encoding

[docs]    def encode(self, value):
        if value is None:
            return Int16.encode(-1)
        value = str(value).encode(self.encoding)
        return Int16.encode(len(value)) + value


[docs]    def decode(self, data):
        length = Int16.decode(data)
        if length < 0:
            return None
        value = data.read(length)
        if len(value) != length:
            raise ValueError('Buffer underrun decoding string')
        return value.decode(self.encoding)




[docs]class Bytes(AbstractType):
    @classmethod
[docs]    def encode(cls, value):
        if value is None:
            return Int32.encode(-1)
        else:
            return Int32.encode(len(value)) + value


    @classmethod
[docs]    def decode(cls, data):
        length = Int32.decode(data)
        if length < 0:
            return None
        value = data.read(length)
        if len(value) != length:
            raise ValueError('Buffer underrun decoding Bytes')
        return value




[docs]class Boolean(AbstractType):
    @classmethod
[docs]    def encode(cls, value):
        return _pack('>?', value)


    @classmethod
[docs]    def decode(cls, data):
        return _unpack('>?', data.read(1))




[docs]class Schema(AbstractType):
    def __init__(self, *fields):
        if fields:
            self.names, self.fields = zip(*fields)
        else:
            self.names, self.fields = (), ()

[docs]    def encode(self, item):
        if len(item) != len(self.fields):
            raise ValueError('Item field count does not match Schema')
        return b''.join([
            field.encode(item[i])
            for i, field in enumerate(self.fields)
        ])


[docs]    def decode(self, data):
        return tuple([field.decode(data) for field in self.fields])


    def __len__(self):
        return len(self.fields)

[docs]    def repr(self, value):
        key_vals = []
        try:
            for i in range(len(self)):
                try:
                    field_val = getattr(value, self.names[i])
                except AttributeError:
                    field_val = value[i]
                key_vals.append('%s=%s' % (self.names[i], self.fields[i].repr(field_val)))
            return '(' + ', '.join(key_vals) + ')'
        except:
            return repr(value)




[docs]class Array(AbstractType):
    def __init__(self, *array_of):
        if len(array_of) > 1:
            self.array_of = Schema(*array_of)
        elif len(array_of) == 1 and (isinstance(array_of[0], AbstractType) or
                                     issubclass(array_of[0], AbstractType)):
            self.array_of = array_of[0]
        else:
            raise ValueError('Array instantiated with no array_of type')

[docs]    def encode(self, items):
        if items is None:
            return Int32.encode(-1)
        return b''.join(
            [Int32.encode(len(items))] +
            [self.array_of.encode(item) for item in items]
        )


[docs]    def decode(self, data):
        length = Int32.decode(data)
        if length == -1:
            return None
        return [self.array_of.decode(data) for _ in range(length)]


[docs]    def repr(self, list_of_items):
        if list_of_items is None:
            return 'NULL'
        return '[' + ', '.join([self.array_of.repr(item) for item in list_of_items]) + ']'
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  Source code for kafka.coordinator.base

from __future__ import absolute_import, division

import abc
import copy
import logging
import time
import weakref

from kafka.vendor import six

from .heartbeat import Heartbeat
from .. import errors as Errors
from ..future import Future
from ..metrics import AnonMeasurable
from ..metrics.stats import Avg, Count, Max, Rate
from ..protocol.commit import GroupCoordinatorRequest, OffsetCommitRequest
from ..protocol.group import (HeartbeatRequest, JoinGroupRequest,
                                  LeaveGroupRequest, SyncGroupRequest)

log = logging.getLogger('kafka.coordinator')


[docs]class BaseCoordinator(object):
    """
    BaseCoordinator implements group management for a single group member
    by interacting with a designated Kafka broker (the coordinator). Group
    semantics are provided by extending this class.  See ConsumerCoordinator
    for example usage.

    From a high level, Kafka's group management protocol consists of the
    following sequence of actions:

    1. Group Registration: Group members register with the coordinator providing
       their own metadata (such as the set of topics they are interested in).

    2. Group/Leader Selection: The coordinator select the members of the group
       and chooses one member as the leader.

    3. State Assignment: The leader collects the metadata from all the members
       of the group and assigns state.

    4. Group Stabilization: Each member receives the state assigned by the
       leader and begins processing.

    To leverage this protocol, an implementation must define the format of
    metadata provided by each member for group registration in group_protocols()
    and the format of the state assignment provided by the leader in
    _perform_assignment() and which becomes available to members in
    _on_join_complete().
    """

    DEFAULT_CONFIG = {
        'group_id': 'kafka-python-default-group',
        'session_timeout_ms': 30000,
        'heartbeat_interval_ms': 3000,
        'retry_backoff_ms': 100,
        'api_version': (0, 9),
        'metric_group_prefix': '',
    }

    def __init__(self, client, metrics, **configs):
        """
        Keyword Arguments:
            group_id (str): name of the consumer group to join for dynamic
                partition assignment (if enabled), and to use for fetching and
                committing offsets. Default: 'kafka-python-default-group'
            session_timeout_ms (int): The timeout used to detect failures when
                using Kafka's group managementment facilities. Default: 30000
            heartbeat_interval_ms (int): The expected time in milliseconds
                between heartbeats to the consumer coordinator when using
                Kafka's group management feature. Heartbeats are used to ensure
                that the consumer's session stays active and to facilitate
                rebalancing when new consumers join or leave the group. The
                value must be set lower than session_timeout_ms, but typically
                should be set no higher than 1/3 of that value. It can be
                adjusted even lower to control the expected time for normal
                rebalances. Default: 3000
            retry_backoff_ms (int): Milliseconds to backoff when retrying on
                errors. Default: 100.
        """
        self.config = copy.copy(self.DEFAULT_CONFIG)
        for key in self.config:
            if key in configs:
                self.config[key] = configs[key]

        self._client = client
        self.generation = OffsetCommitRequest[2].DEFAULT_GENERATION_ID
        self.member_id = JoinGroupRequest[0].UNKNOWN_MEMBER_ID
        self.group_id = self.config['group_id']
        self.coordinator_id = None
        self.rejoin_needed = True
        self.rejoining = False
        self.heartbeat = Heartbeat(**self.config)
        self.heartbeat_task = HeartbeatTask(weakref.proxy(self))
        self.sensors = GroupCoordinatorMetrics(self.heartbeat, metrics,
                                               self.config['metric_group_prefix'])

    def __del__(self):
        if hasattr(self, 'heartbeat_task') and self.heartbeat_task:
            self.heartbeat_task.disable()

    @abc.abstractmethod
[docs]    def protocol_type(self):
        """
        Unique identifier for the class of protocols implements
        (e.g. "consumer" or "connect").

        Returns:
            str: protocol type name
        """
        pass


    @abc.abstractmethod
[docs]    def group_protocols(self):
        """Return the list of supported group protocols and metadata.

        This list is submitted by each group member via a JoinGroupRequest.
        The order of the protocols in the list indicates the preference of the
        protocol (the first entry is the most preferred). The coordinator takes
        this preference into account when selecting the generation protocol
        (generally more preferred protocols will be selected as long as all
        members support them and there is no disagreement on the preference).

        Note: metadata must be type bytes or support an encode() method

        Returns:
            list: [(protocol, metadata), ...]
        """
        pass


    @abc.abstractmethod
    def _on_join_prepare(self, generation, member_id):
        """Invoked prior to each group join or rejoin.

        This is typically used to perform any cleanup from the previous
        generation (such as committing offsets for the consumer)

        Arguments:
            generation (int): The previous generation or -1 if there was none
            member_id (str): The identifier of this member in the previous group
                or '' if there was none
        """
        pass

    @abc.abstractmethod
    def _perform_assignment(self, leader_id, protocol, members):
        """Perform assignment for the group.

        This is used by the leader to push state to all the members of the group
        (e.g. to push partition assignments in the case of the new consumer)

        Arguments:
            leader_id (str): The id of the leader (which is this member)
            protocol (str): the chosen group protocol (assignment strategy)
            members (list): [(member_id, metadata_bytes)] from
                JoinGroupResponse. metadata_bytes are associated with the chosen
                group protocol, and the Coordinator subclass is responsible for
                decoding metadata_bytes based on that protocol.

        Returns:
            dict: {member_id: assignment}; assignment must either be bytes
                or have an encode() method to convert to bytes
        """
        pass

    @abc.abstractmethod
    def _on_join_complete(self, generation, member_id, protocol,
                          member_assignment_bytes):
        """Invoked when a group member has successfully joined a group.

        Arguments:
            generation (int): the generation that was joined
            member_id (str): the identifier for the local member in the group
            protocol (str): the protocol selected by the coordinator
            member_assignment_bytes (bytes): the protocol-encoded assignment
                propagated from the group leader. The Coordinator instance is
                responsible for decoding based on the chosen protocol.
        """
        pass

[docs]    def coordinator_unknown(self):
        """Check if we know who the coordinator is and have an active connection

        Side-effect: reset coordinator_id to None if connection failed

        Returns:
            bool: True if the coordinator is unknown
        """
        if self.coordinator_id is None:
            return True

        if self._client.is_disconnected(self.coordinator_id):
            self.coordinator_dead('Node Disconnected')
            return True

        return False


[docs]    def ensure_coordinator_known(self):
        """Block until the coordinator for this group is known
        (and we have an active connection -- java client uses unsent queue).
        """
        while self.coordinator_unknown():

            # Prior to 0.8.2 there was no group coordinator
            # so we will just pick a node at random and treat
            # it as the "coordinator"
            if self.config['api_version'] < (0, 8, 2):
                self.coordinator_id = self._client.least_loaded_node()
                self._client.ready(self.coordinator_id)
                continue

            future = self._send_group_coordinator_request()
            self._client.poll(future=future)

            if future.failed():
                if isinstance(future.exception,
                              Errors.GroupCoordinatorNotAvailableError):
                    continue
                elif future.retriable():
                    metadata_update = self._client.cluster.request_update()
                    self._client.poll(future=metadata_update)
                else:
                    raise future.exception # pylint: disable-msg=raising-bad-type


[docs]    def need_rejoin(self):
        """Check whether the group should be rejoined (e.g. if metadata changes)

        Returns:
            bool: True if it should, False otherwise
        """
        return self.rejoin_needed


[docs]    def ensure_active_group(self):
        """Ensure that the group is active (i.e. joined and synced)"""
        if not self.need_rejoin():
            return

        if not self.rejoining:
            self._on_join_prepare(self.generation, self.member_id)
            self.rejoining = True

        while self.need_rejoin():
            self.ensure_coordinator_known()

            # ensure that there are no pending requests to the coordinator.
            # This is important in particular to avoid resending a pending
            # JoinGroup request.
            if self._client.in_flight_request_count(self.coordinator_id):
                while not self.coordinator_unknown():
                    self._client.poll(delayed_tasks=False)
                    if not self._client.in_flight_request_count(self.coordinator_id):
                        break
                else:
                    continue

            future = self._send_join_group_request()
            self._client.poll(future=future)

            if future.succeeded():
                member_assignment_bytes = future.value
                self._on_join_complete(self.generation, self.member_id,
                                       self.protocol, member_assignment_bytes)
                self.rejoining = False
                self.heartbeat_task.reset()
            else:
                assert future.failed()
                exception = future.exception
                if isinstance(exception, (Errors.UnknownMemberIdError,
                                          Errors.RebalanceInProgressError,
                                          Errors.IllegalGenerationError)):
                    continue
                elif not future.retriable():
                    raise exception # pylint: disable-msg=raising-bad-type
                time.sleep(self.config['retry_backoff_ms'] / 1000)


    def _send_join_group_request(self):
        """Join the group and return the assignment for the next generation.

        This function handles both JoinGroup and SyncGroup, delegating to
        _perform_assignment() if elected leader by the coordinator.

        Returns:
            Future: resolves to the encoded-bytes assignment returned from the
                group leader
        """
        if self.coordinator_unknown():
            e = Errors.GroupCoordinatorNotAvailableError(self.coordinator_id)
            return Future().failure(e)

        # send a join group request to the coordinator
        log.info("(Re-)joining group %s", self.group_id)
        request = JoinGroupRequest[0](
            self.group_id,
            self.config['session_timeout_ms'],
            self.member_id,
            self.protocol_type(),
            [(protocol,
              metadata if isinstance(metadata, bytes) else metadata.encode())
             for protocol, metadata in self.group_protocols()])

        # create the request for the coordinator
        log.debug("Sending JoinGroup (%s) to coordinator %s", request, self.coordinator_id)
        future = Future()
        _f = self._client.send(self.coordinator_id, request)
        _f.add_callback(self._handle_join_group_response, future, time.time())
        _f.add_errback(self._failed_request, self.coordinator_id,
                       request, future)
        return future

    def _failed_request(self, node_id, request, future, error):
        log.error('Error sending %s to node %s [%s]',
                  request.__class__.__name__, node_id, error)
        # Marking coordinator dead
        # unless the error is caused by internal client pipelining
        if not isinstance(error, (Errors.NodeNotReadyError,
                                  Errors.TooManyInFlightRequests)):
            self.coordinator_dead(error)
        future.failure(error)

    def _handle_join_group_response(self, future, send_time, response):
        error_type = Errors.for_code(response.error_code)
        if error_type is Errors.NoError:
            log.debug("Received successful JoinGroup response for group %s: %s",
                      self.group_id, response)
            self.member_id = response.member_id
            self.generation = response.generation_id
            self.rejoin_needed = False
            self.protocol = response.group_protocol
            log.info("Joined group '%s' (generation %s) with member_id %s",
                     self.group_id, self.generation, self.member_id)
            self.sensors.join_latency.record((time.time() - send_time) * 1000)
            if response.leader_id == response.member_id:
                log.info("Elected group leader -- performing partition"
                         " assignments using %s", self.protocol)
                self._on_join_leader(response).chain(future)
            else:
                self._on_join_follower().chain(future)

        elif error_type is Errors.GroupLoadInProgressError:
            log.debug("Attempt to join group %s rejected since coordinator %s"
                      " is loading the group.", self.group_id, self.coordinator_id)
            # backoff and retry
            future.failure(error_type(response))
        elif error_type is Errors.UnknownMemberIdError:
            # reset the member id and retry immediately
            error = error_type(self.member_id)
            self.member_id = JoinGroupRequest[0].UNKNOWN_MEMBER_ID
            log.debug("Attempt to join group %s failed due to unknown member id",
                      self.group_id)
            future.failure(error)
        elif error_type in (Errors.GroupCoordinatorNotAvailableError,
                            Errors.NotCoordinatorForGroupError):
            # re-discover the coordinator and retry with backoff
            self.coordinator_dead(error_type())
            log.debug("Attempt to join group %s failed due to obsolete "
                      "coordinator information: %s", self.group_id,
                      error_type.__name__)
            future.failure(error_type())
        elif error_type in (Errors.InconsistentGroupProtocolError,
                            Errors.InvalidSessionTimeoutError,
                            Errors.InvalidGroupIdError):
            # log the error and re-throw the exception
            error = error_type(response)
            log.error("Attempt to join group %s failed due to fatal error: %s",
                      self.group_id, error)
            future.failure(error)
        elif error_type is Errors.GroupAuthorizationFailedError:
            future.failure(error_type(self.group_id))
        else:
            # unexpected error, throw the exception
            error = error_type()
            log.error("Unexpected error in join group response: %s", error)
            future.failure(error)

    def _on_join_follower(self):
        # send follower's sync group with an empty assignment
        request = SyncGroupRequest[0](
            self.group_id,
            self.generation,
            self.member_id,
            {})
        log.debug("Sending follower SyncGroup for group %s to coordinator %s: %s",
                  self.group_id, self.coordinator_id, request)
        return self._send_sync_group_request(request)

    def _on_join_leader(self, response):
        """
        Perform leader synchronization and send back the assignment
        for the group via SyncGroupRequest

        Arguments:
            response (JoinResponse): broker response to parse

        Returns:
            Future: resolves to member assignment encoded-bytes
        """
        try:
            group_assignment = self._perform_assignment(response.leader_id,
                                                        response.group_protocol,
                                                        response.members)
        except Exception as e:
            return Future().failure(e)

        request = SyncGroupRequest[0](
            self.group_id,
            self.generation,
            self.member_id,
            [(member_id,
              assignment if isinstance(assignment, bytes) else assignment.encode())
             for member_id, assignment in six.iteritems(group_assignment)])

        log.debug("Sending leader SyncGroup for group %s to coordinator %s: %s",
                  self.group_id, self.coordinator_id, request)
        return self._send_sync_group_request(request)

    def _send_sync_group_request(self, request):
        if self.coordinator_unknown():
            e = Errors.GroupCoordinatorNotAvailableError(self.coordinator_id)
            return Future().failure(e)
        future = Future()
        _f = self._client.send(self.coordinator_id, request)
        _f.add_callback(self._handle_sync_group_response, future, time.time())
        _f.add_errback(self._failed_request, self.coordinator_id,
                       request, future)
        return future

    def _handle_sync_group_response(self, future, send_time, response):
        error_type = Errors.for_code(response.error_code)
        if error_type is Errors.NoError:
            log.info("Successfully joined group %s with generation %s",
                      self.group_id, self.generation)
            self.sensors.sync_latency.record((time.time() - send_time) * 1000)
            future.success(response.member_assignment)
            return

        # Always rejoin on error
        self.rejoin_needed = True
        if error_type is Errors.GroupAuthorizationFailedError:
            future.failure(error_type(self.group_id))
        elif error_type is Errors.RebalanceInProgressError:
            log.debug("SyncGroup for group %s failed due to coordinator"
                      " rebalance", self.group_id)
            future.failure(error_type(self.group_id))
        elif error_type in (Errors.UnknownMemberIdError,
                            Errors.IllegalGenerationError):
            error = error_type()
            log.debug("SyncGroup for group %s failed due to %s", self.group_id, error)
            self.member_id = JoinGroupRequest[0].UNKNOWN_MEMBER_ID
            future.failure(error)
        elif error_type in (Errors.GroupCoordinatorNotAvailableError,
                            Errors.NotCoordinatorForGroupError):
            error = error_type()
            log.debug("SyncGroup for group %s failed due to %s", self.group_id, error)
            self.coordinator_dead(error)
            future.failure(error)
        else:
            error = error_type()
            log.error("Unexpected error from SyncGroup: %s", error)
            future.failure(error)

    def _send_group_coordinator_request(self):
        """Discover the current coordinator for the group.

        Returns:
            Future: resolves to the node id of the coordinator
        """
        node_id = self._client.least_loaded_node()
        if node_id is None:
            return Future().failure(Errors.NoBrokersAvailable())

        log.debug("Sending group coordinator request for group %s to broker %s",
                  self.group_id, node_id)
        request = GroupCoordinatorRequest[0](self.group_id)
        future = Future()
        _f = self._client.send(node_id, request)
        _f.add_callback(self._handle_group_coordinator_response, future)
        _f.add_errback(self._failed_request, node_id, request, future)
        return future

    def _handle_group_coordinator_response(self, future, response):
        log.debug("Received group coordinator response %s", response)
        if not self.coordinator_unknown():
            # We already found the coordinator, so ignore the request
            log.debug("Coordinator already known -- ignoring metadata response")
            future.success(self.coordinator_id)
            return

        error_type = Errors.for_code(response.error_code)
        if error_type is Errors.NoError:
            ok = self._client.cluster.add_group_coordinator(self.group_id, response)
            if not ok:
                # This could happen if coordinator metadata is different
                # than broker metadata
                future.failure(Errors.IllegalStateError())
                return

            self.coordinator_id = response.coordinator_id
            log.info("Discovered coordinator %s for group %s",
                     self.coordinator_id, self.group_id)
            self._client.ready(self.coordinator_id)

            # start sending heartbeats only if we have a valid generation
            if self.generation > 0:
                self.heartbeat_task.reset()
            future.success(self.coordinator_id)
        elif error_type is Errors.GroupCoordinatorNotAvailableError:
            log.debug("Group Coordinator Not Available; retry")
            future.failure(error_type())
        elif error_type is Errors.GroupAuthorizationFailedError:
            error = error_type(self.group_id)
            log.error("Group Coordinator Request failed: %s", error)
            future.failure(error)
        else:
            error = error_type()
            log.error("Unrecognized failure in Group Coordinator Request: %s",
                      error)
            future.failure(error)

[docs]    def coordinator_dead(self, error):
        """Mark the current coordinator as dead."""
        if self.coordinator_id is not None:
            log.warning("Marking the coordinator dead (node %s) for group %s: %s.",
                        self.coordinator_id, self.group_id, error)
            self.coordinator_id = None


[docs]    def close(self):
        """Close the coordinator, leave the current group
        and reset local generation/memberId."""
        try:
            self._client.unschedule(self.heartbeat_task)
        except KeyError:
            pass

        if not self.coordinator_unknown() and self.generation > 0:
            # this is a minimal effort attempt to leave the group. we do not
            # attempt any resending if the request fails or times out.
            request = LeaveGroupRequest[0](self.group_id, self.member_id)
            future = self._client.send(self.coordinator_id, request)
            future.add_callback(self._handle_leave_group_response)
            future.add_errback(log.error, "LeaveGroup request failed: %s")
            self._client.poll(future=future)

        self.generation = OffsetCommitRequest[2].DEFAULT_GENERATION_ID
        self.member_id = JoinGroupRequest[0].UNKNOWN_MEMBER_ID
        self.rejoin_needed = True


    def _handle_leave_group_response(self, response):
        error_type = Errors.for_code(response.error_code)
        if error_type is Errors.NoError:
            log.info("LeaveGroup request succeeded")
        else:
            log.error("LeaveGroup request failed: %s", error_type())

    def _send_heartbeat_request(self):
        """Send a heartbeat request"""
        request = HeartbeatRequest[0](self.group_id, self.generation, self.member_id)
        log.debug("Heartbeat: %s[%s] %s", request.group, request.generation_id, request.member_id) #pylint: disable-msg=no-member
        future = Future()
        _f = self._client.send(self.coordinator_id, request)
        _f.add_callback(self._handle_heartbeat_response, future, time.time())
        _f.add_errback(self._failed_request, self.coordinator_id,
                       request, future)
        return future

    def _handle_heartbeat_response(self, future, send_time, response):
        self.sensors.heartbeat_latency.record((time.time() - send_time) * 1000)
        error_type = Errors.for_code(response.error_code)
        if error_type is Errors.NoError:
            log.debug("Received successful heartbeat response for group %s",
                      self.group_id)
            future.success(None)
        elif error_type in (Errors.GroupCoordinatorNotAvailableError,
                            Errors.NotCoordinatorForGroupError):
            log.warning("Heartbeat failed for group %s: coordinator (node %s)"
                        " is either not started or not valid", self.group_id,
                        self.coordinator_id)
            self.coordinator_dead(error_type())
            future.failure(error_type())
        elif error_type is Errors.RebalanceInProgressError:
            log.warning("Heartbeat failed for group %s because it is"
                        " rebalancing", self.group_id)
            self.rejoin_needed = True
            future.failure(error_type())
        elif error_type is Errors.IllegalGenerationError:
            log.warning("Heartbeat failed for group %s: generation id is not "
                        " current.", self.group_id)
            self.rejoin_needed = True
            future.failure(error_type())
        elif error_type is Errors.UnknownMemberIdError:
            log.warning("Heartbeat: local member_id was not recognized;"
                        " this consumer needs to re-join")
            self.member_id = JoinGroupRequest[0].UNKNOWN_MEMBER_ID
            self.rejoin_needed = True
            future.failure(error_type)
        elif error_type is Errors.GroupAuthorizationFailedError:
            error = error_type(self.group_id)
            log.error("Heartbeat failed: authorization error: %s", error)
            future.failure(error)
        else:
            error = error_type()
            log.error("Heartbeat failed: Unhandled error: %s", error)
            future.failure(error)



[docs]class HeartbeatTask(object):
    def __init__(self, coordinator):
        self._coordinator = coordinator
        self._heartbeat = coordinator.heartbeat
        self._client = coordinator._client
        self._request_in_flight = False

[docs]    def disable(self):
        try:
            self._client.unschedule(self)
        except KeyError:
            pass


[docs]    def reset(self):
        # start or restart the heartbeat task to be executed at the next chance
        self._heartbeat.reset_session_timeout()
        try:
            self._client.unschedule(self)
        except KeyError:
            pass
        if not self._request_in_flight:
            self._client.schedule(self, time.time())


    def __call__(self):
        if (self._coordinator.generation < 0 or
            self._coordinator.need_rejoin()):
            # no need to send the heartbeat we're not using auto-assignment
            # or if we are awaiting a rebalance
            log.info("Skipping heartbeat: no auto-assignment"
                     " or waiting on rebalance")
            return

        if self._coordinator.coordinator_unknown():
            log.warning("Coordinator unknown during heartbeat -- will retry")
            self._handle_heartbeat_failure(Errors.GroupCoordinatorNotAvailableError())
            return

        if self._heartbeat.session_expired():
            # we haven't received a successful heartbeat in one session interval
            # so mark the coordinator dead
            log.error("Heartbeat session expired - marking coordinator dead")
            self._coordinator.coordinator_dead('Heartbeat session expired')
            return

        if not self._heartbeat.should_heartbeat():
            # we don't need to heartbeat now, so reschedule for when we do
            ttl = self._heartbeat.ttl()
            log.debug("Heartbeat task unneeded now, retrying in %s", ttl)
            self._client.schedule(self, time.time() + ttl)
        else:
            self._heartbeat.sent_heartbeat()
            self._request_in_flight = True
            future = self._coordinator._send_heartbeat_request()
            future.add_callback(self._handle_heartbeat_success)
            future.add_errback(self._handle_heartbeat_failure)

    def _handle_heartbeat_success(self, v):
        log.debug("Received successful heartbeat")
        self._request_in_flight = False
        self._heartbeat.received_heartbeat()
        ttl = self._heartbeat.ttl()
        self._client.schedule(self, time.time() + ttl)

    def _handle_heartbeat_failure(self, e):
        log.warning("Heartbeat failed (%s); retrying", e)
        self._request_in_flight = False
        etd = time.time() + self._coordinator.config['retry_backoff_ms'] / 1000
        self._client.schedule(self, etd)



[docs]class GroupCoordinatorMetrics(object):
    def __init__(self, heartbeat, metrics, prefix, tags=None):
        self.heartbeat = heartbeat
        self.metrics = metrics
        self.metric_group_name = prefix + "-coordinator-metrics"

        self.heartbeat_latency = metrics.sensor('heartbeat-latency')
        self.heartbeat_latency.add(metrics.metric_name(
            'heartbeat-response-time-max', self.metric_group_name,
            'The max time taken to receive a response to a heartbeat request',
            tags), Max())
        self.heartbeat_latency.add(metrics.metric_name(
            'heartbeat-rate', self.metric_group_name,
            'The average number of heartbeats per second',
            tags), Rate(sampled_stat=Count()))

        self.join_latency = metrics.sensor('join-latency')
        self.join_latency.add(metrics.metric_name(
            'join-time-avg', self.metric_group_name,
            'The average time taken for a group rejoin',
            tags), Avg())
        self.join_latency.add(metrics.metric_name(
            'join-time-max', self.metric_group_name,
            'The max time taken for a group rejoin',
            tags), Avg())
        self.join_latency.add(metrics.metric_name(
            'join-rate', self.metric_group_name,
            'The number of group joins per second',
            tags), Rate(sampled_stat=Count()))

        self.sync_latency = metrics.sensor('sync-latency')
        self.sync_latency.add(metrics.metric_name(
            'sync-time-avg', self.metric_group_name,
            'The average time taken for a group sync',
            tags), Avg())
        self.sync_latency.add(metrics.metric_name(
            'sync-time-max', self.metric_group_name,
            'The max time taken for a group sync',
            tags), Avg())
        self.sync_latency.add(metrics.metric_name(
            'sync-rate', self.metric_group_name,
            'The number of group syncs per second',
            tags), Rate(sampled_stat=Count()))

        metrics.add_metric(metrics.metric_name(
            'last-heartbeat-seconds-ago', self.metric_group_name,
            'The number of seconds since the last controller heartbeat',
            tags), AnonMeasurable(
                lambda _, now: (now / 1000) - self.heartbeat.last_send))
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  Source code for kafka.coordinator.assignors.roundrobin

from __future__ import absolute_import

import collections
import itertools
import logging

from kafka.vendor import six

from .abstract import AbstractPartitionAssignor
from ...common import TopicPartition
from ..protocol import ConsumerProtocolMemberMetadata, ConsumerProtocolMemberAssignment

log = logging.getLogger(__name__)


[docs]class RoundRobinPartitionAssignor(AbstractPartitionAssignor):
    """
    The roundrobin assignor lays out all the available partitions and all the
    available consumers. It then proceeds to do a roundrobin assignment from
    partition to consumer. If the subscriptions of all consumer instances are
    identical, then the partitions will be uniformly distributed. (i.e., the
    partition ownership counts will be within a delta of exactly one across all
    consumers.)

    For example, suppose there are two consumers C0 and C1, two topics t0 and
    t1, and each topic has 3 partitions, resulting in partitions t0p0, t0p1,
    t0p2, t1p0, t1p1, and t1p2.

    The assignment will be:
        C0: [t0p0, t0p2, t1p1]
        C1: [t0p1, t1p0, t1p2]

    When subscriptions differ across consumer instances, the assignment process
    still considers each consumer instance in round robin fashion but skips
    over an instance if it is not subscribed to the topic. Unlike the case when
    subscriptions are identical, this can result in imbalanced assignments.

    For example, suppose we have three consumers C0, C1, C2, and three topics
    t0, t1, t2, with unbalanced partitions t0p0, t1p0, t1p1, t2p0, t2p1, t2p2,
    where C0 is subscribed to t0; C1 is subscribed to t0, t1; and C2 is
    subscribed to t0, t1, t2.

    The assignment will be:
        C0: [t0p0]
        C1: [t1p0]
        C2: [t1p1, t2p0, t2p1, t2p2]
    """
    name = 'roundrobin'
    version = 0

    @classmethod
[docs]    def assign(cls, cluster, member_metadata):
        all_topics = set()
        for metadata in six.itervalues(member_metadata):
            all_topics.update(metadata.subscription)

        all_topic_partitions = []
        for topic in all_topics:
            partitions = cluster.partitions_for_topic(topic)
            if partitions is None:
                log.warning('No partition metadata for topic %s', topic)
                continue
            for partition in partitions:
                all_topic_partitions.append(TopicPartition(topic, partition))
        all_topic_partitions.sort()

        # construct {member_id: {topic: [partition, ...]}}
        assignment = collections.defaultdict(lambda: collections.defaultdict(list))

        member_iter = itertools.cycle(sorted(member_metadata.keys()))
        for partition in all_topic_partitions:
            member_id = next(member_iter)

            # Because we constructed all_topic_partitions from the set of
            # member subscribed topics, we should be safe assuming that
            # each topic in all_topic_partitions is in at least one member
            # subscription; otherwise this could yield an infinite loop
            while partition.topic not in member_metadata[member_id].subscription:
                member_id = next(member_iter)
            assignment[member_id][partition.topic].append(partition.partition)

        protocol_assignment = {}
        for member_id in member_metadata:
            protocol_assignment[member_id] = ConsumerProtocolMemberAssignment(
                cls.version,
                sorted(assignment[member_id].items()),
                b'')
        return protocol_assignment


    @classmethod
[docs]    def metadata(cls, topics):
        return ConsumerProtocolMemberMetadata(cls.version, list(topics), b'')


    @classmethod
[docs]    def on_assignment(cls, assignment):
        pass
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  Source code for kafka.coordinator.assignors.abstract

from __future__ import absolute_import

import abc
import logging

log = logging.getLogger(__name__)


[docs]class AbstractPartitionAssignor(object):
    """
    Abstract assignor implementation which does some common grunt work (in particular collecting
    partition counts which are always needed in assignors).
    """

    @abc.abstractproperty
    def name(self):
        """.name should be a string identifying the assignor"""
        pass

    @abc.abstractmethod
[docs]    def assign(self, cluster, members):
        """Perform group assignment given cluster metadata and member subscriptions

        Arguments:
            cluster (ClusterMetadata): metadata for use in assignment
            members (dict of {member_id: MemberMetadata}): decoded metadata for
                each member in the group.

        Returns:
            dict: {member_id: MemberAssignment}
        """
        pass


    @abc.abstractmethod
[docs]    def metadata(self, topics):
        """Generate ProtocolMetadata to be submitted via JoinGroupRequest.

        Arguments:
            topics (set): a member's subscribed topics

        Returns:
            MemberMetadata struct
        """
        pass


    @abc.abstractmethod
[docs]    def on_assignment(self, assignment):
        """Callback that runs on each assignment.

        This method can be used to update internal state, if any, of the
        partition assignor.

        Arguments:
            assignment (MemberAssignment): the member's assignment
        """
        pass
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  Source code for kafka

from __future__ import absolute_import

__title__ = 'kafka'
from .version import __version__
__author__ = 'Dana Powers'
__license__ = 'Apache License 2.0'
__copyright__ = 'Copyright 2016 Dana Powers, David Arthur, and Contributors'

# Set default logging handler to avoid "No handler found" warnings.
import logging
try:  # Python 2.7+
    from logging import NullHandler
except ImportError:
    class NullHandler(logging.Handler):
        def emit(self, record):
            pass

logging.getLogger(__name__).addHandler(NullHandler())


from kafka.consumer import KafkaConsumer
from kafka.consumer.subscription_state import ConsumerRebalanceListener
from kafka.producer import KafkaProducer
from kafka.conn import BrokerConnection
from kafka.protocol import (
    create_message, create_gzip_message, create_snappy_message)
from kafka.partitioner import RoundRobinPartitioner, HashedPartitioner, Murmur2Partitioner
from kafka.structs import TopicPartition, OffsetAndMetadata
from kafka.serializer import Serializer, Deserializer

# To be deprecated when KafkaProducer interface is released
from kafka.client import SimpleClient
from kafka.producer import SimpleProducer, KeyedProducer

# deprecated in favor of KafkaConsumer
from kafka.consumer import SimpleConsumer, MultiProcessConsumer


import warnings
[docs]class KafkaClient(SimpleClient):
    def __init__(self, *args, **kwargs):
        warnings.warn('The legacy KafkaClient interface has been moved to'
                      ' kafka.SimpleClient - this import will break in a'
                      ' future release', DeprecationWarning)
        super(KafkaClient, self).__init__(*args, **kwargs)



__all__ = [
    'KafkaConsumer', 'KafkaProducer', 'KafkaClient', 'BrokerConnection',
    'SimpleClient', 'SimpleProducer', 'KeyedProducer',
    'RoundRobinPartitioner', 'HashedPartitioner',
    'create_message', 'create_gzip_message', 'create_snappy_message',
    'SimpleConsumer', 'MultiProcessConsumer',
]
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  Source code for kafka.protocol.legacy

from __future__ import absolute_import

import logging
import struct

from kafka.vendor import six # pylint: disable=import-error

from kafka.vendor.six.moves import xrange # pylint: disable=import-error

import kafka.protocol.commit
import kafka.protocol.fetch
import kafka.protocol.message
import kafka.protocol.metadata
import kafka.protocol.offset
import kafka.protocol.produce
import kafka.structs

from kafka.codec import (
    gzip_encode, gzip_decode, snappy_encode, snappy_decode)
from kafka.errors import ProtocolError, ChecksumError, UnsupportedCodecError
from kafka.structs import ConsumerMetadataResponse
from kafka.util import (
    crc32, read_short_string, read_int_string, relative_unpack,
    write_short_string, write_int_string, group_by_topic_and_partition)


log = logging.getLogger(__name__)

ATTRIBUTE_CODEC_MASK = 0x03
CODEC_NONE = 0x00
CODEC_GZIP = 0x01
CODEC_SNAPPY = 0x02
ALL_CODECS = (CODEC_NONE, CODEC_GZIP, CODEC_SNAPPY)


[docs]class KafkaProtocol(object):
    """
    Class to encapsulate all of the protocol encoding/decoding.
    This class does not have any state associated with it, it is purely
    for organization.
    """
    PRODUCE_KEY = 0
    FETCH_KEY = 1
    OFFSET_KEY = 2
    METADATA_KEY = 3
    OFFSET_COMMIT_KEY = 8
    OFFSET_FETCH_KEY = 9
    CONSUMER_METADATA_KEY = 10

    ###################
    #   Private API   #
    ###################

    @classmethod
    def _encode_message_header(cls, client_id, correlation_id, request_key,
                               version=0):
        """
        Encode the common request envelope
        """
        return struct.pack('>hhih%ds' % len(client_id),
                           request_key,          # ApiKey
                           version,              # ApiVersion
                           correlation_id,       # CorrelationId
                           len(client_id),       # ClientId size
                           client_id)            # ClientId

    @classmethod
    def _encode_message_set(cls, messages):
        """
        Encode a MessageSet. Unlike other arrays in the protocol,
        MessageSets are not length-prefixed

        Format
        ======
        MessageSet => [Offset MessageSize Message]
          Offset => int64
          MessageSize => int32
        """
        message_set = []
        for message in messages:
            encoded_message = KafkaProtocol._encode_message(message)
            message_set.append(struct.pack('>qi%ds' % len(encoded_message), 0,
                                           len(encoded_message),
                                           encoded_message))
        return b''.join(message_set)

    @classmethod
    def _encode_message(cls, message):
        """
        Encode a single message.

        The magic number of a message is a format version number.
        The only supported magic number right now is zero

        Format
        ======
        Message => Crc MagicByte Attributes Key Value
          Crc => int32
          MagicByte => int8
          Attributes => int8
          Key => bytes
          Value => bytes
        """
        if message.magic == 0:
            msg = b''.join([
                struct.pack('>BB', message.magic, message.attributes),
                write_int_string(message.key),
                write_int_string(message.value)
            ])
            crc = crc32(msg)
            msg = struct.pack('>i%ds' % len(msg), crc, msg)
        else:
            raise ProtocolError("Unexpected magic number: %d" % message.magic)
        return msg

    ##################
    #   Public API   #
    ##################

    @classmethod
[docs]    def encode_produce_request(cls, payloads=(), acks=1, timeout=1000):
        """
        Encode a ProduceRequest struct

        Arguments:
            payloads: list of ProduceRequestPayload
            acks: How "acky" you want the request to be
                1: written to disk by the leader
                0: immediate response
                -1: waits for all replicas to be in sync
            timeout: Maximum time (in ms) the server will wait for replica acks.
                This is _not_ a socket timeout

        Returns: ProduceRequest
        """
        if acks not in (1, 0, -1):
            raise ValueError('ProduceRequest acks (%s) must be 1, 0, -1' % acks)

        return kafka.protocol.produce.ProduceRequest[0](
            required_acks=acks,
            timeout=timeout,
            topics=[(
                topic,
                [(
                    partition,
                    [(0,
                      kafka.protocol.message.Message(
                          msg.value, key=msg.key,
                          magic=msg.magic, attributes=msg.attributes
                      ).encode())
                    for msg in payload.messages])
                for partition, payload in topic_payloads.items()])
            for topic, topic_payloads in group_by_topic_and_partition(payloads).items()])


    @classmethod
[docs]    def decode_produce_response(cls, response):
        """
        Decode ProduceResponse to ProduceResponsePayload

        Arguments:
            response: ProduceResponse

        Return: list of ProduceResponsePayload
        """
        return [
            kafka.structs.ProduceResponsePayload(topic, partition, error, offset)
            for topic, partitions in response.topics
            for partition, error, offset in partitions
        ]


    @classmethod
[docs]    def encode_fetch_request(cls, payloads=(), max_wait_time=100, min_bytes=4096):
        """
        Encodes a FetchRequest struct

        Arguments:
            payloads: list of FetchRequestPayload
            max_wait_time (int, optional): ms to block waiting for min_bytes
                data. Defaults to 100.
            min_bytes (int, optional): minimum bytes required to return before
                max_wait_time. Defaults to 4096.

        Return: FetchRequest
        """
        return kafka.protocol.fetch.FetchRequest[0](
            replica_id=-1,
            max_wait_time=max_wait_time,
            min_bytes=min_bytes,
            topics=[(
                topic,
                [(
                    partition,
                    payload.offset,
                    payload.max_bytes)
                for partition, payload in topic_payloads.items()])
            for topic, topic_payloads in group_by_topic_and_partition(payloads).items()])


    @classmethod
[docs]    def decode_fetch_response(cls, response):
        """
        Decode FetchResponse struct to FetchResponsePayloads

        Arguments:
            response: FetchResponse
        """
        return [
            kafka.structs.FetchResponsePayload(
                topic, partition, error, highwater_offset, [
                    offset_and_msg
                    for offset_and_msg in cls.decode_message_set(messages)])
            for topic, partitions in response.topics
                for partition, error, highwater_offset, messages in partitions
        ]


    @classmethod
[docs]    def decode_message_set(cls, messages):
        for offset, _, message in messages:
            if isinstance(message, kafka.protocol.message.Message) and message.is_compressed():
                inner_messages = message.decompress()
                for (inner_offset, _msg_size, inner_msg) in inner_messages:
                    yield kafka.structs.OffsetAndMessage(inner_offset, inner_msg)
            else:
                yield kafka.structs.OffsetAndMessage(offset, message)


    @classmethod
[docs]    def encode_offset_request(cls, payloads=()):
        return kafka.protocol.offset.OffsetRequest[0](
            replica_id=-1,
            topics=[(
                topic,
                [(
                    partition,
                    payload.time,
                    payload.max_offsets)
                for partition, payload in six.iteritems(topic_payloads)])
            for topic, topic_payloads in six.iteritems(group_by_topic_and_partition(payloads))])


    @classmethod
[docs]    def decode_offset_response(cls, response):
        """
        Decode OffsetResponse into OffsetResponsePayloads

        Arguments:
            response: OffsetResponse

        Returns: list of OffsetResponsePayloads
        """
        return [
            kafka.structs.OffsetResponsePayload(topic, partition, error, tuple(offsets))
            for topic, partitions in response.topics
            for partition, error, offsets in partitions
        ]


    @classmethod
[docs]    def encode_metadata_request(cls, topics=(), payloads=None):
        """
        Encode a MetadataRequest

        Arguments:
            topics: list of strings
        """
        if payloads is not None:
            topics = payloads

        return kafka.protocol.metadata.MetadataRequest[0](topics)


    @classmethod
[docs]    def decode_metadata_response(cls, response):
        return response


    @classmethod
[docs]    def encode_consumer_metadata_request(cls, client_id, correlation_id, payloads):
        """
        Encode a ConsumerMetadataRequest

        Arguments:
            client_id: string
            correlation_id: int
            payloads: string (consumer group)
        """
        message = []
        message.append(cls._encode_message_header(client_id, correlation_id,
                                                  KafkaProtocol.CONSUMER_METADATA_KEY))
        message.append(struct.pack('>h%ds' % len(payloads), len(payloads), payloads))

        msg = b''.join(message)
        return write_int_string(msg)


    @classmethod
[docs]    def decode_consumer_metadata_response(cls, data):
        """
        Decode bytes to a ConsumerMetadataResponse

        Arguments:
            data: bytes to decode
        """
        ((correlation_id, error, nodeId), cur) = relative_unpack('>ihi', data, 0)
        (host, cur) = read_short_string(data, cur)
        ((port,), cur) = relative_unpack('>i', data, cur)

        return ConsumerMetadataResponse(error, nodeId, host, port)


    @classmethod
[docs]    def encode_offset_commit_request(cls, group, payloads):
        """
        Encode an OffsetCommitRequest struct

        Arguments:
            group: string, the consumer group you are committing offsets for
            payloads: list of OffsetCommitRequestPayload
        """
        return kafka.protocol.commit.OffsetCommitRequest[0](
            consumer_group=group,
            topics=[(
                topic,
                [(
                    partition,
                    payload.offset,
                    payload.metadata)
                for partition, payload in six.iteritems(topic_payloads)])
            for topic, topic_payloads in six.iteritems(group_by_topic_and_partition(payloads))])



    @classmethod
[docs]    def decode_offset_commit_response(cls, response):
        """
        Decode OffsetCommitResponse to an OffsetCommitResponsePayload

        Arguments:
            response: OffsetCommitResponse
        """
        return [
            kafka.structs.OffsetCommitResponsePayload(topic, partition, error)
            for topic, partitions in response.topics
            for partition, error in partitions
        ]


    @classmethod
[docs]    def encode_offset_fetch_request(cls, group, payloads, from_kafka=False):
        """
        Encode an OffsetFetchRequest struct. The request is encoded using
        version 0 if from_kafka is false, indicating a request for Zookeeper
        offsets. It is encoded using version 1 otherwise, indicating a request
        for Kafka offsets.

        Arguments:
            group: string, the consumer group you are fetching offsets for
            payloads: list of OffsetFetchRequestPayload
            from_kafka: bool, default False, set True for Kafka-committed offsets
        """
        version = 1 if from_kafka else 0
        return kafka.protocol.commit.OffsetFetchRequest[version](
            consumer_group=group,
            topics=[(
                topic,
                list(topic_payloads.keys()))
            for topic, topic_payloads in six.iteritems(group_by_topic_and_partition(payloads))])


    @classmethod
[docs]    def decode_offset_fetch_response(cls, response):
        """
        Decode OffsetFetchResponse to OffsetFetchResponsePayloads

        Arguments:
            response: OffsetFetchResponse
        """
        return [
            kafka.structs.OffsetFetchResponsePayload(
                topic, partition, offset, metadata, error
            )
            for topic, partitions in response.topics
            for partition, offset, metadata, error in partitions
        ]




[docs]def create_message(payload, key=None):
    """
    Construct a Message

    Arguments:
        payload: bytes, the payload to send to Kafka
        key: bytes, a key used for partition routing (optional)

    """
    return kafka.structs.Message(0, 0, key, payload)



[docs]def create_gzip_message(payloads, key=None, compresslevel=None):
    """
    Construct a Gzipped Message containing multiple Messages

    The given payloads will be encoded, compressed, and sent as a single atomic
    message to Kafka.

    Arguments:
        payloads: list(bytes), a list of payload to send be sent to Kafka
        key: bytes, a key used for partition routing (optional)

    """
    message_set = KafkaProtocol._encode_message_set(
        [create_message(payload, pl_key) for payload, pl_key in payloads])

    gzipped = gzip_encode(message_set, compresslevel=compresslevel)
    codec = ATTRIBUTE_CODEC_MASK & CODEC_GZIP

    return kafka.structs.Message(0, 0x00 | codec, key, gzipped)



[docs]def create_snappy_message(payloads, key=None):
    """
    Construct a Snappy Message containing multiple Messages

    The given payloads will be encoded, compressed, and sent as a single atomic
    message to Kafka.

    Arguments:
        payloads: list(bytes), a list of payload to send be sent to Kafka
        key: bytes, a key used for partition routing (optional)

    """
    message_set = KafkaProtocol._encode_message_set(
        [create_message(payload, pl_key) for payload, pl_key in payloads])

    snapped = snappy_encode(message_set)
    codec = ATTRIBUTE_CODEC_MASK & CODEC_SNAPPY

    return kafka.structs.Message(0, 0x00 | codec, key, snapped)



[docs]def create_message_set(messages, codec=CODEC_NONE, key=None, compresslevel=None):
    """Create a message set using the given codec.

    If codec is CODEC_NONE, return a list of raw Kafka messages. Otherwise,
    return a list containing a single codec-encoded message.
    """
    if codec == CODEC_NONE:
        return [create_message(m, k) for m, k in messages]
    elif codec == CODEC_GZIP:
        return [create_gzip_message(messages, key, compresslevel)]
    elif codec == CODEC_SNAPPY:
        return [create_snappy_message(messages, key)]
    else:
        raise UnsupportedCodecError("Codec 0x%02x unsupported" % codec)
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  Source code for kafka.protocol.offset

from __future__ import absolute_import

from .struct import Struct
from .types import Array, Int16, Int32, Int64, Schema, String


[docs]class OffsetResetStrategy(object):
    LATEST = -1
    EARLIEST = -2
    NONE = 0



[docs]class OffsetResponse_v0(Struct):
    API_KEY = 2
    API_VERSION = 0
    SCHEMA = Schema(
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('error_code', Int16),
                ('offsets', Array(Int64))))))
    )



[docs]class OffsetRequest_v0(Struct):
    API_KEY = 2
    API_VERSION = 0
    RESPONSE_TYPE = OffsetResponse_v0
    SCHEMA = Schema(
        ('replica_id', Int32),
        ('topics', Array(
            ('topic', String('utf-8')),
            ('partitions', Array(
                ('partition', Int32),
                ('time', Int64),
                ('max_offsets', Int32)))))
    )
    DEFAULTS = {
        'replica_id': -1
    }



OffsetRequest = [OffsetRequest_v0]
OffsetResponse = [OffsetResponse_v0]
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  Source code for abc

# Copyright 2007 Google, Inc. All Rights Reserved.
# Licensed to PSF under a Contributor Agreement.

"""Abstract Base Classes (ABCs) according to PEP 3119."""

import types

from _weakrefset import WeakSet

# Instance of old-style class
class _C: pass
_InstanceType = type(_C())


def abstractmethod(funcobj):
    """A decorator indicating abstract methods.

    Requires that the metaclass is ABCMeta or derived from it.  A
    class that has a metaclass derived from ABCMeta cannot be
    instantiated unless all of its abstract methods are overridden.
    The abstract methods can be called using any of the normal
    'super' call mechanisms.

    Usage:

        class C:
            __metaclass__ = ABCMeta
            @abstractmethod
            def my_abstract_method(self, ...):
                ...
    """
    funcobj.__isabstractmethod__ = True
    return funcobj


class abstractproperty(property):
    """A decorator indicating abstract properties.

    Requires that the metaclass is ABCMeta or derived from it.  A
    class that has a metaclass derived from ABCMeta cannot be
    instantiated unless all of its abstract properties are overridden.
    The abstract properties can be called using any of the normal
    'super' call mechanisms.

    Usage:

        class C:
            __metaclass__ = ABCMeta
            @abstractproperty
            def my_abstract_property(self):
                ...

    This defines a read-only property; you can also define a read-write
    abstract property using the 'long' form of property declaration:

        class C:
            __metaclass__ = ABCMeta
            def getx(self): ...
            def setx(self, value): ...
            x = abstractproperty(getx, setx)
    """
    __isabstractmethod__ = True


class ABCMeta(type):

    """Metaclass for defining Abstract Base Classes (ABCs).

    Use this metaclass to create an ABC.  An ABC can be subclassed
    directly, and then acts as a mix-in class.  You can also register
    unrelated concrete classes (even built-in classes) and unrelated
    ABCs as 'virtual subclasses' -- these and their descendants will
    be considered subclasses of the registering ABC by the built-in
    issubclass() function, but the registering ABC won't show up in
    their MRO (Method Resolution Order) nor will method
    implementations defined by the registering ABC be callable (not
    even via super()).

    """

    # A global counter that is incremented each time a class is
    # registered as a virtual subclass of anything.  It forces the
    # negative cache to be cleared before its next use.
    _abc_invalidation_counter = 0

    def __new__(mcls, name, bases, namespace):
        cls = super(ABCMeta, mcls).__new__(mcls, name, bases, namespace)
        # Compute set of abstract method names
        abstracts = set(name
                     for name, value in namespace.items()
                     if getattr(value, "__isabstractmethod__", False))
        for base in bases:
            for name in getattr(base, "__abstractmethods__", set()):
                value = getattr(cls, name, None)
                if getattr(value, "__isabstractmethod__", False):
                    abstracts.add(name)
        cls.__abstractmethods__ = frozenset(abstracts)
        # Set up inheritance registry
        cls._abc_registry = WeakSet()
        cls._abc_cache = WeakSet()
        cls._abc_negative_cache = WeakSet()
        cls._abc_negative_cache_version = ABCMeta._abc_invalidation_counter
        return cls

    def register(cls, subclass):
        """Register a virtual subclass of an ABC."""
        if not isinstance(subclass, (type, types.ClassType)):
            raise TypeError("Can only register classes")
        if issubclass(subclass, cls):
            return  # Already a subclass
        # Subtle: test for cycles *after* testing for "already a subclass";
        # this means we allow X.register(X) and interpret it as a no-op.
        if issubclass(cls, subclass):
            # This would create a cycle, which is bad for the algorithm below
            raise RuntimeError("Refusing to create an inheritance cycle")
        cls._abc_registry.add(subclass)
        ABCMeta._abc_invalidation_counter += 1  # Invalidate negative cache

    def _dump_registry(cls, file=None):
        """Debug helper to print the ABC registry."""
        print >> file, "Class: %s.%s" % (cls.__module__, cls.__name__)
        print >> file, "Inv.counter: %s" % ABCMeta._abc_invalidation_counter
        for name in sorted(cls.__dict__.keys()):
            if name.startswith("_abc_"):
                value = getattr(cls, name)
                print >> file, "%s: %r" % (name, value)

    def __instancecheck__(cls, instance):
        """Override for isinstance(instance, cls)."""
        # Inline the cache checking when it's simple.
        subclass = getattr(instance, '__class__', None)
        if subclass is not None and subclass in cls._abc_cache:
            return True
        subtype = type(instance)
        # Old-style instances
        if subtype is _InstanceType:
            subtype = subclass
        if subtype is subclass or subclass is None:
            if (cls._abc_negative_cache_version ==
                ABCMeta._abc_invalidation_counter and
                subtype in cls._abc_negative_cache):
                return False
            # Fall back to the subclass check.
            return cls.__subclasscheck__(subtype)
        return (cls.__subclasscheck__(subclass) or
                cls.__subclasscheck__(subtype))

    def __subclasscheck__(cls, subclass):
        """Override for issubclass(subclass, cls)."""
        # Check cache
        if subclass in cls._abc_cache:
            return True
        # Check negative cache; may have to invalidate
        if cls._abc_negative_cache_version < ABCMeta._abc_invalidation_counter:
            # Invalidate the negative cache
            cls._abc_negative_cache = WeakSet()
            cls._abc_negative_cache_version = ABCMeta._abc_invalidation_counter
        elif subclass in cls._abc_negative_cache:
            return False
        # Check the subclass hook
        ok = cls.__subclasshook__(subclass)
        if ok is not NotImplemented:
            assert isinstance(ok, bool)
            if ok:
                cls._abc_cache.add(subclass)
            else:
                cls._abc_negative_cache.add(subclass)
            return ok
        # Check if it's a direct subclass
        if cls in getattr(subclass, '__mro__', ()):
            cls._abc_cache.add(subclass)
            return True
        # Check if it's a subclass of a registered class (recursive)
        for rcls in cls._abc_registry:
            if issubclass(subclass, rcls):
                cls._abc_cache.add(subclass)
                return True
        # Check if it's a subclass of a subclass (recursive)
        for scls in cls.__subclasses__():
            if issubclass(subclass, scls):
                cls._abc_cache.add(subclass)
                return True
        # No dice; update negative cache
        cls._abc_negative_cache.add(subclass)
        return False
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  Source code for kafka.codec

from __future__ import absolute_import

import gzip
import io
import platform
import struct

from kafka.vendor import six
from kafka.vendor.six.moves import xrange # pylint: disable=import-error

_XERIAL_V1_HEADER = (-126, b'S', b'N', b'A', b'P', b'P', b'Y', 0, 1, 1)
_XERIAL_V1_FORMAT = 'bccccccBii'

try:
    import snappy
except ImportError:
    snappy = None

try:
    import lz4f
    import xxhash
except ImportError:
    lz4f = None

PYPY = bool(platform.python_implementation() == 'PyPy')

[docs]def has_gzip():
    return True



[docs]def has_snappy():
    return snappy is not None



[docs]def has_lz4():
    return lz4f is not None



[docs]def gzip_encode(payload, compresslevel=None):
    if not compresslevel:
        compresslevel = 9

    buf = io.BytesIO()

    # Gzip context manager introduced in python 2.7
    # so old-fashioned way until we decide to not support 2.6
    gzipper = gzip.GzipFile(fileobj=buf, mode="w", compresslevel=compresslevel)
    try:
        gzipper.write(payload)
    finally:
        gzipper.close()

    return buf.getvalue()



[docs]def gzip_decode(payload):
    buf = io.BytesIO(payload)

    # Gzip context manager introduced in python 2.7
    # so old-fashioned way until we decide to not support 2.6
    gzipper = gzip.GzipFile(fileobj=buf, mode='r')
    try:
        return gzipper.read()
    finally:
        gzipper.close()



[docs]def snappy_encode(payload, xerial_compatible=True, xerial_blocksize=32*1024):
    """Encodes the given data with snappy compression.

    If xerial_compatible is set then the stream is encoded in a fashion
    compatible with the xerial snappy library.

    The block size (xerial_blocksize) controls how frequent the blocking occurs
    32k is the default in the xerial library.

    The format winds up being:


        +-------------+------------+--------------+------------+--------------+
        |   Header    | Block1 len | Block1 data  | Blockn len | Blockn data  |
        +-------------+------------+--------------+------------+--------------+
        |  16 bytes   |  BE int32  | snappy bytes |  BE int32  | snappy bytes |
        +-------------+------------+--------------+------------+--------------+


    It is important to note that the blocksize is the amount of uncompressed
    data presented to snappy at each block, whereas the blocklen is the number
    of bytes that will be present in the stream; so the length will always be
    <= blocksize.

    """

    if not has_snappy():
        raise NotImplementedError("Snappy codec is not available")

    if not xerial_compatible:
        return snappy.compress(payload)

    out = io.BytesIO()
    for fmt, dat in zip(_XERIAL_V1_FORMAT, _XERIAL_V1_HEADER):
        out.write(struct.pack('!' + fmt, dat))

    # Chunk through buffers to avoid creating intermediate slice copies
    if PYPY:
        # on pypy, snappy.compress() on a sliced buffer consumes the entire
        # buffer... likely a python-snappy bug, so just use a slice copy
        chunker = lambda payload, i, size: payload[i:size+i]

    elif six.PY2:
        # Sliced buffer avoids additional copies
        # pylint: disable-msg=undefined-variable
        chunker = lambda payload, i, size: buffer(payload, i, size)
    else:
        # snappy.compress does not like raw memoryviews, so we have to convert
        # tobytes, which is a copy... oh well. it's the thought that counts.
        # pylint: disable-msg=undefined-variable
        chunker = lambda payload, i, size: memoryview(payload)[i:size+i].tobytes()

    for chunk in (chunker(payload, i, xerial_blocksize)
                  for i in xrange(0, len(payload), xerial_blocksize)):

        block = snappy.compress(chunk)
        block_size = len(block)
        out.write(struct.pack('!i', block_size))
        out.write(block)

    return out.getvalue()



def _detect_xerial_stream(payload):
    """Detects if the data given might have been encoded with the blocking mode
        of the xerial snappy library.

        This mode writes a magic header of the format:
            +--------+--------------+------------+---------+--------+
            | Marker | Magic String | Null / Pad | Version | Compat |
            +--------+--------------+------------+---------+--------+
            |  byte  |   c-string   |    byte    |  int32  | int32  |
            +--------+--------------+------------+---------+--------+
            |  -126  |   'SNAPPY'   |     \0     |         |        |
            +--------+--------------+------------+---------+--------+

        The pad appears to be to ensure that SNAPPY is a valid cstring
        The version is the version of this format as written by xerial,
        in the wild this is currently 1 as such we only support v1.

        Compat is there to claim the miniumum supported version that
        can read a xerial block stream, presently in the wild this is
        1.
    """

    if len(payload) > 16:
        header = struct.unpack('!' + _XERIAL_V1_FORMAT, bytes(payload)[:16])
        return header == _XERIAL_V1_HEADER
    return False


[docs]def snappy_decode(payload):
    if not has_snappy():
        raise NotImplementedError("Snappy codec is not available")

    if _detect_xerial_stream(payload):
        # TODO ? Should become a fileobj ?
        out = io.BytesIO()
        byt = payload[16:]
        length = len(byt)
        cursor = 0

        while cursor < length:
            block_size = struct.unpack_from('!i', byt[cursor:])[0]
            # Skip the block size
            cursor += 4
            end = cursor + block_size
            out.write(snappy.decompress(byt[cursor:end]))
            cursor = end

        out.seek(0)
        return out.read()
    else:
        return snappy.decompress(payload)



[docs]def lz4_encode(payload):
    """Encode payload using interoperable LZ4 framing. Requires Kafka >= 0.10"""
    # pylint: disable-msg=no-member
    return lz4f.compressFrame(payload)



[docs]def lz4_decode(payload):
    """Decode payload using interoperable LZ4 framing. Requires Kafka >= 0.10"""
    # pylint: disable-msg=no-member
    ctx = lz4f.createDecompContext()
    data = lz4f.decompressFrame(payload, ctx)

    # lz4f python module does not expose how much of the payload was
    # actually read if the decompression was only partial.
    if data['next'] != 0:
        raise RuntimeError('lz4f unable to decompress full payload')
    return data['decomp']



[docs]def lz4_encode_old_kafka(payload):
    """Encode payload for 0.8/0.9 brokers -- requires an incorrect header checksum."""
    data = lz4_encode(payload)
    header_size = 7
    if isinstance(data[4], int):
        flg = data[4]
    else:
        flg = ord(data[4])
    content_size_bit = ((flg >> 3) & 1)
    if content_size_bit:
        header_size += 8

    # This is the incorrect hc
    hc = xxhash.xxh32(data[0:header_size-1]).digest()[-2:-1]  # pylint: disable-msg=no-member

    return b''.join([
        data[0:header_size-1],
        hc,
        data[header_size:]
    ])



[docs]def lz4_decode_old_kafka(payload):
    # Kafka's LZ4 code has a bug in its header checksum implementation
    header_size = 7
    if isinstance(payload[4], int):
        flg = payload[4]
    else:
        flg = ord(payload[4])
    content_size_bit = ((flg >> 3) & 1)
    if content_size_bit:
        header_size += 8

    # This should be the correct hc
    hc = xxhash.xxh32(payload[4:header_size-1]).digest()[-2:-1]  # pylint: disable-msg=no-member

    munged_payload = b''.join([
        payload[0:header_size-1],
        hc,
        payload[header_size:]
    ])
    return lz4_decode(munged_payload)
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  Source code for kafka.client

from __future__ import absolute_import

import collections
import copy
import functools
import logging
import random
import time

from kafka.vendor import six

import kafka.errors
from kafka.errors import (UnknownError, ConnectionError, FailedPayloadsError,
                          KafkaTimeoutError, KafkaUnavailableError,
                          LeaderNotAvailableError, UnknownTopicOrPartitionError,
                          NotLeaderForPartitionError, ReplicaNotAvailableError)
from kafka.structs import TopicPartition, BrokerMetadata

from kafka.conn import (
    collect_hosts, BrokerConnection,
    ConnectionStates, get_ip_port_afi)
from kafka.protocol import KafkaProtocol

# New KafkaClient
# this is not exposed in top-level imports yet,
# due to conflicts with legacy SimpleConsumer / SimpleProducer usage
from kafka.client_async import KafkaClient


log = logging.getLogger(__name__)


# Legacy KafkaClient interface -- will be deprecated soon
[docs]class SimpleClient(object):

    CLIENT_ID = b'kafka-python'
    DEFAULT_SOCKET_TIMEOUT_SECONDS = 120

    # NOTE: The timeout given to the client should always be greater than the
    # one passed to SimpleConsumer.get_message(), otherwise you can get a
    # socket timeout.
    def __init__(self, hosts, client_id=CLIENT_ID,
                 timeout=DEFAULT_SOCKET_TIMEOUT_SECONDS,
                 correlation_id=0):
        # We need one connection to bootstrap
        self.client_id = client_id
        self.timeout = timeout
        self.hosts = collect_hosts(hosts)
        self.correlation_id = correlation_id

        self._conns = {}
        self.brokers = {}            # broker_id -> BrokerMetadata
        self.topics_to_brokers = {}  # TopicPartition -> BrokerMetadata
        self.topic_partitions = {}   # topic -> partition -> leader

        self.load_metadata_for_topics()  # bootstrap with all metadata

    ##################
    #   Private API  #
    ##################

    def _get_conn(self, host, port, afi):
        """Get or create a connection to a broker using host and port"""
        host_key = (host, port)
        if host_key not in self._conns:
            self._conns[host_key] = BrokerConnection(
                host, port, afi,
                request_timeout_ms=self.timeout * 1000,
                client_id=self.client_id
            )

        conn = self._conns[host_key]
        conn.connect()
        if conn.connected():
            return conn

        timeout = time.time() + self.timeout
        while time.time() < timeout and conn.connecting():
            if conn.connect() is ConnectionStates.CONNECTED:
                break
            else:
                time.sleep(0.05)
        else:
            conn.close()
            raise ConnectionError("%s:%s (%s)" % (host, port, afi))
        return conn

    def _get_leader_for_partition(self, topic, partition):
        """
        Returns the leader for a partition or None if the partition exists
        but has no leader.

        UnknownTopicOrPartitionError will be raised if the topic or partition
        is not part of the metadata.

        LeaderNotAvailableError is raised if server has metadata, but there is
        no current leader
        """

        key = TopicPartition(topic, partition)

        # Use cached metadata if it is there
        if self.topics_to_brokers.get(key) is not None:
            return self.topics_to_brokers[key]

        # Otherwise refresh metadata

        # If topic does not already exist, this will raise
        # UnknownTopicOrPartitionError if not auto-creating
        # LeaderNotAvailableError otherwise until partitions are created
        self.load_metadata_for_topics(topic)

        # If the partition doesn't actually exist, raise
        if partition not in self.topic_partitions.get(topic, []):
            raise UnknownTopicOrPartitionError(key)

        # If there's no leader for the partition, raise
        leader = self.topic_partitions[topic][partition]
        if leader == -1:
            raise LeaderNotAvailableError((topic, partition))

        # Otherwise return the BrokerMetadata
        return self.brokers[leader]

    def _get_coordinator_for_group(self, group):
        """
        Returns the coordinator broker for a consumer group.

        GroupCoordinatorNotAvailableError will be raised if the coordinator
        does not currently exist for the group.

        GroupLoadInProgressError is raised if the coordinator is available
        but is still loading offsets from the internal topic
        """

        resp = self.send_consumer_metadata_request(group)

        # If there's a problem with finding the coordinator, raise the
        # provided error
        kafka.errors.check_error(resp)

        # Otherwise return the BrokerMetadata
        return BrokerMetadata(resp.nodeId, resp.host, resp.port, None)

    def _next_id(self):
        """Generate a new correlation id"""
        # modulo to keep w/i int32
        self.correlation_id = (self.correlation_id + 1) % 2**31
        return self.correlation_id

    def _send_broker_unaware_request(self, payloads, encoder_fn, decoder_fn):
        """
        Attempt to send a broker-agnostic request to one of the available
        brokers. Keep trying until you succeed.
        """
        hosts = set()
        for broker in self.brokers.values():
            host, port, afi = get_ip_port_afi(broker.host)
            hosts.add((host, broker.port, afi))

        hosts.update(self.hosts)
        hosts = list(hosts)
        random.shuffle(hosts)

        for (host, port, afi) in hosts:
            try:
                conn = self._get_conn(host, port, afi)
            except ConnectionError:
                log.warning("Skipping unconnected connection: %s:%s (AFI %s)",
                            host, port, afi)
                continue
            request = encoder_fn(payloads=payloads)
            future = conn.send(request)

            # Block
            while not future.is_done:
                conn.recv()

            if future.failed():
                log.error("Request failed: %s", future.exception)
                continue

            return decoder_fn(future.value)

        raise KafkaUnavailableError('All servers failed to process request: %s' % hosts)

    def _payloads_by_broker(self, payloads):
        payloads_by_broker = collections.defaultdict(list)
        for payload in payloads:
            try:
                leader = self._get_leader_for_partition(payload.topic, payload.partition)
            except (KafkaUnavailableError, LeaderNotAvailableError,
                    UnknownTopicOrPartitionError):
                leader = None
            payloads_by_broker[leader].append(payload)
        return dict(payloads_by_broker)

    def _send_broker_aware_request(self, payloads, encoder_fn, decoder_fn):
        """
        Group a list of request payloads by topic+partition and send them to
        the leader broker for that partition using the supplied encode/decode
        functions

        Arguments:

        payloads: list of object-like entities with a topic (str) and
            partition (int) attribute; payloads with duplicate topic-partitions
            are not supported.

        encode_fn: a method to encode the list of payloads to a request body,
            must accept client_id, correlation_id, and payloads as
            keyword arguments

        decode_fn: a method to decode a response body into response objects.
            The response objects must be object-like and have topic
            and partition attributes

        Returns:

        List of response objects in the same order as the supplied payloads
        """
        # encoders / decoders do not maintain ordering currently
        # so we need to keep this so we can rebuild order before returning
        original_ordering = [(p.topic, p.partition) for p in payloads]

        # Connection errors generally mean stale metadata
        # although sometimes it means incorrect api request
        # Unfortunately there is no good way to tell the difference
        # so we'll just reset metadata on all errors to be safe
        refresh_metadata = False

        # For each broker, send the list of request payloads
        # and collect the responses and errors
        payloads_by_broker = self._payloads_by_broker(payloads)
        responses = {}

        def failed_payloads(payloads):
            for payload in payloads:
                topic_partition = (str(payload.topic), payload.partition)
                responses[(topic_partition)] = FailedPayloadsError(payload)

        # For each BrokerConnection keep the real socket so that we can use
        # a select to perform unblocking I/O
        connections_by_future = {}
        for broker, broker_payloads in six.iteritems(payloads_by_broker):
            if broker is None:
                failed_payloads(broker_payloads)
                continue


            host, port, afi = get_ip_port_afi(broker.host)
            try:
                conn = self._get_conn(host, broker.port, afi)
            except ConnectionError:
                refresh_metadata = True
                failed_payloads(broker_payloads)
                continue

            request = encoder_fn(payloads=broker_payloads)
            # decoder_fn=None signal that the server is expected to not
            # send a response.  This probably only applies to
            # ProduceRequest w/ acks = 0
            expect_response = (decoder_fn is not None)
            future = conn.send(request, expect_response=expect_response)

            if future.failed():
                refresh_metadata = True
                failed_payloads(broker_payloads)
                continue

            if not expect_response:
                for payload in broker_payloads:
                    topic_partition = (str(payload.topic), payload.partition)
                    responses[topic_partition] = None
                continue

            connections_by_future[future] = (conn, broker)

        conn = None
        while connections_by_future:
            futures = list(connections_by_future.keys())
            for future in futures:

                if not future.is_done:
                    conn, _ = connections_by_future[future]
                    conn.recv()
                    continue

                _, broker = connections_by_future.pop(future)
                if future.failed():
                    refresh_metadata = True
                    failed_payloads(payloads_by_broker[broker])

                else:
                    for payload_response in decoder_fn(future.value):
                        topic_partition = (str(payload_response.topic),
                                           payload_response.partition)
                        responses[topic_partition] = payload_response

        if refresh_metadata:
            self.reset_all_metadata()

        # Return responses in the same order as provided
        return [responses[tp] for tp in original_ordering]

    def _send_consumer_aware_request(self, group, payloads, encoder_fn, decoder_fn):
        """
        Send a list of requests to the consumer coordinator for the group
        specified using the supplied encode/decode functions. As the payloads
        that use consumer-aware requests do not contain the group (e.g.
        OffsetFetchRequest), all payloads must be for a single group.

        Arguments:

        group: the name of the consumer group (str) the payloads are for
        payloads: list of object-like entities with topic (str) and
            partition (int) attributes; payloads with duplicate
            topic+partition are not supported.

        encode_fn: a method to encode the list of payloads to a request body,
            must accept client_id, correlation_id, and payloads as
            keyword arguments

        decode_fn: a method to decode a response body into response objects.
            The response objects must be object-like and have topic
            and partition attributes

        Returns:

        List of response objects in the same order as the supplied payloads
        """
        # encoders / decoders do not maintain ordering currently
        # so we need to keep this so we can rebuild order before returning
        original_ordering = [(p.topic, p.partition) for p in payloads]

        broker = self._get_coordinator_for_group(group)

        # Send the list of request payloads and collect the responses and
        # errors
        responses = {}
        requestId = self._next_id()
        log.debug('Request %s to %s: %s', requestId, broker, payloads)
        request = encoder_fn(client_id=self.client_id,
                             correlation_id=requestId, payloads=payloads)

        # Send the request, recv the response
        try:
            host, port, afi = get_ip_port_afi(broker.host)
            conn = self._get_conn(host, broker.port, afi)
            conn.send(requestId, request)

        except ConnectionError as e:
            log.warning('ConnectionError attempting to send request %s '
                        'to server %s: %s', requestId, broker, e)

            for payload in payloads:
                topic_partition = (payload.topic, payload.partition)
                responses[topic_partition] = FailedPayloadsError(payload)

        # No exception, try to get response
        else:

            # decoder_fn=None signal that the server is expected to not
            # send a response.  This probably only applies to
            # ProduceRequest w/ acks = 0
            if decoder_fn is None:
                log.debug('Request %s does not expect a response '
                          '(skipping conn.recv)', requestId)
                for payload in payloads:
                    topic_partition = (payload.topic, payload.partition)
                    responses[topic_partition] = None
                return []

            try:
                response = conn.recv(requestId)
            except ConnectionError as e:
                log.warning('ConnectionError attempting to receive a '
                            'response to request %s from server %s: %s',
                            requestId, broker, e)

                for payload in payloads:
                    topic_partition = (payload.topic, payload.partition)
                    responses[topic_partition] = FailedPayloadsError(payload)

            else:
                _resps = []
                for payload_response in decoder_fn(response):
                    topic_partition = (payload_response.topic,
                                       payload_response.partition)
                    responses[topic_partition] = payload_response
                    _resps.append(payload_response)
                log.debug('Response %s: %s', requestId, _resps)

        # Return responses in the same order as provided
        return [responses[tp] for tp in original_ordering]

    def __repr__(self):
        return '<KafkaClient client_id=%s>' % (self.client_id)

    def _raise_on_response_error(self, resp):

        # Response can be an unraised exception object (FailedPayloadsError)
        if isinstance(resp, Exception):
            raise resp

        # Or a server api error response
        try:
            kafka.errors.check_error(resp)
        except (UnknownTopicOrPartitionError, NotLeaderForPartitionError):
            self.reset_topic_metadata(resp.topic)
            raise

        # Return False if no error to enable list comprehensions
        return False

    #################
    #   Public API  #
    #################
[docs]    def close(self):
        for conn in self._conns.values():
            conn.close()


[docs]    def copy(self):
        """
        Create an inactive copy of the client object, suitable for passing
        to a separate thread.

        Note that the copied connections are not initialized, so reinit() must
        be called on the returned copy.
        """
        _conns = self._conns
        self._conns = {}
        c = copy.deepcopy(self)
        self._conns = _conns
        return c


[docs]    def reinit(self):
        timeout = time.time() + self.timeout
        conns = set(self._conns.values())
        for conn in conns:
            conn.close()
            conn.connect()

        while time.time() < timeout:
            for conn in list(conns):
                conn.connect()
                if conn.connected():
                    conns.remove(conn)
            if not conns:
                break


[docs]    def reset_topic_metadata(self, *topics):
        for topic in topics:
            for topic_partition in list(self.topics_to_brokers.keys()):
                if topic_partition.topic == topic:
                    del self.topics_to_brokers[topic_partition]
            if topic in self.topic_partitions:
                del self.topic_partitions[topic]


[docs]    def reset_all_metadata(self):
        self.topics_to_brokers.clear()
        self.topic_partitions.clear()


[docs]    def has_metadata_for_topic(self, topic):
        return (
          topic in self.topic_partitions
          and len(self.topic_partitions[topic]) > 0
        )


[docs]    def get_partition_ids_for_topic(self, topic):
        if topic not in self.topic_partitions:
            return []

        return sorted(list(self.topic_partitions[topic]))


    @property
    def topics(self):
        return list(self.topic_partitions.keys())

[docs]    def ensure_topic_exists(self, topic, timeout = 30):
        start_time = time.time()

        while not self.has_metadata_for_topic(topic):
            if time.time() > start_time + timeout:
                raise KafkaTimeoutError('Unable to create topic {0}'.format(topic))
            self.load_metadata_for_topics(topic, ignore_leadernotavailable=True)
            time.sleep(.5)


[docs]    def load_metadata_for_topics(self, *topics, **kwargs):
        """Fetch broker and topic-partition metadata from the server.

        Updates internal data: broker list, topic/partition list, and
        topic/parition -> broker map. This method should be called after
        receiving any error.

        Note: Exceptions *will not* be raised in a full refresh (i.e. no topic
        list). In this case, error codes will be logged as errors.
        Partition-level errors will also not be raised here (a single partition
        w/o a leader, for example).

        Arguments:
            *topics (optional): If a list of topics is provided,
                the metadata refresh will be limited to the specified topics
                only.
            ignore_leadernotavailable (bool): suppress LeaderNotAvailableError
                so that metadata is loaded correctly during auto-create.
                Default: False.

        Raises:
            UnknownTopicOrPartitionError: Raised for topics that do not exist,
                unless the broker is configured to auto-create topics.
            LeaderNotAvailableError: Raised for topics that do not exist yet,
                when the broker is configured to auto-create topics. Retry
                after a short backoff (topics/partitions are initializing).
        """
        if 'ignore_leadernotavailable' in kwargs:
            ignore_leadernotavailable = kwargs['ignore_leadernotavailable']
        else:
            ignore_leadernotavailable = False

        if topics:
            self.reset_topic_metadata(*topics)
        else:
            self.reset_all_metadata()

        resp = self.send_metadata_request(topics)

        log.debug('Updating broker metadata: %s', resp.brokers)
        log.debug('Updating topic metadata: %s', [topic for _, topic, _ in resp.topics])

        self.brokers = dict([(nodeId, BrokerMetadata(nodeId, host, port, None))
                             for nodeId, host, port in resp.brokers])

        for error, topic, partitions in resp.topics:
            # Errors expected for new topics
            if error:
                error_type = kafka.errors.kafka_errors.get(error, UnknownError)
                if error_type in (UnknownTopicOrPartitionError, LeaderNotAvailableError):
                    log.error('Error loading topic metadata for %s: %s (%s)',
                              topic, error_type, error)
                    if topic not in topics:
                        continue
                    elif (error_type is LeaderNotAvailableError and
                          ignore_leadernotavailable):
                        continue
                raise error_type(topic)

            self.topic_partitions[topic] = {}
            for error, partition, leader, _, _ in partitions:

                self.topic_partitions[topic][partition] = leader

                # Populate topics_to_brokers dict
                topic_part = TopicPartition(topic, partition)

                # Check for partition errors
                if error:
                    error_type = kafka.errors.kafka_errors.get(error, UnknownError)

                    # If No Leader, topics_to_brokers topic_partition -> None
                    if error_type is LeaderNotAvailableError:
                        log.error('No leader for topic %s partition %d', topic, partition)
                        self.topics_to_brokers[topic_part] = None
                        continue

                    # If one of the replicas is unavailable -- ignore
                    # this error code is provided for admin purposes only
                    # we never talk to replicas, only the leader
                    elif error_type is ReplicaNotAvailableError:
                        log.debug('Some (non-leader) replicas not available for topic %s partition %d', topic, partition)

                    else:
                        raise error_type(topic_part)

                # If Known Broker, topic_partition -> BrokerMetadata
                if leader in self.brokers:
                    self.topics_to_brokers[topic_part] = self.brokers[leader]

                # If Unknown Broker, fake BrokerMetadata so we don't lose the id
                # (not sure how this could happen. server could be in bad state)
                else:
                    self.topics_to_brokers[topic_part] = BrokerMetadata(
                        leader, None, None, None
                    )


[docs]    def send_metadata_request(self, payloads=[], fail_on_error=True,
                              callback=None):
        encoder = KafkaProtocol.encode_metadata_request
        decoder = KafkaProtocol.decode_metadata_response

        return self._send_broker_unaware_request(payloads, encoder, decoder)


[docs]    def send_consumer_metadata_request(self, payloads=[], fail_on_error=True,
                                       callback=None):
        encoder = KafkaProtocol.encode_consumer_metadata_request
        decoder = KafkaProtocol.decode_consumer_metadata_response

        return self._send_broker_unaware_request(payloads, encoder, decoder)


[docs]    def send_produce_request(self, payloads=[], acks=1, timeout=1000,
                             fail_on_error=True, callback=None):
        """
        Encode and send some ProduceRequests

        ProduceRequests will be grouped by (topic, partition) and then
        sent to a specific broker. Output is a list of responses in the
        same order as the list of payloads specified

        Arguments:
            payloads (list of ProduceRequest): produce requests to send to kafka
                ProduceRequest payloads must not contain duplicates for any
                topic-partition.
            acks (int, optional): how many acks the servers should receive from replica
                brokers before responding to the request. If it is 0, the server
                will not send any response. If it is 1, the server will wait
                until the data is written to the local log before sending a
                response.  If it is -1, the server will wait until the message
                is committed by all in-sync replicas before sending a response.
                For any value > 1, the server will wait for this number of acks to
                occur (but the server will never wait for more acknowledgements than
                there are in-sync replicas). defaults to 1.
            timeout (int, optional): maximum time in milliseconds the server can
                await the receipt of the number of acks, defaults to 1000.
            fail_on_error (bool, optional): raise exceptions on connection and
                server response errors, defaults to True.
            callback (function, optional): instead of returning the ProduceResponse,
                first pass it through this function, defaults to None.

        Returns:
            list of ProduceResponses, or callback results if supplied, in the
            order of input payloads
        """

        encoder = functools.partial(
            KafkaProtocol.encode_produce_request,
            acks=acks,
            timeout=timeout)

        if acks == 0:
            decoder = None
        else:
            decoder = KafkaProtocol.decode_produce_response

        resps = self._send_broker_aware_request(payloads, encoder, decoder)

        return [resp if not callback else callback(resp) for resp in resps
                if resp is not None and
                (not fail_on_error or not self._raise_on_response_error(resp))]


[docs]    def send_fetch_request(self, payloads=[], fail_on_error=True,
                           callback=None, max_wait_time=100, min_bytes=4096):
        """
        Encode and send a FetchRequest

        Payloads are grouped by topic and partition so they can be pipelined
        to the same brokers.
        """

        encoder = functools.partial(KafkaProtocol.encode_fetch_request,
                          max_wait_time=max_wait_time,
                          min_bytes=min_bytes)

        resps = self._send_broker_aware_request(
            payloads, encoder,
            KafkaProtocol.decode_fetch_response)

        return [resp if not callback else callback(resp) for resp in resps
                if not fail_on_error or not self._raise_on_response_error(resp)]


[docs]    def send_offset_request(self, payloads=[], fail_on_error=True,
                            callback=None):
        resps = self._send_broker_aware_request(
            payloads,
            KafkaProtocol.encode_offset_request,
            KafkaProtocol.decode_offset_response)

        return [resp if not callback else callback(resp) for resp in resps
                if not fail_on_error or not self._raise_on_response_error(resp)]


[docs]    def send_offset_commit_request(self, group, payloads=[],
                                   fail_on_error=True, callback=None):
        encoder = functools.partial(KafkaProtocol.encode_offset_commit_request,
                          group=group)
        decoder = KafkaProtocol.decode_offset_commit_response
        resps = self._send_broker_aware_request(payloads, encoder, decoder)

        return [resp if not callback else callback(resp) for resp in resps
                if not fail_on_error or not self._raise_on_response_error(resp)]


[docs]    def send_offset_fetch_request(self, group, payloads=[],
                                  fail_on_error=True, callback=None):

        encoder = functools.partial(KafkaProtocol.encode_offset_fetch_request,
                          group=group)
        decoder = KafkaProtocol.decode_offset_fetch_response
        resps = self._send_broker_aware_request(payloads, encoder, decoder)

        return [resp if not callback else callback(resp) for resp in resps
                if not fail_on_error or not self._raise_on_response_error(resp)]


[docs]    def send_offset_fetch_request_kafka(self, group, payloads=[],
                                  fail_on_error=True, callback=None):

        encoder = functools.partial(KafkaProtocol.encode_offset_fetch_request,
                          group=group, from_kafka=True)
        decoder = KafkaProtocol.decode_offset_fetch_response
        resps = self._send_consumer_aware_request(group, payloads, encoder, decoder)

        return [resp if not callback else callback(resp) for resp in resps
                if not fail_on_error or not self._raise_on_response_error(resp)]
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  Source code for kafka.conn

from __future__ import absolute_import

import collections
import copy
import errno
import logging
import io
from random import shuffle
import socket
import ssl
import time

from kafka.vendor import six

import kafka.errors as Errors
from kafka.future import Future
from kafka.metrics.stats import Avg, Count, Max, Rate
from kafka.protocol.api import RequestHeader
from kafka.protocol.admin import SaslHandShakeRequest
from kafka.protocol.commit import GroupCoordinatorResponse
from kafka.protocol.types import Int32
from kafka.version import __version__


if six.PY2:
    ConnectionError = socket.error
    BlockingIOError = Exception

log = logging.getLogger(__name__)

DEFAULT_KAFKA_PORT = 9092

# support older ssl libraries
try:
    ssl.SSLWantReadError
    ssl.SSLWantWriteError
    ssl.SSLZeroReturnError
except:
    log.warning('old ssl module detected.'
                ' ssl error handling may not operate cleanly.'
                ' Consider upgrading to python 3.5 or 2.7')
    ssl.SSLWantReadError = ssl.SSLError
    ssl.SSLWantWriteError = ssl.SSLError
    ssl.SSLZeroReturnError = ssl.SSLError


[docs]class ConnectionStates(object):
    DISCONNECTING = '<disconnecting>'
    DISCONNECTED = '<disconnected>'
    CONNECTING = '<connecting>'
    HANDSHAKE = '<handshake>'
    CONNECTED = '<connected>'
    AUTHENTICATING = '<authenticating>'


InFlightRequest = collections.namedtuple('InFlightRequest',
    ['request', 'response_type', 'correlation_id', 'future', 'timestamp'])


[docs]class BrokerConnection(object):
    DEFAULT_CONFIG = {
        'client_id': 'kafka-python-' + __version__,
        'node_id': 0,
        'request_timeout_ms': 40000,
        'reconnect_backoff_ms': 50,
        'max_in_flight_requests_per_connection': 5,
        'receive_buffer_bytes': None,
        'send_buffer_bytes': None,
        'socket_options': [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)],
        'security_protocol': 'PLAINTEXT',
        'ssl_context': None,
        'ssl_check_hostname': True,
        'ssl_cafile': None,
        'ssl_certfile': None,
        'ssl_keyfile': None,
        'ssl_crlfile': None,
        'ssl_password': None,
        'api_version': (0, 8, 2),  # default to most restrictive
        'state_change_callback': lambda conn: True,
        'metrics': None,
        'metric_group_prefix': '',
        'sasl_mechanism': 'PLAIN',
        'sasl_plain_username': None,
        'sasl_plain_password': None
    }
    SASL_MECHANISMS = ('PLAIN',)

    def __init__(self, host, port, afi, **configs):
        """Initialize a kafka broker connection

        Keyword Arguments:
            client_id (str): a name for this client. This string is passed in
                each request to servers and can be used to identify specific
                server-side log entries that correspond to this client. Also
                submitted to GroupCoordinator for logging with respect to
                consumer group administration. Default: 'kafka-python-{version}'
            reconnect_backoff_ms (int): The amount of time in milliseconds to
                wait before attempting to reconnect to a given host.
                Default: 50.
            request_timeout_ms (int): Client request timeout in milliseconds.
                Default: 40000.
            max_in_flight_requests_per_connection (int): Requests are pipelined
                to kafka brokers up to this number of maximum requests per
                broker connection. Default: 5.
            receive_buffer_bytes (int): The size of the TCP receive buffer
                (SO_RCVBUF) to use when reading data. Default: None (relies on
                system defaults). Java client defaults to 32768.
            send_buffer_bytes (int): The size of the TCP send buffer
                (SO_SNDBUF) to use when sending data. Default: None (relies on
                system defaults). Java client defaults to 131072.
            socket_options (list): List of tuple-arguments to socket.setsockopt
                to apply to broker connection sockets. Default:
                [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]
            security_protocol (str): Protocol used to communicate with brokers.
                Valid values are: PLAINTEXT, SSL. Default: PLAINTEXT.
            ssl_context (ssl.SSLContext): pre-configured SSLContext for wrapping
                socket connections. If provided, all other ssl_* configurations
                will be ignored. Default: None.
            ssl_check_hostname (bool): flag to configure whether ssl handshake
                should verify that the certificate matches the brokers hostname.
                default: True.
            ssl_cafile (str): optional filename of ca file to use in certificate
                veriication. default: None.
            ssl_certfile (str): optional filename of file in pem format containing
                the client certificate, as well as any ca certificates needed to
                establish the certificate's authenticity. default: None.
            ssl_keyfile (str): optional filename containing the client private key.
                default: None.
            ssl_password (callable, str, bytes, bytearray): optional password or
                callable function that returns a password, for decrypting the
                client private key. Default: None.
            ssl_crlfile (str): optional filename containing the CRL to check for
                certificate expiration. By default, no CRL check is done. When
                providing a file, only the leaf certificate will be checked against
                this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
                default: None.
            api_version (tuple): specify which kafka API version to use. Accepted
                values are: (0, 8, 0), (0, 8, 1), (0, 8, 2), (0, 9), (0, 10)
                If None, KafkaClient will attempt to infer the broker
                version by probing various APIs. Default: None
            api_version_auto_timeout_ms (int): number of milliseconds to throw a
                timeout exception from the constructor when checking the broker
                api version. Only applies if api_version is None
            state_change_callback (callable): function to be called when the
                connection state changes from CONNECTING to CONNECTED etc.
            metrics (kafka.metrics.Metrics): Optionally provide a metrics
                instance for capturing network IO stats. Default: None.
            metric_group_prefix (str): Prefix for metric names. Default: ''
            sasl_mechanism (str): string picking sasl mechanism when security_protocol
                is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
                Default: None
            sasl_plain_username (str): username for sasl PLAIN authentication.
                Default: None
            sasl_plain_password (str): password for sasl PLAIN authentication.
                Default: None
        """
        self.host = host
        self.hostname = host
        self.port = port
        self.afi = afi
        self._init_host = host
        self._init_port = port
        self._init_afi = afi
        self.in_flight_requests = collections.deque()

        self.config = copy.copy(self.DEFAULT_CONFIG)
        for key in self.config:
            if key in configs:
                self.config[key] = configs[key]

        if self.config['receive_buffer_bytes'] is not None:
            self.config['socket_options'].append(
                (socket.SOL_SOCKET, socket.SO_RCVBUF,
                 self.config['receive_buffer_bytes']))
        if self.config['send_buffer_bytes'] is not None:
            self.config['socket_options'].append(
                 (socket.SOL_SOCKET, socket.SO_SNDBUF,
                 self.config['send_buffer_bytes']))

        if self.config['security_protocol'] in ('SASL_PLAINTEXT', 'SASL_SSL'):
            assert self.config['sasl_mechanism'] in self.SASL_MECHANISMS, (
                'sasl_mechanism must be in ' + ', '.join(self.SASL_MECHANISMS))
            if self.config['sasl_mechanism'] == 'PLAIN':
                assert self.config['sasl_plain_username'] is not None, 'sasl_plain_username required for PLAIN sasl'
                assert self.config['sasl_plain_password'] is not None, 'sasl_plain_password required for PLAIN sasl'

        self.state = ConnectionStates.DISCONNECTED
        self._sock = None
        self._ssl_context = None
        if self.config['ssl_context'] is not None:
            self._ssl_context = self.config['ssl_context']
        self._sasl_auth_future = None
        self._rbuffer = io.BytesIO()
        self._receiving = False
        self._next_payload_bytes = 0
        self.last_attempt = 0
        self.last_failure = 0
        self._processing = False
        self._correlation_id = 0
        self._gai = None
        self._gai_index = 0
        self._sensors = None
        if self.config['metrics']:
            self._sensors = BrokerConnectionMetrics(self.config['metrics'],
                                                    self.config['metric_group_prefix'],
                                                    self.config['node_id'])

[docs]    def connect(self):
        """Attempt to connect and return ConnectionState"""
        if self.state is ConnectionStates.DISCONNECTED:
            self.close()
            log.debug('%s: creating new socket', str(self))
            # if self.afi is set to AF_UNSPEC, then we need to do a name
            # resolution and try all available address families
            if self._init_afi == socket.AF_UNSPEC:
                if self._gai is None:
                    # XXX: all DNS functions in Python are blocking. If we really
                    # want to be non-blocking here, we need to use a 3rd-party
                    # library like python-adns, or move resolution onto its
                    # own thread. This will be subject to the default libc
                    # name resolution timeout (5s on most Linux boxes)
                    try:
                        self._gai = socket.getaddrinfo(self._init_host,
                                                       self._init_port,
                                                       socket.AF_UNSPEC,
                                                       socket.SOCK_STREAM)
                    except socket.gaierror as ex:
                        raise socket.gaierror('getaddrinfo failed for {0}:{1}, '
                          'exception was {2}. Is your advertised.listeners (called'
                          'advertised.host.name before Kafka 9) correct and resolvable?'.format(
                             self._init_host, self._init_port, ex
                          ))
                    self._gai_index = 0
                else:
                    # if self._gai already exists, then we should try the next
                    # name
                    self._gai_index += 1
                while True:
                    if self._gai_index >= len(self._gai):
                        log.error('Unable to connect to any of the names for {0}:{1}'.format(
                            self._init_host, self._init_port
                        ))
                        self.close()
                        return
                    afi, _, __, ___, sockaddr = self._gai[self._gai_index]
                    if afi not in (socket.AF_INET, socket.AF_INET6):
                        self._gai_index += 1
                        continue
                    break
                self.host, self.port = sockaddr[:2]
                self._sock = socket.socket(afi, socket.SOCK_STREAM)
            else:
                self._sock = socket.socket(self._init_afi, socket.SOCK_STREAM)

            for option in self.config['socket_options']:
                self._sock.setsockopt(*option)

            self._sock.setblocking(False)
            if self.config['security_protocol'] in ('SSL', 'SASL_SSL'):
                self._wrap_ssl()
            self.state = ConnectionStates.CONNECTING
            self.last_attempt = time.time()
            self.config['state_change_callback'](self)

        if self.state is ConnectionStates.CONNECTING:
            # in non-blocking mode, use repeated calls to socket.connect_ex
            # to check connection status
            request_timeout = self.config['request_timeout_ms'] / 1000.0
            ret = None
            try:
                ret = self._sock.connect_ex((self.host, self.port))
                # if we got here through a host lookup, we've found a host,port,af tuple
                # that works save it so we don't do a GAI lookup again
                if self._gai is not None:
                    self.afi = self._sock.family
                    self._gai = None
            except socket.error as err:
                ret = err.errno

            # Connection succeeded
            if not ret or ret == errno.EISCONN:
                log.debug('%s: established TCP connection', str(self))
                if self.config['security_protocol'] in ('SSL', 'SASL_SSL'):
                    log.debug('%s: initiating SSL handshake', str(self))
                    self.state = ConnectionStates.HANDSHAKE
                elif self.config['security_protocol'] == 'SASL_PLAINTEXT':
                    self.state = ConnectionStates.AUTHENTICATING
                else:
                    self.state = ConnectionStates.CONNECTED
                self.config['state_change_callback'](self)

            # Connection failed
            # WSAEINVAL == 10022, but errno.WSAEINVAL is not available on non-win systems
            elif ret not in (errno.EINPROGRESS, errno.EALREADY, errno.EWOULDBLOCK, 10022):
                log.error('Connect attempt to %s returned error %s.'
                          ' Disconnecting.', self, ret)
                self.close()

            # Connection timed out
            elif time.time() > request_timeout + self.last_attempt:
                log.error('Connection attempt to %s timed out', self)
                self.close() # error=TimeoutError ?

            # Needs retry
            else:
                pass

        if self.state is ConnectionStates.HANDSHAKE:
            if self._try_handshake():
                log.debug('%s: completed SSL handshake.', str(self))
                if self.config['security_protocol'] == 'SASL_SSL':
                    self.state = ConnectionStates.AUTHENTICATING
                else:
                    self.state = ConnectionStates.CONNECTED
                self.config['state_change_callback'](self)

        if self.state is ConnectionStates.AUTHENTICATING:
            assert self.config['security_protocol'] in ('SASL_PLAINTEXT', 'SASL_SSL')
            if self._try_authenticate():
                log.info('%s: Authenticated as %s', str(self), self.config['sasl_plain_username'])
                self.state = ConnectionStates.CONNECTED
                self.config['state_change_callback'](self)

        return self.state


    def _wrap_ssl(self):
        assert self.config['security_protocol'] in ('SSL', 'SASL_SSL')
        if self._ssl_context is None:
            log.debug('%s: configuring default SSL Context', str(self))
            self._ssl_context = ssl.SSLContext(ssl.PROTOCOL_SSLv23)  # pylint: disable=no-member
            self._ssl_context.options |= ssl.OP_NO_SSLv2  # pylint: disable=no-member
            self._ssl_context.options |= ssl.OP_NO_SSLv3  # pylint: disable=no-member
            self._ssl_context.verify_mode = ssl.CERT_OPTIONAL
            if self.config['ssl_check_hostname']:
                self._ssl_context.check_hostname = True
            if self.config['ssl_cafile']:
                log.info('%s: Loading SSL CA from %s', str(self), self.config['ssl_cafile'])
                self._ssl_context.load_verify_locations(self.config['ssl_cafile'])
                self._ssl_context.verify_mode = ssl.CERT_REQUIRED
            if self.config['ssl_certfile'] and self.config['ssl_keyfile']:
                log.info('%s: Loading SSL Cert from %s', str(self), self.config['ssl_certfile'])
                log.info('%s: Loading SSL Key from %s', str(self), self.config['ssl_keyfile'])
                self._ssl_context.load_cert_chain(
                    certfile=self.config['ssl_certfile'],
                    keyfile=self.config['ssl_keyfile'],
                    password=self.config['ssl_password'])
            if self.config['ssl_crlfile']:
                if not hasattr(ssl, 'VERIFY_CRL_CHECK_LEAF'):
                    log.error('%s: No CRL support with this version of Python.'
                              ' Disconnecting.', self)
                    self.close()
                    return
                log.info('%s: Loading SSL CRL from %s', str(self), self.config['ssl_crlfile'])
                self._ssl_context.load_verify_locations(self.config['ssl_crlfile'])
                # pylint: disable=no-member
                self._ssl_context.verify_flags |= ssl.VERIFY_CRL_CHECK_LEAF
        log.debug('%s: wrapping socket in ssl context', str(self))
        try:
            self._sock = self._ssl_context.wrap_socket(
                self._sock,
                server_hostname=self.hostname,
                do_handshake_on_connect=False)
        except ssl.SSLError:
            log.exception('%s: Failed to wrap socket in SSLContext!', str(self))
            self.close()
            self.last_failure = time.time()

    def _try_handshake(self):
        assert self.config['security_protocol'] in ('SSL', 'SASL_SSL')
        try:
            self._sock.do_handshake()
            return True
        # old ssl in python2.6 will swallow all SSLErrors here...
        except (ssl.SSLWantReadError, ssl.SSLWantWriteError):
            pass
        except ssl.SSLZeroReturnError:
            log.warning('SSL connection closed by server during handshake.')
            self.close()
        # Other SSLErrors will be raised to user

        return False

    def _try_authenticate(self):
        assert self.config['api_version'] is None or self.config['api_version'] >= (0, 10)

        if self._sasl_auth_future is None:
            # Build a SaslHandShakeRequest message
            request = SaslHandShakeRequest[0](self.config['sasl_mechanism'])
            future = Future()
            sasl_response = self._send(request)
            sasl_response.add_callback(self._handle_sasl_handshake_response, future)
            sasl_response.add_errback(lambda f, e: f.failure(e), future)
            self._sasl_auth_future = future
        self._recv()
        if self._sasl_auth_future.failed():
            raise self._sasl_auth_future.exception # pylint: disable-msg=raising-bad-type
        return self._sasl_auth_future.succeeded()

    def _handle_sasl_handshake_response(self, future, response):
        error_type = Errors.for_code(response.error_code)
        if error_type is not Errors.NoError:
            error = error_type(self)
            self.close(error=error)
            return future.failure(error_type(self))

        if self.config['sasl_mechanism'] == 'PLAIN':
            return self._try_authenticate_plain(future)
        else:
            return future.failure(
                Errors.UnsupportedSaslMechanismError(
                    'kafka-python does not support SASL mechanism %s' %
                    self.config['sasl_mechanism']))

    def _try_authenticate_plain(self, future):
        if self.config['security_protocol'] == 'SASL_PLAINTEXT':
            log.warning('%s: Sending username and password in the clear', str(self))

        data = b''
        try:
            self._sock.setblocking(True)
            # Send PLAIN credentials per RFC-4616
            msg = bytes('\0'.join([self.config['sasl_plain_username'],
                                   self.config['sasl_plain_username'],
                                   self.config['sasl_plain_password']]).encode('utf-8'))
            size = Int32.encode(len(msg))
            self._sock.sendall(size + msg)

            # The server will send a zero sized message (that is Int32(0)) on success.
            # The connection is closed on failure
            while len(data) < 4:
                fragment = self._sock.recv(4 - len(data))
                if not fragment:
                    log.error('%s: Authentication failed for user %s', self, self.config['sasl_plain_username'])
                    error = Errors.AuthenticationFailedError(
                        'Authentication failed for user {0}'.format(
                            self.config['sasl_plain_username']))
                    future.failure(error)
                    raise error
                data += fragment
            self._sock.setblocking(False)
        except (AssertionError, ConnectionError) as e:
            log.exception("%s: Error receiving reply from server",  self)
            error = Errors.ConnectionError("%s: %s" % (str(self), e))
            future.failure(error)
            self.close(error=error)

        if data != b'\x00\x00\x00\x00':
            return future.failure(Errors.AuthenticationFailedError())

        return future.success(True)

[docs]    def blacked_out(self):
        """
        Return true if we are disconnected from the given node and can't
        re-establish a connection yet
        """
        if self.state is ConnectionStates.DISCONNECTED:
            backoff = self.config['reconnect_backoff_ms'] / 1000.0
            if time.time() < self.last_attempt + backoff:
                return True
        return False


[docs]    def connected(self):
        """Return True iff socket is connected."""
        return self.state is ConnectionStates.CONNECTED


[docs]    def connecting(self):
        """Returns True if still connecting (this may encompass several
        different states, such as SSL handshake, authorization, etc)."""
        return self.state in (ConnectionStates.CONNECTING,
                              ConnectionStates.HANDSHAKE,
                              ConnectionStates.AUTHENTICATING)


[docs]    def disconnected(self):
        """Return True iff socket is closed"""
        return self.state is ConnectionStates.DISCONNECTED


[docs]    def close(self, error=None):
        """Close socket and fail all in-flight-requests.

        Arguments:
            error (Exception, optional): pending in-flight-requests
                will be failed with this exception.
                Default: kafka.errors.ConnectionError.
        """
        if self.state is not ConnectionStates.DISCONNECTED:
            self.state = ConnectionStates.DISCONNECTING
            self.config['state_change_callback'](self)
        if self._sock:
            self._sock.close()
            self._sock = None
        self.state = ConnectionStates.DISCONNECTED
        self.last_failure = time.time()
        self._receiving = False
        self._next_payload_bytes = 0
        self._rbuffer.seek(0)
        self._rbuffer.truncate()
        if error is None:
            error = Errors.ConnectionError(str(self))
        while self.in_flight_requests:
            ifr = self.in_flight_requests.popleft()
            ifr.future.failure(error)
        self.config['state_change_callback'](self)


[docs]    def send(self, request, expect_response=True):
        """send request, return Future()

        Can block on network if request is larger than send_buffer_bytes
        """
        future = Future()
        if self.connecting():
            return future.failure(Errors.NodeNotReadyError(str(self)))
        elif not self.connected():
            return future.failure(Errors.ConnectionError(str(self)))
        elif not self.can_send_more():
            return future.failure(Errors.TooManyInFlightRequests(str(self)))
        return self._send(request, expect_response=expect_response)


    def _send(self, request, expect_response=True):
        future = Future()
        correlation_id = self._next_correlation_id()
        header = RequestHeader(request,
                               correlation_id=correlation_id,
                               client_id=self.config['client_id'])
        message = b''.join([header.encode(), request.encode()])
        size = Int32.encode(len(message))
        data = size + message
        try:
            # In the future we might manage an internal write buffer
            # and send bytes asynchronously. For now, just block
            # sending each request payload
            self._sock.setblocking(True)
            total_sent = 0
            while total_sent < len(data):
                sent_bytes = self._sock.send(data[total_sent:])
                total_sent += sent_bytes
            assert total_sent == len(data)
            if self._sensors:
                self._sensors.bytes_sent.record(total_sent)
            self._sock.setblocking(False)
        except (AssertionError, ConnectionError) as e:
            log.exception("Error sending %s to %s", request, self)
            error = Errors.ConnectionError("%s: %s" % (str(self), e))
            self.close(error=error)
            return future.failure(error)
        log.debug('%s Request %d: %s', self, correlation_id, request)

        if expect_response:
            ifr = InFlightRequest(request=request,
                                  correlation_id=correlation_id,
                                  response_type=request.RESPONSE_TYPE,
                                  future=future,
                                  timestamp=time.time())
            self.in_flight_requests.append(ifr)
        else:
            future.success(None)

        return future

[docs]    def can_send_more(self):
        """Return True unless there are max_in_flight_requests_per_connection."""
        max_ifrs = self.config['max_in_flight_requests_per_connection']
        return len(self.in_flight_requests) < max_ifrs


[docs]    def recv(self):
        """Non-blocking network receive.

        Return response if available
        """
        assert not self._processing, 'Recursion not supported'
        if not self.connected() and not self.state is ConnectionStates.AUTHENTICATING:
            log.warning('%s cannot recv: socket not connected', self)
            # If requests are pending, we should close the socket and
            # fail all the pending request futures
            if self.in_flight_requests:
                self.close()
            return None

        elif not self.in_flight_requests:
            log.warning('%s: No in-flight-requests to recv', self)
            return None

        response = self._recv()
        if not response and self.requests_timed_out():
            log.warning('%s timed out after %s ms. Closing connection.',
                        self, self.config['request_timeout_ms'])
            self.close(error=Errors.RequestTimedOutError(
                'Request timed out after %s ms' %
                self.config['request_timeout_ms']))
            return None
        return response


    def _recv(self):
        # Not receiving is the state of reading the payload header
        if not self._receiving:
            try:
                bytes_to_read = 4 - self._rbuffer.tell()
                data = self._sock.recv(bytes_to_read)
                # We expect socket.recv to raise an exception if there is not
                # enough data to read the full bytes_to_read
                # but if the socket is disconnected, we will get empty data
                # without an exception raised
                if not data:
                    log.error('%s: socket disconnected', self)
                    self.close(error=Errors.ConnectionError('socket disconnected'))
                    return None
                self._rbuffer.write(data)
            except ssl.SSLWantReadError:
                return None
            except ConnectionError as e:
                if six.PY2 and e.errno == errno.EWOULDBLOCK:
                    return None
                log.exception('%s: Error receiving 4-byte payload header -'
                              ' closing socket', self)
                self.close(error=Errors.ConnectionError(e))
                return None
            except BlockingIOError:
                if six.PY3:
                    return None
                raise

            if self._rbuffer.tell() == 4:
                self._rbuffer.seek(0)
                self._next_payload_bytes = Int32.decode(self._rbuffer)
                # reset buffer and switch state to receiving payload bytes
                self._rbuffer.seek(0)
                self._rbuffer.truncate()
                self._receiving = True
            elif self._rbuffer.tell() > 4:
                raise Errors.KafkaError('this should not happen - are you threading?')

        if self._receiving:
            staged_bytes = self._rbuffer.tell()
            try:
                bytes_to_read = self._next_payload_bytes - staged_bytes
                data = self._sock.recv(bytes_to_read)
                # We expect socket.recv to raise an exception if there is not
                # enough data to read the full bytes_to_read
                # but if the socket is disconnected, we will get empty data
                # without an exception raised
                if bytes_to_read and not data:
                    log.error('%s: socket disconnected', self)
                    self.close(error=Errors.ConnectionError('socket disconnected'))
                    return None
                self._rbuffer.write(data)
            except ssl.SSLWantReadError:
                return None
            except ConnectionError as e:
                # Extremely small chance that we have exactly 4 bytes for a
                # header, but nothing to read in the body yet
                if six.PY2 and e.errno == errno.EWOULDBLOCK:
                    return None
                log.exception('%s: Error in recv', self)
                self.close(error=Errors.ConnectionError(e))
                return None
            except BlockingIOError:
                if six.PY3:
                    return None
                raise

            staged_bytes = self._rbuffer.tell()
            if staged_bytes > self._next_payload_bytes:
                self.close(error=Errors.KafkaError('Receive buffer has more bytes than expected?'))

            if staged_bytes != self._next_payload_bytes:
                return None

            self._receiving = False
            self._next_payload_bytes = 0
            if self._sensors:
                self._sensors.bytes_received.record(4 + self._rbuffer.tell())
            self._rbuffer.seek(0)
            response = self._process_response(self._rbuffer)
            self._rbuffer.seek(0)
            self._rbuffer.truncate()
            return response

    def _process_response(self, read_buffer):
        assert not self._processing, 'Recursion not supported'
        self._processing = True
        ifr = self.in_flight_requests.popleft()
        if self._sensors:
            self._sensors.request_time.record((time.time() - ifr.timestamp) * 1000)

        # verify send/recv correlation ids match
        recv_correlation_id = Int32.decode(read_buffer)

        # 0.8.2 quirk
        if (self.config['api_version'] == (0, 8, 2) and
            ifr.response_type is GroupCoordinatorResponse[0] and
            ifr.correlation_id != 0 and
            recv_correlation_id == 0):
            log.warning('Kafka 0.8.2 quirk -- GroupCoordinatorResponse'
                        ' coorelation id does not match request. This'
                        ' should go away once at least one topic has been'
                        ' initialized on the broker')

        elif ifr.correlation_id != recv_correlation_id:
            error = Errors.CorrelationIdError(
                '%s: Correlation ids do not match: sent %d, recv %d'
                % (str(self), ifr.correlation_id, recv_correlation_id))
            ifr.future.failure(error)
            self.close()
            self._processing = False
            return None

        # decode response
        try:
            response = ifr.response_type.decode(read_buffer)
        except ValueError:
            read_buffer.seek(0)
            buf = read_buffer.read()
            log.error('%s Response %d [ResponseType: %s Request: %s]:'
                      ' Unable to decode %d-byte buffer: %r', self,
                      ifr.correlation_id, ifr.response_type,
                      ifr.request, len(buf), buf)
            ifr.future.failure(Errors.UnknownError('Unable to decode response'))
            self.close()
            self._processing = False
            return None

        log.debug('%s Response %d: %s', self, ifr.correlation_id, response)
        ifr.future.success(response)
        self._processing = False
        return response

[docs]    def requests_timed_out(self):
        if self.in_flight_requests:
            oldest_at = self.in_flight_requests[0].timestamp
            timeout = self.config['request_timeout_ms'] / 1000.0
            if time.time() >= oldest_at + timeout:
                return True
        return False


    def _next_correlation_id(self):
        self._correlation_id = (self._correlation_id + 1) % 2**31
        return self._correlation_id

[docs]    def check_version(self, timeout=2, strict=False):
        """Attempt to guess the broker version.

        Note: This is a blocking call.

        Returns: version tuple, i.e. (0, 10), (0, 9), (0, 8, 2), ...
        """
        # Monkeypatch some connection configurations to avoid timeouts
        override_config = {
            'request_timeout_ms': timeout * 1000,
            'max_in_flight_requests_per_connection': 5
        }
        stashed = {}
        for key in override_config:
            stashed[key] = self.config[key]
            self.config[key] = override_config[key]

        # kafka kills the connection when it doesnt recognize an API request
        # so we can send a test request and then follow immediately with a
        # vanilla MetadataRequest. If the server did not recognize the first
        # request, both will be failed with a ConnectionError that wraps
        # socket.error (32, 54, or 104)
        from .protocol.admin import ApiVersionRequest, ListGroupsRequest
        from .protocol.commit import OffsetFetchRequest, GroupCoordinatorRequest
        from .protocol.metadata import MetadataRequest

        # Socket errors are logged as exceptions and can alarm users. Mute them
        from logging import Filter

        class ConnFilter(Filter):
            def filter(self, record):
                if record.funcName == 'check_version':
                    return True
                return False
        log_filter = ConnFilter()
        log.addFilter(log_filter)

        test_cases = [
            ((0, 10), ApiVersionRequest[0]()),
            ((0, 9), ListGroupsRequest[0]()),
            ((0, 8, 2), GroupCoordinatorRequest[0]('kafka-python-default-group')),
            ((0, 8, 1), OffsetFetchRequest[0]('kafka-python-default-group', [])),
            ((0, 8, 0), MetadataRequest[0]([])),
        ]

        def connect():
            self.connect()
            if self.connected():
                return
            timeout_at = time.time() + timeout
            while time.time() < timeout_at and self.connecting():
                if self.connect() is ConnectionStates.CONNECTED:
                    return
                time.sleep(0.05)
            raise Errors.NodeNotReadyError()

        for version, request in test_cases:
            connect()
            f = self.send(request)
            # HACK: sleeping to wait for socket to send bytes
            time.sleep(0.1)
            # when broker receives an unrecognized request API
            # it abruptly closes our socket.
            # so we attempt to send a second request immediately
            # that we believe it will definitely recognize (metadata)
            # the attempt to write to a disconnected socket should
            # immediately fail and allow us to infer that the prior
            # request was unrecognized
            mr = self.send(MetadataRequest[0]([]))

            if self._sock:
                self._sock.setblocking(True)
            while not (f.is_done and mr.is_done):
                self.recv()
            if self._sock:
                self._sock.setblocking(False)

            if f.succeeded():
                log.info('Broker version identifed as %s', '.'.join(map(str, version)))
                log.info('Set configuration api_version=%s to skip auto'
                         ' check_version requests on startup', version)
                break

            # Only enable strict checking to verify that we understand failure
            # modes. For most users, the fact that the request failed should be
            # enough to rule out a particular broker version.
            if strict:
                # If the socket flush hack did not work (which should force the
                # connection to close and fail all pending requests), then we
                # get a basic Request Timeout. This is not ideal, but we'll deal
                if isinstance(f.exception, Errors.RequestTimedOutError):
                    pass

                # 0.9 brokers do not close the socket on unrecognized api
                # requests (bug...). In this case we expect to see a correlation
                # id mismatch
                elif (isinstance(f.exception, Errors.CorrelationIdError) and
                      version == (0, 10)):
                    pass
                elif six.PY2:
                    assert isinstance(f.exception.args[0], socket.error)
                    assert f.exception.args[0].errno in (32, 54, 104)
                else:
                    assert isinstance(f.exception.args[0], ConnectionError)
            log.info("Broker is not v%s -- it did not recognize %s",
                     version, request.__class__.__name__)
        else:
            raise Errors.UnrecognizedBrokerVersion()

        log.removeFilter(log_filter)
        for key in stashed:
            self.config[key] = stashed[key]
        return version


    def __repr__(self):
        return "<BrokerConnection host=%s/%s port=%d>" % (self.hostname, self.host,
                                                          self.port)



[docs]class BrokerConnectionMetrics(object):
    def __init__(self, metrics, metric_group_prefix, node_id):
        self.metrics = metrics

        # Any broker may have registered summary metrics already
        # but if not, we need to create them so we can set as parents below
        all_conns_transferred = metrics.get_sensor('bytes-sent-received')
        if not all_conns_transferred:
            metric_group_name = metric_group_prefix + '-metrics'

            bytes_transferred = metrics.sensor('bytes-sent-received')
            bytes_transferred.add(metrics.metric_name(
                'network-io-rate', metric_group_name,
                'The average number of network operations (reads or writes) on all'
                ' connections per second.'), Rate(sampled_stat=Count()))

            bytes_sent = metrics.sensor('bytes-sent',
                                        parents=[bytes_transferred])
            bytes_sent.add(metrics.metric_name(
                'outgoing-byte-rate', metric_group_name,
                'The average number of outgoing bytes sent per second to all'
                ' servers.'), Rate())
            bytes_sent.add(metrics.metric_name(
                'request-rate', metric_group_name,
                'The average number of requests sent per second.'),
                Rate(sampled_stat=Count()))
            bytes_sent.add(metrics.metric_name(
                'request-size-avg', metric_group_name,
                'The average size of all requests in the window.'), Avg())
            bytes_sent.add(metrics.metric_name(
                'request-size-max', metric_group_name,
                'The maximum size of any request sent in the window.'), Max())

            bytes_received = metrics.sensor('bytes-received',
                                            parents=[bytes_transferred])
            bytes_received.add(metrics.metric_name(
                'incoming-byte-rate', metric_group_name,
                'Bytes/second read off all sockets'), Rate())
            bytes_received.add(metrics.metric_name(
                'response-rate', metric_group_name,
                'Responses received sent per second.'),
                Rate(sampled_stat=Count()))

            request_latency = metrics.sensor('request-latency')
            request_latency.add(metrics.metric_name(
                'request-latency-avg', metric_group_name,
                'The average request latency in ms.'),
                Avg())
            request_latency.add(metrics.metric_name(
                'request-latency-max', metric_group_name,
                'The maximum request latency in ms.'),
                Max())

        # if one sensor of the metrics has been registered for the connection,
        # then all other sensors should have been registered; and vice versa
        node_str = 'node-{0}'.format(node_id)
        node_sensor = metrics.get_sensor(node_str + '.bytes-sent')
        if not node_sensor:
            metric_group_name = metric_group_prefix + '-node-metrics.' + node_str

            bytes_sent = metrics.sensor(
                node_str + '.bytes-sent',
                parents=[metrics.get_sensor('bytes-sent')])
            bytes_sent.add(metrics.metric_name(
                'outgoing-byte-rate', metric_group_name,
                'The average number of outgoing bytes sent per second.'),
                Rate())
            bytes_sent.add(metrics.metric_name(
                'request-rate', metric_group_name,
                'The average number of requests sent per second.'),
                Rate(sampled_stat=Count()))
            bytes_sent.add(metrics.metric_name(
                'request-size-avg', metric_group_name,
                'The average size of all requests in the window.'),
                Avg())
            bytes_sent.add(metrics.metric_name(
                'request-size-max', metric_group_name,
                'The maximum size of any request sent in the window.'),
                Max())

            bytes_received = metrics.sensor(
                node_str + '.bytes-received',
                parents=[metrics.get_sensor('bytes-received')])
            bytes_received.add(metrics.metric_name(
                'incoming-byte-rate', metric_group_name,
                'Bytes/second read off node-connection socket'),
                Rate())
            bytes_received.add(metrics.metric_name(
                'response-rate', metric_group_name,
                'The average number of responses received per second.'),
                Rate(sampled_stat=Count()))

            request_time = metrics.sensor(
                node_str + '.latency',
                parents=[metrics.get_sensor('request-latency')])
            request_time.add(metrics.metric_name(
                'request-latency-avg', metric_group_name,
                'The average request latency in ms.'),
                Avg())
            request_time.add(metrics.metric_name(
                'request-latency-max', metric_group_name,
                'The maximum request latency in ms.'),
                Max())

        self.bytes_sent = metrics.sensor(node_str + '.bytes-sent')
        self.bytes_received = metrics.sensor(node_str + '.bytes-received')
        self.request_time = metrics.sensor(node_str + '.latency')



def _address_family(address):
    """
        Attempt to determine the family of an address (or hostname)

        :return: either socket.AF_INET or socket.AF_INET6 or socket.AF_UNSPEC if the address family
                 could not be determined
    """
    if address.startswith('[') and address.endswith(']'):
        return socket.AF_INET6
    for af in (socket.AF_INET, socket.AF_INET6):
        try:
            socket.inet_pton(af, address)
            return af
        except (ValueError, AttributeError, socket.error):
            continue
    return socket.AF_UNSPEC


[docs]def get_ip_port_afi(host_and_port_str):
    """
        Parse the IP and port from a string in the format of:

            * host_or_ip          <- Can be either IPv4 address literal or hostname/fqdn
            * host_or_ipv4:port   <- Can be either IPv4 address literal or hostname/fqdn
            * [host_or_ip]        <- IPv6 address literal
            * [host_or_ip]:port.  <- IPv6 address literal

        .. note:: IPv6 address literals with ports *must* be enclosed in brackets

        .. note:: If the port is not specified, default will be returned.

        :return: tuple (host, port, afi), afi will be socket.AF_INET or socket.AF_INET6 or socket.AF_UNSPEC
    """
    host_and_port_str = host_and_port_str.strip()
    if host_and_port_str.startswith('['):
        af = socket.AF_INET6
        host, rest = host_and_port_str[1:].split(']')
        if rest:
            port = int(rest[1:])
        else:
            port = DEFAULT_KAFKA_PORT
        return host, port, af
    else:
        if ':' not in host_and_port_str:
            af = _address_family(host_and_port_str)
            return host_and_port_str, DEFAULT_KAFKA_PORT, af
        else:
            # now we have something with a colon in it and no square brackets. It could be
            # either an IPv6 address literal (e.g., "::1") or an IP:port pair or a host:port pair
            try:
                # if it decodes as an IPv6 address, use that
                socket.inet_pton(socket.AF_INET6, host_and_port_str)
                return host_and_port_str, DEFAULT_KAFKA_PORT, socket.AF_INET6
            except AttributeError:
                log.warning('socket.inet_pton not available on this platform.'
                            ' consider pip install win_inet_pton')
                pass
            except (ValueError, socket.error):
                # it's a host:port pair
                pass
            host, port = host_and_port_str.rsplit(':', 1)
            port = int(port)

            af = _address_family(host)
            return host, port, af



[docs]def collect_hosts(hosts, randomize=True):
    """
    Collects a comma-separated set of hosts (host:port) and optionally
    randomize the returned list.
    """

    if isinstance(hosts, six.string_types):
        hosts = hosts.strip().split(',')

    result = []
    afi = socket.AF_INET
    for host_port in hosts:

        host, port, afi = get_ip_port_afi(host_port)

        if port < 0:
            port = DEFAULT_KAFKA_PORT

        result.append((host, port, afi))

    if randomize:
        shuffle(result)

    return result
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  Source code for kafka.client_async

from __future__ import absolute_import, division

import copy
import functools
import heapq
import itertools
import logging
import random
import threading

# selectors in stdlib as of py3.4
try:
    import selectors # pylint: disable=import-error
except ImportError:
    # vendored backport module
    from .vendor import selectors34 as selectors

import socket
import time

from kafka.vendor import six

from .cluster import ClusterMetadata
from .conn import BrokerConnection, ConnectionStates, collect_hosts, get_ip_port_afi
from . import errors as Errors
from .future import Future
from .metrics import AnonMeasurable
from .metrics.stats import Avg, Count, Rate
from .metrics.stats.rate import TimeUnit
from .protocol.metadata import MetadataRequest
from .protocol.produce import ProduceRequest
from .vendor import socketpair
from .version import __version__

if six.PY2:
    ConnectionError = None


log = logging.getLogger('kafka.client')


[docs]class KafkaClient(object):
    """
    A network client for asynchronous request/response network i/o.
    This is an internal class used to implement the
    user-facing producer and consumer clients.

    This class is not thread-safe!
    """
    DEFAULT_CONFIG = {
        'bootstrap_servers': 'localhost',
        'client_id': 'kafka-python-' + __version__,
        'request_timeout_ms': 40000,
        'reconnect_backoff_ms': 50,
        'max_in_flight_requests_per_connection': 5,
        'receive_buffer_bytes': None,
        'send_buffer_bytes': None,
        'socket_options': [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)],
        'retry_backoff_ms': 100,
        'metadata_max_age_ms': 300000,
        'security_protocol': 'PLAINTEXT',
        'ssl_context': None,
        'ssl_check_hostname': True,
        'ssl_cafile': None,
        'ssl_certfile': None,
        'ssl_keyfile': None,
        'ssl_password': None,
        'ssl_crlfile': None,
        'api_version': None,
        'api_version_auto_timeout_ms': 2000,
        'selector': selectors.DefaultSelector,
        'metrics': None,
        'metric_group_prefix': '',
        'sasl_mechanism': None,
        'sasl_plain_username': None,
        'sasl_plain_password': None,
    }
    API_VERSIONS = [
        (0, 10),
        (0, 9),
        (0, 8, 2),
        (0, 8, 1),
        (0, 8, 0)
    ]

    def __init__(self, **configs):
        """Initialize an asynchronous kafka client

        Keyword Arguments:
            bootstrap_servers: 'host[:port]' string (or list of 'host[:port]'
                strings) that the consumer should contact to bootstrap initial
                cluster metadata. This does not have to be the full node list.
                It just needs to have at least one broker that will respond to a
                Metadata API Request. Default port is 9092. If no servers are
                specified, will default to localhost:9092.
            client_id (str): a name for this client. This string is passed in
                each request to servers and can be used to identify specific
                server-side log entries that correspond to this client. Also
                submitted to GroupCoordinator for logging with respect to
                consumer group administration. Default: 'kafka-python-{version}'
            reconnect_backoff_ms (int): The amount of time in milliseconds to
                wait before attempting to reconnect to a given host.
                Default: 50.
            request_timeout_ms (int): Client request timeout in milliseconds.
                Default: 40000.
            retry_backoff_ms (int): Milliseconds to backoff when retrying on
                errors. Default: 100.
            max_in_flight_requests_per_connection (int): Requests are pipelined
                to kafka brokers up to this number of maximum requests per
                broker connection. Default: 5.
            receive_buffer_bytes (int): The size of the TCP receive buffer
                (SO_RCVBUF) to use when reading data. Default: None (relies on
                system defaults). Java client defaults to 32768.
            send_buffer_bytes (int): The size of the TCP send buffer
                (SO_SNDBUF) to use when sending data. Default: None (relies on
                system defaults). Java client defaults to 131072.
            socket_options (list): List of tuple-arguments to socket.setsockopt
                to apply to broker connection sockets. Default:
                [(socket.IPPROTO_TCP, socket.TCP_NODELAY, 1)]
            metadata_max_age_ms (int): The period of time in milliseconds after
                which we force a refresh of metadata even if we haven't seen any
                partition leadership changes to proactively discover any new
                brokers or partitions. Default: 300000
            security_protocol (str): Protocol used to communicate with brokers.
                Valid values are: PLAINTEXT, SSL. Default: PLAINTEXT.
            ssl_context (ssl.SSLContext): pre-configured SSLContext for wrapping
                socket connections. If provided, all other ssl_* configurations
                will be ignored. Default: None.
            ssl_check_hostname (bool): flag to configure whether ssl handshake
                should verify that the certificate matches the brokers hostname.
                default: true.
            ssl_cafile (str): optional filename of ca file to use in certificate
                veriication. default: none.
            ssl_certfile (str): optional filename of file in pem format containing
                the client certificate, as well as any ca certificates needed to
                establish the certificate's authenticity. default: none.
            ssl_keyfile (str): optional filename containing the client private key.
                default: none.
            ssl_password (str): optional password to be used when loading the
                certificate chain. default: none.
            ssl_crlfile (str): optional filename containing the CRL to check for
                certificate expiration. By default, no CRL check is done. When
                providing a file, only the leaf certificate will be checked against
                this CRL. The CRL can only be checked with Python 3.4+ or 2.7.9+.
                default: none.
            api_version (tuple): specify which kafka API version to use. Accepted
                values are: (0, 8, 0), (0, 8, 1), (0, 8, 2), (0, 9), (0, 10)
                If None, KafkaClient will attempt to infer the broker
                version by probing various APIs. Default: None
            api_version_auto_timeout_ms (int): number of milliseconds to throw a
                timeout exception from the constructor when checking the broker
                api version. Only applies if api_version is None
            selector (selectors.BaseSelector): Provide a specific selector
                implementation to use for I/O multiplexing.
                Default: selectors.DefaultSelector
            metrics (kafka.metrics.Metrics): Optionally provide a metrics
                instance for capturing network IO stats. Default: None.
            metric_group_prefix (str): Prefix for metric names. Default: ''
            sasl_mechanism (str): string picking sasl mechanism when security_protocol
                is SASL_PLAINTEXT or SASL_SSL. Currently only PLAIN is supported.
                Default: None
            sasl_plain_username (str): username for sasl PLAIN authentication.
                Default: None
            sasl_plain_password (str): password for sasl PLAIN authentication.
                Default: None
        """
        self.config = copy.copy(self.DEFAULT_CONFIG)
        for key in self.config:
            if key in configs:
                self.config[key] = configs[key]

        if self.config['api_version'] is not None:
            assert self.config['api_version'] in self.API_VERSIONS, (
                'api_version [{0}] must be one of: {1}'.format(
                    self.config['api_version'], str(self.API_VERSIONS)))

        self.cluster = ClusterMetadata(**self.config)
        self._topics = set() # empty set will fetch all topic metadata
        self._metadata_refresh_in_progress = False
        self._last_no_node_available_ms = 0
        self._selector = self.config['selector']()
        self._conns = {}
        self._connecting = set()
        self._refresh_on_disconnects = True
        self._delayed_tasks = DelayedTaskQueue()
        self._last_bootstrap = 0
        self._bootstrap_fails = 0
        self._wake_r, self._wake_w = socket.socketpair()
        self._wake_r.setblocking(False)
        self._wake_lock = threading.Lock()
        self._selector.register(self._wake_r, selectors.EVENT_READ)
        self._closed = False
        self._sensors = None
        if self.config['metrics']:
            self._sensors = KafkaClientMetrics(self.config['metrics'],
                                               self.config['metric_group_prefix'],
                                               self._conns)

        self._bootstrap(collect_hosts(self.config['bootstrap_servers']))

        # Check Broker Version if not set explicitly
        if self.config['api_version'] is None:
            check_timeout = self.config['api_version_auto_timeout_ms'] / 1000
            self.config['api_version'] = self.check_version(timeout=check_timeout)

    def _bootstrap(self, hosts):
        # Exponential backoff if bootstrap fails
        backoff_ms = self.config['reconnect_backoff_ms'] * 2 ** self._bootstrap_fails
        next_at = self._last_bootstrap + backoff_ms / 1000.0
        self._refresh_on_disconnects = False
        now = time.time()
        if next_at > now:
            log.debug("Sleeping %0.4f before bootstrapping again", next_at - now)
            time.sleep(next_at - now)
        self._last_bootstrap = time.time()

        if self.config['api_version'] is None or self.config['api_version'] < (0, 10):
            metadata_request = MetadataRequest[0]([])
        else:
            metadata_request = MetadataRequest[1](None)

        for host, port, afi in hosts:
            log.debug("Attempting to bootstrap via node at %s:%s", host, port)
            cb = functools.partial(self._conn_state_change, 'bootstrap')
            bootstrap = BrokerConnection(host, port, afi,
                                         state_change_callback=cb,
                                         node_id='bootstrap',
                                         **self.config)
            bootstrap.connect()
            while bootstrap.connecting():
                bootstrap.connect()
            if bootstrap.state is not ConnectionStates.CONNECTED:
                bootstrap.close()
                continue
            future = bootstrap.send(metadata_request)
            while not future.is_done:
                bootstrap.recv()
            if future.failed():
                bootstrap.close()
                continue
            self.cluster.update_metadata(future.value)

            # A cluster with no topics can return no broker metadata
            # in that case, we should keep the bootstrap connection
            if not len(self.cluster.brokers()):
                self._conns['bootstrap'] = bootstrap
            else:
                bootstrap.close()
            self._bootstrap_fails = 0
            break
        # No bootstrap found...
        else:
            log.error('Unable to bootstrap from %s', hosts)
            # Max exponential backoff is 2^12, x4000 (50ms -> 200s)
            self._bootstrap_fails = min(self._bootstrap_fails + 1, 12)
        self._refresh_on_disconnects = True

    def _can_connect(self, node_id):
        if node_id not in self._conns:
            if self.cluster.broker_metadata(node_id):
                return True
            return False
        conn = self._conns[node_id]
        return conn.state is ConnectionStates.DISCONNECTED and not conn.blacked_out()

    def _conn_state_change(self, node_id, conn):
        if conn.connecting():
            # SSL connections can enter this state 2x (second during Handshake)
            if node_id not in self._connecting:
                self._connecting.add(node_id)
                self._selector.register(conn._sock, selectors.EVENT_WRITE)

        elif conn.connected():
            log.debug("Node %s connected", node_id)
            if node_id in self._connecting:
                self._connecting.remove(node_id)

            try:
                self._selector.unregister(conn._sock)
            except KeyError:
                pass
            self._selector.register(conn._sock, selectors.EVENT_READ, conn)
            if self._sensors:
                self._sensors.connection_created.record()

            if 'bootstrap' in self._conns and node_id != 'bootstrap':
                bootstrap = self._conns.pop('bootstrap')
                # XXX: make conn.close() require error to cause refresh
                self._refresh_on_disconnects = False
                bootstrap.close()
                self._refresh_on_disconnects = True

        # Connection failures imply that our metadata is stale, so let's refresh
        elif conn.state is ConnectionStates.DISCONNECTING:
            if node_id in self._connecting:
                self._connecting.remove(node_id)
            try:
                self._selector.unregister(conn._sock)
            except KeyError:
                pass
            if self._sensors:
                self._sensors.connection_closed.record()
            if self._refresh_on_disconnects and not self._closed:
                log.warning("Node %s connection failed -- refreshing metadata", node_id)
                self.cluster.request_update()

    def _maybe_connect(self, node_id):
        """Idempotent non-blocking connection attempt to the given node id."""
        if node_id not in self._conns:
            broker = self.cluster.broker_metadata(node_id)
            assert broker, 'Broker id %s not in current metadata' % node_id

            log.debug("Initiating connection to node %s at %s:%s",
                      node_id, broker.host, broker.port)
            host, port, afi = get_ip_port_afi(broker.host)
            cb = functools.partial(self._conn_state_change, node_id)
            self._conns[node_id] = BrokerConnection(host, broker.port, afi,
                                                    state_change_callback=cb,
                                                    node_id=node_id,
                                                    **self.config)
        conn = self._conns[node_id]
        if conn.connected():
            return True
        conn.connect()
        return conn.connected()

[docs]    def ready(self, node_id):
        """Check whether a node is connected and ok to send more requests.

        Arguments:
            node_id (int): the id of the node to check

        Returns:
            bool: True if we are ready to send to the given node
        """
        self._maybe_connect(node_id)
        return self.is_ready(node_id)


[docs]    def connected(self, node_id):
        """Return True iff the node_id is connected."""
        if node_id not in self._conns:
            return False
        return self._conns[node_id].connected()


[docs]    def close(self, node_id=None):
        """Closes one or all broker connections.

        Arguments:
            node_id (int, optional): the id of the node to close
        """
        if node_id is None:
            self._closed = True
            for conn in self._conns.values():
                conn.close()
            self._wake_r.close()
            self._wake_w.close()
            self._selector.close()
        elif node_id in self._conns:
            self._conns[node_id].close()
        else:
            log.warning("Node %s not found in current connection list; skipping", node_id)
            return


[docs]    def is_disconnected(self, node_id):
        """Check whether the node connection has been disconnected or failed.

        A disconnected node has either been closed or has failed. Connection
        failures are usually transient and can be resumed in the next ready()
        call, but there are cases where transient failures need to be caught
        and re-acted upon.

        Arguments:
            node_id (int): the id of the node to check

        Returns:
            bool: True iff the node exists and is disconnected
        """
        if node_id not in self._conns:
            return False
        return self._conns[node_id].disconnected()


[docs]    def connection_delay(self, node_id):
        """
        Returns the number of milliseconds to wait, based on the connection
        state, before attempting to send data. When disconnected, this respects
        the reconnect backoff time. When connecting, returns 0 to allow
        non-blocking connect to finish. When connected, returns a very large
        number to handle slow/stalled connections.

        Arguments:
            node_id (int): The id of the node to check

        Returns:
            int: The number of milliseconds to wait.
        """
        if node_id not in self._conns:
            return 0

        conn = self._conns[node_id]
        time_waited_ms = time.time() - (conn.last_attempt or 0)
        if conn.state is ConnectionStates.DISCONNECTED:
            return max(self.config['reconnect_backoff_ms'] - time_waited_ms, 0)
        elif conn.connecting():
            return 0
        else:
            return 999999999


[docs]    def is_ready(self, node_id):
        """Check whether a node is ready to send more requests.

        In addition to connection-level checks, this method also is used to
        block additional requests from being sent during a metadata refresh.

        Arguments:
            node_id (int): id of the node to check

        Returns:
            bool: True if the node is ready and metadata is not refreshing
        """
        # if we need to update our metadata now declare all requests unready to
        # make metadata requests first priority
        if not self._metadata_refresh_in_progress and not self.cluster.ttl() == 0:
            if self._can_send_request(node_id):
                return True
        return False


    def _can_send_request(self, node_id):
        if node_id not in self._conns:
            return False
        conn = self._conns[node_id]
        return conn.connected() and conn.can_send_more()

[docs]    def send(self, node_id, request):
        """Send a request to a specific node.

        Arguments:
            node_id (int): destination node
            request (Struct): request object (not-encoded)

        Raises:
            AssertionError: if node_id is not in current cluster metadata

        Returns:
            Future: resolves to Response struct or Error
        """
        if not self._maybe_connect(node_id):
            return Future().failure(Errors.NodeNotReadyError(node_id))

        # Every request gets a response, except one special case:
        expect_response = True
        if isinstance(request, tuple(ProduceRequest)) and request.required_acks == 0:
            expect_response = False

        return self._conns[node_id].send(request, expect_response=expect_response)


[docs]    def poll(self, timeout_ms=None, future=None, sleep=True, delayed_tasks=True):
        """Try to read and write to sockets.

        This method will also attempt to complete node connections, refresh
        stale metadata, and run previously-scheduled tasks.

        Arguments:
            timeout_ms (int, optional): maximum amount of time to wait (in ms)
                for at least one response. Must be non-negative. The actual
                timeout will be the minimum of timeout, request timeout and
                metadata timeout. Default: request_timeout_ms
            future (Future, optional): if provided, blocks until future.is_done
            sleep (bool): if True and there is nothing to do (no connections
                or requests in flight), will sleep for duration timeout before
                returning empty results. Default: False.

        Returns:
            list: responses received (can be empty)
        """
        if timeout_ms is None:
            timeout_ms = self.config['request_timeout_ms']

        responses = []

        # Loop for futures, break after first loop if None
        while True:

            # Attempt to complete pending connections
            for node_id in list(self._connecting):
                self._maybe_connect(node_id)

            # Send a metadata request if needed
            metadata_timeout_ms = self._maybe_refresh_metadata()

            # Send scheduled tasks
            if delayed_tasks:
                for task, task_future in self._delayed_tasks.pop_ready():
                    try:
                        result = task()
                    except Exception as e:
                        log.error("Task %s failed: %s", task, e)
                        task_future.failure(e)
                    else:
                        task_future.success(result)

            # If we got a future that is already done, don't block in _poll
            if future and future.is_done:
                timeout = 0
            else:
                timeout = min(
                    timeout_ms,
                    metadata_timeout_ms,
                    self._delayed_tasks.next_at() * 1000,
                    self.config['request_timeout_ms'])
                timeout = max(0, timeout / 1000.0) # avoid negative timeouts

            responses.extend(self._poll(timeout, sleep=sleep))

            # If all we had was a timeout (future is None) - only do one poll
            # If we do have a future, we keep looping until it is done
            if not future or future.is_done:
                break

        return responses


    def _poll(self, timeout, sleep=True):
        # select on reads across all connected sockets, blocking up to timeout
        assert self.in_flight_request_count() > 0 or self._connecting or sleep

        responses = []
        processed = set()

        start_select = time.time()
        ready = self._selector.select(timeout)
        end_select = time.time()
        if self._sensors:
            self._sensors.select_time.record((end_select - start_select) * 1000000000)

        for key, events in ready:
            if key.fileobj is self._wake_r:
                self._clear_wake_fd()
                continue
            elif not (events & selectors.EVENT_READ):
                continue
            conn = key.data
            processed.add(conn)

            if not conn.in_flight_requests:
                # if we got an EVENT_READ but there were no in-flight requests, one of
                # two things has happened:
                #
                # 1. The remote end closed the connection (because it died, or because
                #    a firewall timed out, or whatever)
                # 2. The protocol is out of sync.
                #
                # either way, we can no longer safely use this connection
                #
                # Do a 1-byte read to check protocol didnt get out of sync, and then close the conn
                try:
                    unexpected_data = key.fileobj.recv(1)
                    if unexpected_data:  # anything other than a 0-byte read means protocol issues
                        log.warning('Protocol out of sync on %r, closing', conn)
                except socket.error:
                    pass
                conn.close()
                continue

            # Accumulate as many responses as the connection has pending
            while conn.in_flight_requests:
                response = conn.recv() # Note: conn.recv runs callbacks / errbacks

                # Incomplete responses are buffered internally
                # while conn.in_flight_requests retains the request
                if not response:
                    break
                responses.append(response)

        # Check for additional pending SSL bytes
        if self.config['security_protocol'] in ('SSL', 'SASL_SSL'):
            # TODO: optimize
            for conn in self._conns.values():
                if conn not in processed and conn.connected() and conn._sock.pending():
                    response = conn.recv()
                    if response:
                        responses.append(response)

        for conn in six.itervalues(self._conns):
            if conn.requests_timed_out():
                log.warning('%s timed out after %s ms. Closing connection.',
                            conn, conn.config['request_timeout_ms'])
                conn.close(error=Errors.RequestTimedOutError(
                    'Request timed out after %s ms' %
                    conn.config['request_timeout_ms']))

        if self._sensors:
            self._sensors.io_time.record((time.time() - end_select) * 1000000000)
        return responses

[docs]    def in_flight_request_count(self, node_id=None):
        """Get the number of in-flight requests for a node or all nodes.

        Arguments:
            node_id (int, optional): a specific node to check. If unspecified,
                return the total for all nodes

        Returns:
            int: pending in-flight requests for the node, or all nodes if None
        """
        if node_id is not None:
            if node_id not in self._conns:
                return 0
            return len(self._conns[node_id].in_flight_requests)
        else:
            return sum([len(conn.in_flight_requests) for conn in self._conns.values()])


[docs]    def least_loaded_node(self):
        """Choose the node with fewest outstanding requests, with fallbacks.

        This method will prefer a node with an existing connection, but will
        potentially choose a node for which we don't yet have a connection if
        all existing connections are in use. This method will never choose a
        node that was disconnected within the reconnect backoff period.
        If all else fails, the method will attempt to bootstrap again using the
        bootstrap_servers list.

        Returns:
            node_id or None if no suitable node was found
        """
        nodes = [broker.nodeId for broker in self.cluster.brokers()]
        random.shuffle(nodes)

        inflight = float('inf')
        found = None
        for node_id in nodes:
            conn = self._conns.get(node_id)
            connected = conn is not None and conn.connected()
            blacked_out = conn is not None and conn.blacked_out()
            curr_inflight = len(conn.in_flight_requests) if conn else 0
            if connected and curr_inflight == 0:
                # if we find an established connection
                # with no in-flight requests, we can stop right away
                return node_id
            elif not blacked_out and curr_inflight < inflight:
                # otherwise if this is the best we have found so far, record that
                inflight = curr_inflight
                found = node_id

        if found is not None:
            return found

        # some broker versions return an empty list of broker metadata
        # if there are no topics created yet. the bootstrap process
        # should detect this and keep a 'bootstrap' node alive until
        # a non-bootstrap node is connected and non-empty broker
        # metadata is available
        elif 'bootstrap' in self._conns:
            return 'bootstrap'

        # Last option: try to bootstrap again
        # this should only happen if no prior bootstrap has been successful
        log.error('No nodes found in metadata -- retrying bootstrap')
        self._bootstrap(collect_hosts(self.config['bootstrap_servers']))
        return None


[docs]    def set_topics(self, topics):
        """Set specific topics to track for metadata.

        Arguments:
            topics (list of str): topics to check for metadata

        Returns:
            Future: resolves after metadata request/response
        """
        if set(topics).difference(self._topics):
            future = self.cluster.request_update()
        else:
            future = Future().success(set(topics))
        self._topics = set(topics)
        return future


[docs]    def add_topic(self, topic):
        """Add a topic to the list of topics tracked via metadata.

        Arguments:
            topic (str): topic to track

        Returns:
            Future: resolves after metadata request/response
        """
        if topic in self._topics:
            return Future().success(set(self._topics))

        self._topics.add(topic)
        return self.cluster.request_update()


    # request metadata update on disconnect and timedout
    def _maybe_refresh_metadata(self):
        """Send a metadata request if needed.

        Returns:
            int: milliseconds until next refresh
        """
        ttl = self.cluster.ttl()
        next_reconnect_ms = self._last_no_node_available_ms + self.cluster.refresh_backoff()
        next_reconnect_ms = max(next_reconnect_ms - time.time() * 1000, 0)
        wait_for_in_progress_ms = 9999999999 if self._metadata_refresh_in_progress else 0
        timeout = max(ttl, next_reconnect_ms, wait_for_in_progress_ms)

        if timeout == 0:
            node_id = self.least_loaded_node()
            if node_id is None:
                log.debug("Give up sending metadata request since no node is available")
                # mark the timestamp for no node available to connect
                self._last_no_node_available_ms = time.time() * 1000
                return timeout

            if self._can_send_request(node_id):
                topics = list(self._topics)
                if self.cluster.need_all_topic_metadata or not topics:
                    topics = [] if self.config['api_version'] < (0, 10) else None
                api_version = 0 if self.config['api_version'] < (0, 10) else 1
                request = MetadataRequest[api_version](topics)
                log.debug("Sending metadata request %s to node %s", request, node_id)
                future = self.send(node_id, request)
                future.add_callback(self.cluster.update_metadata)
                future.add_errback(self.cluster.failed_update)

                self._metadata_refresh_in_progress = True
                def refresh_done(val_or_error):
                    self._metadata_refresh_in_progress = False
                future.add_callback(refresh_done)
                future.add_errback(refresh_done)

            elif self._can_connect(node_id):
                log.debug("Initializing connection to node %s for metadata request", node_id)
                self._maybe_connect(node_id)
                # If initiateConnect failed immediately, this node will be put into blackout and we
                # should allow immediately retrying in case there is another candidate node. If it
                # is still connecting, the worst case is that we end up setting a longer timeout
                # on the next round and then wait for the response.
            else:
                # connected, but can't send more OR connecting
                # In either case, we just need to wait for a network event to let us know the selected
                # connection might be usable again.
                self._last_no_node_available_ms = time.time() * 1000

        return timeout

[docs]    def schedule(self, task, at):
        """Schedule a new task to be executed at the given time.

        This is "best-effort" scheduling and should only be used for coarse
        synchronization. A task cannot be scheduled for multiple times
        simultaneously; any previously scheduled instance of the same task
        will be cancelled.

        Arguments:
            task (callable): task to be scheduled
            at (float or int): epoch seconds when task should run

        Returns:
            Future: resolves to result of task call, or exception if raised
        """
        return self._delayed_tasks.add(task, at)


[docs]    def unschedule(self, task):
        """Unschedule a task.

        This will remove all instances of the task from the task queue.
        This is a no-op if the task is not scheduled.

        Arguments:
            task (callable): task to be unscheduled
        """
        self._delayed_tasks.remove(task)


[docs]    def check_version(self, node_id=None, timeout=2, strict=False):
        """Attempt to guess a broker version

        Note: it is possible that this method blocks longer than the
            specified timeout. This can happen if the entire cluster
            is down and the client enters a bootstrap backoff sleep.
            This is only possible if node_id is None.

        Returns: version tuple, i.e. (0, 10), (0, 9), (0, 8, 2), ...

        Raises:
            NodeNotReadyError (if node_id is provided)
            NoBrokersAvailable (if node_id is None)
            UnrecognizedBrokerVersion: please file bug if seen!
            AssertionError (if strict=True): please file bug if seen!
        """
        end = time.time() + timeout
        while time.time() < end:

            # It is possible that least_loaded_node falls back to bootstrap,
            # which can block for an increasing backoff period
            try_node = node_id or self.least_loaded_node()
            if try_node is None:
                raise Errors.NoBrokersAvailable()
            self._maybe_connect(try_node)
            conn = self._conns[try_node]

            # We will intentionally cause socket failures
            # These should not trigger metadata refresh
            self._refresh_on_disconnects = False
            try:
                remaining = end - time.time()
                version = conn.check_version(timeout=remaining, strict=strict)
                return version
            except Errors.NodeNotReadyError:
                # Only raise to user if this is a node-specific request
                if node_id is not None:
                    raise
            finally:
                self._refresh_on_disconnects = True

        # Timeout
        else:
            raise Errors.NoBrokersAvailable()


    def wakeup(self):
        with self._wake_lock:
            if self._wake_w.send(b'x') != 1:
                log.warning('Unable to send to wakeup socket!')

    def _clear_wake_fd(self):
        # reading from wake socket should only happen in a single thread
        while True:
            try:
                self._wake_r.recv(1024)
            except:
                break



class DelayedTaskQueue(object):
    # see https://docs.python.org/2/library/heapq.html
    def __init__(self):
        self._tasks = [] # list of entries arranged in a heap
        self._task_map = {} # mapping of tasks to entries
        self._counter = itertools.count() # unique sequence count

    def add(self, task, at):
        """Add a task to run at a later time.

        Arguments:
            task: can be anything, but generally a callable
            at (float or int): epoch seconds to schedule task

        Returns:
            Future: a future that will be returned with the task when ready
        """
        if task in self._task_map:
            self.remove(task)
        count = next(self._counter)
        future = Future()
        entry = [at, count, (task, future)]
        self._task_map[task] = entry
        heapq.heappush(self._tasks, entry)
        return future

    def remove(self, task):
        """Remove a previously scheduled task.

        Raises:
            KeyError: if task is not found
        """
        entry = self._task_map.pop(task)
        task, future = entry[-1]
        future.failure(Errors.Cancelled)
        entry[-1] = 'REMOVED'

    def _drop_removed(self):
        while self._tasks and self._tasks[0][-1] is 'REMOVED':
            at, count, task = heapq.heappop(self._tasks)

    def _pop_next(self):
        self._drop_removed()
        if not self._tasks:
            raise KeyError('pop from an empty DelayedTaskQueue')
        _, _, maybe_task = heapq.heappop(self._tasks)
        if maybe_task is 'REMOVED':
            raise ValueError('popped a removed tasks from queue - bug')
        else:
            task, future = maybe_task
        del self._task_map[task]
        return (task, future)

    def next_at(self):
        """Number of seconds until next task is ready."""
        self._drop_removed()
        if not self._tasks:
            return 9999999999
        else:
            return max(self._tasks[0][0] - time.time(), 0)

    def pop_ready(self):
        """Pop and return a list of all ready (task, future) tuples"""
        ready_tasks = []
        while self._tasks and self._tasks[0][0] < time.time():
            try:
                task = self._pop_next()
            except KeyError:
                break
            ready_tasks.append(task)
        return ready_tasks


class KafkaClientMetrics(object):
    def __init__(self, metrics, metric_group_prefix, conns):
        self.metrics = metrics
        self.metric_group_name = metric_group_prefix + '-metrics'

        self.connection_closed = metrics.sensor('connections-closed')
        self.connection_closed.add(metrics.metric_name(
            'connection-close-rate', self.metric_group_name,
            'Connections closed per second in the window.'), Rate())
        self.connection_created = metrics.sensor('connections-created')
        self.connection_created.add(metrics.metric_name(
            'connection-creation-rate', self.metric_group_name,
            'New connections established per second in the window.'), Rate())

        self.select_time = metrics.sensor('select-time')
        self.select_time.add(metrics.metric_name(
            'select-rate', self.metric_group_name,
            'Number of times the I/O layer checked for new I/O to perform per'
            ' second'), Rate(sampled_stat=Count()))
        self.select_time.add(metrics.metric_name(
            'io-wait-time-ns-avg', self.metric_group_name,
            'The average length of time the I/O thread spent waiting for a'
            ' socket ready for reads or writes in nanoseconds.'), Avg())
        self.select_time.add(metrics.metric_name(
            'io-wait-ratio', self.metric_group_name,
            'The fraction of time the I/O thread spent waiting.'),
            Rate(time_unit=TimeUnit.NANOSECONDS))

        self.io_time = metrics.sensor('io-time')
        self.io_time.add(metrics.metric_name(
            'io-time-ns-avg', self.metric_group_name,
            'The average length of time for I/O per select call in nanoseconds.'),
            Avg())
        self.io_time.add(metrics.metric_name(
            'io-ratio', self.metric_group_name,
            'The fraction of time the I/O thread spent doing I/O'),
            Rate(time_unit=TimeUnit.NANOSECONDS))

        metrics.add_metric(metrics.metric_name(
            'connection-count', self.metric_group_name,
            'The current number of active connections.'), AnonMeasurable(
                lambda config, now: len(conns)))
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  Source code for kafka.context

"""
Context manager to commit/rollback consumer offsets.
"""
from __future__ import absolute_import

from logging import getLogger

from kafka.errors import check_error, OffsetOutOfRangeError
from kafka.structs import OffsetCommitRequestPayload


[docs]class OffsetCommitContext(object):
    """
    Provides commit/rollback semantics around a `SimpleConsumer`.

    Usage assumes that `auto_commit` is disabled, that messages are consumed in
    batches, and that the consuming process will record its own successful
    processing of each message. Both the commit and rollback operations respect
    a "high-water mark" to ensure that last unsuccessfully processed message
    will be retried.

    Example:

    .. code:: python

        consumer = SimpleConsumer(client, group, topic, auto_commit=False)
        consumer.provide_partition_info()
        consumer.fetch_last_known_offsets()

        while some_condition:
            with OffsetCommitContext(consumer) as context:
                messages = consumer.get_messages(count, block=False)

                for partition, message in messages:
                    if can_process(message):
                        context.mark(partition, message.offset)
                    else:
                        break

                if not context:
                    sleep(delay)


    These semantics allow for deferred message processing (e.g. if `can_process`
    compares message time to clock time) and for repeated processing of the last
    unsuccessful message (until some external error is resolved).
    """

    def __init__(self, consumer):
        """
        :param consumer: an instance of `SimpleConsumer`
        """
        self.consumer = consumer
        self.initial_offsets = None
        self.high_water_mark = None
        self.logger = getLogger("kafka.context")

[docs]    def mark(self, partition, offset):
        """
        Set the high-water mark in the current context.

        In order to know the current partition, it is helpful to initialize
        the consumer to provide partition info via:

        .. code:: python

            consumer.provide_partition_info()

        """
        max_offset = max(offset + 1, self.high_water_mark.get(partition, 0))

        self.logger.debug("Setting high-water mark to: %s",
                          {partition: max_offset})

        self.high_water_mark[partition] = max_offset


[docs]    def __nonzero__(self):
        """
        Return whether any operations were marked in the context.
        """
        return bool(self.high_water_mark)


[docs]    def __enter__(self):
        """
        Start a new context:

         -  Record the initial offsets for rollback
         -  Reset the high-water mark
        """
        self.initial_offsets = dict(self.consumer.offsets)
        self.high_water_mark = dict()

        self.logger.debug("Starting context at: %s", self.initial_offsets)

        return self


[docs]    def __exit__(self, exc_type, exc_value, traceback):
        """
        End a context.

         -  If there was no exception, commit up to the current high-water mark.
         -  If there was an offset of range error, attempt to find the correct
            initial offset.
         -  If there was any other error, roll back to the initial offsets.
        """
        if exc_type is None:
            self.commit()
        elif isinstance(exc_value, OffsetOutOfRangeError):
            self.handle_out_of_range()
            return True
        else:
            self.rollback()


[docs]    def commit(self):
        """
        Commit this context's offsets:

         -  If the high-water mark has moved, commit up to and position the
            consumer at the high-water mark.
         -  Otherwise, reset to the consumer to the initial offsets.
        """
        if self.high_water_mark:
            self.logger.info("Committing offsets: %s", self.high_water_mark)
            self.commit_partition_offsets(self.high_water_mark)
            self.update_consumer_offsets(self.high_water_mark)
        else:
            self.update_consumer_offsets(self.initial_offsets)


[docs]    def rollback(self):
        """
        Rollback this context:

         -  Position the consumer at the initial offsets.
        """
        self.logger.info("Rolling back context: %s", self.initial_offsets)
        self.update_consumer_offsets(self.initial_offsets)


[docs]    def commit_partition_offsets(self, partition_offsets):
        """
        Commit explicit partition/offset pairs.
        """
        self.logger.debug("Committing partition offsets: %s", partition_offsets)

        commit_requests = [
            OffsetCommitRequestPayload(self.consumer.topic, partition, offset, None)
            for partition, offset in partition_offsets.items()
        ]
        commit_responses = self.consumer.client.send_offset_commit_request(
            self.consumer.group,
            commit_requests,
        )
        for commit_response in commit_responses:
            check_error(commit_response)


[docs]    def update_consumer_offsets(self, partition_offsets):
        """
        Update consumer offsets to explicit positions.
        """
        self.logger.debug("Updating consumer offsets to: %s", partition_offsets)

        for partition, offset in partition_offsets.items():
            self.consumer.offsets[partition] = offset

        # consumer keeps other offset states beyond its `offsets` dictionary,
        # a relative seek with zero delta forces the consumer to reset to the
        # current value of the `offsets` dictionary
        self.consumer.seek(0, 1)


[docs]    def handle_out_of_range(self):
        """
        Handle out of range condition by seeking to the beginning of valid
        ranges.

        This assumes that an out of range doesn't happen by seeking past the end
        of valid ranges -- which is far less likely.
        """
        self.logger.info("Seeking beginning of partition on out of range error")
        self.consumer.seek(0, 0)
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  Source code for kafka.partitioner.base

from __future__ import absolute_import


[docs]class Partitioner(object):
    """
    Base class for a partitioner
    """
    def __init__(self, partitions=None):
        """
        Initialize the partitioner

        Arguments:
            partitions: A list of available partitions (during startup) OPTIONAL.
        """
        self.partitions = partitions

[docs]    def __call__(self, key, all_partitions=None, available_partitions=None):
        """
        Takes a string key, num_partitions and available_partitions as argument and returns
        a partition to be used for the message

        Arguments:
            key: the key to use for partitioning.
            all_partitions: a list of the topic's partitions.
            available_partitions: a list of the broker's currently avaliable partitions(optional).
        """
        raise NotImplementedError('partition function has to be implemented')
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  Source code for kafka.util

from __future__ import absolute_import

import atexit
import binascii
import collections
import struct
import sys
from threading import Thread, Event
import weakref

from kafka.vendor import six

from kafka.errors import BufferUnderflowError


[docs]def crc32(data):
    crc = binascii.crc32(data)
    # py2 and py3 behave a little differently
    # CRC is encoded as a signed int in kafka protocol
    # so we'll convert the py3 unsigned result to signed
    if six.PY3 and crc >= 2**31:
        crc -= 2**32
    return crc



[docs]def write_int_string(s):
    if s is not None and not isinstance(s, six.binary_type):
        raise TypeError('Expected "%s" to be bytes\n'
                        'data=%s' % (type(s), repr(s)))
    if s is None:
        return struct.pack('>i', -1)
    else:
        return struct.pack('>i%ds' % len(s), len(s), s)



[docs]def write_short_string(s):
    if s is not None and not isinstance(s, six.binary_type):
        raise TypeError('Expected "%s" to be bytes\n'
                        'data=%s' % (type(s), repr(s)))
    if s is None:
        return struct.pack('>h', -1)
    elif len(s) > 32767 and sys.version_info < (2, 7):
        # Python 2.6 issues a deprecation warning instead of a struct error
        raise struct.error(len(s))
    else:
        return struct.pack('>h%ds' % len(s), len(s), s)



[docs]def read_short_string(data, cur):
    if len(data) < cur + 2:
        raise BufferUnderflowError("Not enough data left")

    (strlen,) = struct.unpack('>h', data[cur:cur + 2])
    if strlen == -1:
        return None, cur + 2

    cur += 2
    if len(data) < cur + strlen:
        raise BufferUnderflowError("Not enough data left")

    out = data[cur:cur + strlen]
    return out, cur + strlen



[docs]def read_int_string(data, cur):
    if len(data) < cur + 4:
        raise BufferUnderflowError(
            "Not enough data left to read string len (%d < %d)" %
            (len(data), cur + 4))

    (strlen,) = struct.unpack('>i', data[cur:cur + 4])
    if strlen == -1:
        return None, cur + 4

    cur += 4
    if len(data) < cur + strlen:
        raise BufferUnderflowError("Not enough data left")

    out = data[cur:cur + strlen]
    return out, cur + strlen



[docs]def relative_unpack(fmt, data, cur):
    size = struct.calcsize(fmt)
    if len(data) < cur + size:
        raise BufferUnderflowError("Not enough data left")

    out = struct.unpack(fmt, data[cur:cur + size])
    return out, cur + size



[docs]def group_by_topic_and_partition(tuples):
    out = collections.defaultdict(dict)
    for t in tuples:
        assert t.topic not in out or t.partition not in out[t.topic], \
               'Duplicate {0}s for {1} {2}'.format(t.__class__.__name__,
                                                   t.topic, t.partition)
        out[t.topic][t.partition] = t
    return out



[docs]class ReentrantTimer(object):
    """
    A timer that can be restarted, unlike threading.Timer
    (although this uses threading.Timer)

    Arguments:

        t: timer interval in milliseconds
        fn: a callable to invoke
        args: tuple of args to be passed to function
        kwargs: keyword arguments to be passed to function
    """
    def __init__(self, t, fn, *args, **kwargs):

        if t <= 0:
            raise ValueError('Invalid timeout value')

        if not callable(fn):
            raise ValueError('fn must be callable')

        self.thread = None
        self.t = t / 1000.0
        self.fn = fn
        self.args = args
        self.kwargs = kwargs
        self.active = None

    def _timer(self, active):
        # python2.6 Event.wait() always returns None
        # python2.7 and greater returns the flag value (true/false)
        # we want the flag value, so add an 'or' here for python2.6
        # this is redundant for later python versions (FLAG OR FLAG == FLAG)
        while not (active.wait(self.t) or active.is_set()):
            self.fn(*self.args, **self.kwargs)

[docs]    def start(self):
        if self.thread is not None:
            self.stop()

        self.active = Event()
        self.thread = Thread(target=self._timer, args=(self.active,))
        self.thread.daemon = True  # So the app exits when main thread exits
        self.thread.start()


[docs]    def stop(self):
        if self.thread is None:
            return

        self.active.set()
        self.thread.join(self.t + 1)
        # noinspection PyAttributeOutsideInit
        self.timer = None
        self.fn = None


    def __del__(self):
        self.stop()



[docs]class WeakMethod(object):
    """
    Callable that weakly references a method and the object it is bound to. It
    is based on http://stackoverflow.com/a/24287465.

    Arguments:

        object_dot_method: A bound instance method (i.e. 'object.method').
    """
    def __init__(self, object_dot_method):
        try:
            self.target = weakref.ref(object_dot_method.__self__)
        except AttributeError:
            self.target = weakref.ref(object_dot_method.im_self)
        self._target_id = id(self.target())
        try:
            self.method = weakref.ref(object_dot_method.__func__)
        except AttributeError:
            self.method = weakref.ref(object_dot_method.im_func)
        self._method_id = id(self.method())

[docs]    def __call__(self, *args, **kwargs):
        """
        Calls the method on target with args and kwargs.
        """
        return self.method()(self.target(), *args, **kwargs)


    def __hash__(self):
        return hash(self.target) ^ hash(self.method)

    def __eq__(self, other):
        if not isinstance(other, WeakMethod):
            return False
        return self._target_id == other._target_id and self._method_id == other._method_id



[docs]def try_method_on_system_exit(obj, method, *args, **kwargs):
    def wrapper(_obj, _meth, *args, **kwargs):
        try:
            getattr(_obj, _meth)(*args, **kwargs)
        except (ReferenceError, AttributeError):
            pass
    atexit.register(wrapper, weakref.proxy(obj), method, *args, **kwargs)
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  Source code for kafka.partitioner.roundrobin

from __future__ import absolute_import

from .base import Partitioner


[docs]class RoundRobinPartitioner(Partitioner):
    def __init__(self, partitions=None):
        self.partitions_iterable = CachedPartitionCycler(partitions)
        if partitions:
            self._set_partitions(partitions)
        else:
            self.partitions = None

    def __call__(self, key, all_partitions=None, available_partitions=None):
        if available_partitions:
            cur_partitions = available_partitions
        else:
            cur_partitions = all_partitions
        if not self.partitions:
            self._set_partitions(cur_partitions)
        elif cur_partitions != self.partitions_iterable.partitions and cur_partitions is not None:
            self._set_partitions(cur_partitions)
        return next(self.partitions_iterable)

    def _set_partitions(self, available_partitions):
        self.partitions = available_partitions
        self.partitions_iterable.set_partitions(available_partitions)

[docs]    def partition(self, key, all_partitions=None, available_partitions=None):
        return self.__call__(key, all_partitions, available_partitions)




[docs]class CachedPartitionCycler(object):
    def __init__(self, partitions=None):
        self.partitions = partitions
        if partitions:
            assert type(partitions) is list
        self.cur_pos = None

    def __next__(self):
        return self.next()

    @staticmethod
    def _index_available(cur_pos, partitions):
        return cur_pos < len(partitions)

[docs]    def set_partitions(self, partitions):
        if self.cur_pos:
            if not self._index_available(self.cur_pos, partitions):
                self.cur_pos = 0
                self.partitions = partitions
                return None

            self.partitions = partitions
            next_item = self.partitions[self.cur_pos]
            if next_item in partitions:
                self.cur_pos = partitions.index(next_item)
            else:
                self.cur_pos = 0
            return None
        self.partitions = partitions


[docs]    def next(self):
        assert self.partitions is not None
        if self.cur_pos is None or not self._index_available(self.cur_pos, self.partitions):
            self.cur_pos = 1
            return self.partitions[0]
        cur_item = self.partitions[self.cur_pos]
        self.cur_pos += 1
        return cur_item
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